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Lecture 25: Software Harness Design
From agent loops and context pipelines to verification, Harness RL, and durable software agents
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Roadmap

Narrative arc
1 Why harnesses matter: the unit of performance is no longer just the model.
2 A systems view: harnesses as closed-loop controllers around models, tools, and environments.
3 Core design dimensions: context, tools, permissions, state, subagents, and execution backends.
4 Long-horizon operation: compaction, handoff artifacts, evaluator loops, and operational maintenance.
5 Harness RL: when the harness itself becomes the training environment.
6 Concrete case studies: Claude Code and OpenClaw as two strong but different answers.
7 Frontiers: portable harnesses, open protocols, and co-design of training and runtime.

Lecture thesis
For software agents, the interesting design problem is rarely just what the model should say next. It is what
the runtime should let the model see, do, verify, remember, and recover from next.
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Why harness design matters now



Why this topic suddenly matters

What changed
Coding agents now routinely read files, edit
code, run commands, execute tests, and
iterate over many turns.
The same base model can behave very
differently depending on repo layout, tool
surface, context pipeline, verifier stack, and
safety envelope.
Empirically, recent production systems
increasingly win by better harnesses, not only
by a marginally stronger model.

What the field is learning
Recent analyses of Claude Code treat the
harness as the real architectural object: a simple
agent loop surrounded by permissions,
compaction, extensibility, subagents, and
persistence.
Recent OpenAI engineering posts make the
same point from another angle: humans steer,
agents execute, and the leverage comes from
legibility plus feedback loops.
This is why harness engineering has become a
distinct discipline rather than a synonym for
prompt writing.
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What exactly is a harness?

A useful decomposition
Model: the learned policy and internal
reasoning machinery.
Harness: the wrapper that assembles
context, formats tool calls, enforces rules,
runs the loop, and manages recovery.
Tools: shell, git, editor, browser, search, CI,
test runners, MCP servers, and internal
services.
Environment: filesystem, credentials,
sandbox, network, worktree, and container
boundaries.

Why this decomposition matters
Policy debates and benchmarking discussions often
over-focus on the model. But in deployed software
agents, behavior is a property of the full stack:

agent system = (model, harness, tools, environment).

Tight sandbox + narrow tools + careful harness ̸= the
same system as broad shell + no verification + raw
terminal transcript, even with the same model.
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From prompts to harnesses

Prompt engineering
How should the in-

struction be phrased?

Context engineering
What should en-

ter the working set?

Harness engineering
What runtime governs
acting and checking?

system prompt, examples,
wording, role framing

files, plans, memories,
summaries, tool results

permissions, tools, evalu-
ators, subagents, retries

Why it matters
When an agent fails because it cannot keep state, check its own work, or act safely, the bottleneck is usually
not the wording of the prompt. It is the runtime around the model.
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The unit of quality is end-to-end task completion

A model-centric mindset asks
Does the model know the API?
Can it write a patch in one shot?
How strong is it on a coding benchmark?

A harness-centric mindset asks
Can the system gather missing context
cheaply?
Can it run the right tests and notice failure
modes?
Can it recover from bad intermediate states?
Can it keep working coherently across many
context windows?
Can it do all of this without exhausting human
attention?

Software-specific twist
Unlike generic chat, software work is unusually verifier-rich: lint, build, type-check, unit tests, end-to-end
tests, logs, diffs, and incident replay all provide cheap feedback. A good harness turns those signals into a
closed-loop control system.
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A systems view of harnesses



Harness as a closed-loop controller
Let the runtime state be

st = (repot , conversationt , memoriest , permissionst , budgett , envt).

A harness implements four key maps:

ct = A(st , u), at ∼ πθ(· | ct),

ãt = G(at , st), ot = E(ãt , st), st+1 = T (st , ãt , ot).

Reading
A: assemble context from files, summaries,
plans, tool schemas, and transcript.
G : gate actions through policy, permissions,
and safety checks.
E : execute tools and collect observations.
T : persist results, compress history, and
update budgets.

Design implication
Training changes πθ. Harness design changes
A, G , E , T . In practice, a large fraction of product
behavior is determined by the latter four objects.
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Where does reasoning live?

Model responsibilities
infer intent and decompose the task
choose tools or subagents
interpret outputs and propose next actions
decide whether to continue, ask, verify, or stop

Harness responsibilities
turn model intent into executable requests
decide what is allowed or denied
shape context and bound output sizes
maintain state, resumability, and auditability
expose deterministic recovery paths when things
fail

Recent design consensus
In recent agent systems, the model generally reasons about what to do, while the harness is responsible for
turning that intent into safe and reliable action. This separation is conceptually simple but operationally
deep.
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Harness design is constrained optimization
A good harness is not maximizing task reward alone. It is solving something closer to

max
H

E
[
Rtask − λtokCcontext − λlatL − λhumanI − λdriftD

]
subject to constraints such as

P(unsafe action) ≤ δ, P(irrecoverable state) ≤ ϵ.

Terms you actually feel in practice
context cost = tokens spent on memory, plans,
tool results, docs
latency = round trips, sandbox spin-up,
evaluator passes
intervention = approvals, edits, manual rescue,
re-runs
drift = architecture erosion, inconsistent
patterns, stale docs

Core tension
More autonomy usually increases raw productivity
and increases the importance of guardrails, verifiers,
and environment isolation. Harness design is how we
navigate that tension.
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The loop is simple; the runtime is not

user request assemble context model call policy + per-
mission gate

tool run + ver-
ifier output

observe, summarize, continue?

Why the surrounding systems dominate the codebase
The while-loop itself is small. The hard parts are what enters context, how actions are filtered, how tools are
exposed, how failures are summarized, how sessions resume, and how subagents stay contained.
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Architectural design dimensions



Five values that strongly shape software harnesses

Human-facing values
Decision authority: the human remains in
charge of goals, approvals, and escalation.
Capability amplification: the system should
make the user meaningfully faster, not merely
more supervised.
Contextual adaptability: behavior should
adjust to repo, task, role, and deployment
setting.

System-facing values
Safety / security / privacy: actions must stay
inside policy and containment boundaries.
Reliable execution: the system should recover
gracefully, leave auditable traces, and fail in
bounded ways.

Important observation
These values do not map to one feature each. They recur everywhere: permission modes, compaction,
session storage, tool routing, subagents, hooks, and even how repo documentation is organized.
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From values to recurring design principles

Reusable principle Why it matters in software harnesses

Minimal scaffolding, maximal operational
harness

Keep the cognitive interface simple for the model, but let the runtime do
substantial work in the background.

Context as a scarce resource Every tool result, schema, memory, and document competes for budget; poor
context allocation degrades reasoning.

Deny-first with human escalation Safety should not rely on the user carefully reviewing a flood of prompts.
Transparent, file-based memory Repo-visible artifacts are easier to version, audit, diff, and reuse than opaque

hidden state.
Composable extensibility Skills, hooks, MCP tools, and plugins should widen capability without exploding

coordination cost.
Reversibility-weighted risk assessment A read or a local lint is not the same risk class as an external side effect or

privileged shell command.
Isolated subagent boundaries Delegation improves focus only if context, permissions, and state do not leak

uncontrollably.
Graceful recovery and resilience Long-horizon agents need resumability, bounded failure, and small recovery

artifacts.
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A five-layer view of a modern coding harness
Surface layer

CLI, IDE, browser, SDK, renderer, approvals UI

Core loop layer
query loop, model calls, compaction triggers, stop/continue logic

Safety + action layer
permission system, hooks, tool router, MCP, sandbox, subagent spawning

State layer
context assembly, memory files, progress artifacts, session persistence, transcripts

Backend layer
shell, cloud sandbox, git hosting, CI, databases, browser runners, external services

Why this decomposition is useful
It separates user surfaces, agent logic, action policy, persistent state, and the backends where side effects
actually happen. Most design disagreements can be located on one of these layers.

Scalable AI: Bridging Theory, Understanding, and Practice 14



One turn of execution, end to end
1 Ingest request: user intent arrives together with repo state, prior thread, and policy mode.
2 Assemble context: select docs, active plan, relevant files, memory artifacts, tool schemas, and recent

tool outputs.
3 Model proposes actions: read files, edit code, run tests, launch subagent, ask a question, or stop.
4 Harness gates actions: permission rules, deny-lists, sandbox routing, and per-tool policy run before

execution.
5 Execute and observe: shell / editor / browser / MCP tools produce outputs, diffs, logs, and verifier

signals.
6 Shape outputs: cap long outputs, summarize what matters, persist structured artifacts, and decide

whether to continue.
7 Commit state: update transcript, plan, memory, worktree, and any resumable sidechain logs.

Main systems lesson
Software harness design is largely about choosing what not to pass through raw. Raw terminal text, raw
browser traces, raw repo state, and raw permissions are all too expensive or too unsafe to expose naively.
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Context, memory, and long-horizon state



Context is not just a window size problem

Naive view
Bigger context window ⇒ agent can simply keep
everything.

Why this fails
large windows still dilute attention
irrelevant tool logs drown out key facts
stale instructions remain sticky
long histories encourage repetitive, defensive
behavior

Better view
Context is a scarce control resource. The problem
is not merely storage; it is selecting a representation
that preserves what matters for future success:

mt = compress(h1:t , rt , pt), |mt | ≤ B.

Here h1:t is history, rt repo state, and pt the active
plan.

Scalable AI: Bridging Theory, Understanding, and Practice 16



Recent context-management patterns that actually matter

Before the model call
lazy-load nested instruction files only when the
relevant directory is touched
inject short maps (for example, an AGENTS.md)
instead of encyclopedic manuals
defer full tool schemas until the model truly
needs them
cap or shape verbose tool results before they
enter context

Across turns and agents
replace raw history with compacted or
summarized projections
let subagents return summary only, not full
transcripts
store progress in repo-visible artifacts rather
than hidden memory blobs
decide explicitly between compaction and hard
reset + handoff

Key principle
A strong harness treats context like cache design in systems: hot facts stay close, cold facts are indexed or
summarized, and raw streams are compressed aggressively before they poison the working set.
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Repository knowledge should be the system of record

A common failure mode
The agent sees a giant rules file, a stale chat thread,
and a pile of unstructured logs, while the actual
product knowledge lives in human heads, docs that
never enter context, or external systems.

Better pattern
Keep the repo itself legible:

short top-level map file
structured docs/ tree
active plans and completed plans under version
control
architecture notes and quality docs stored
alongside code

Why this scales
the agent can discover information
incrementally
freshness can be checked mechanically
diffs and ownership become explicit
handoff between humans and agents
becomes auditable
the same artifacts help both execution and
review
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Long-running work needs artifact-level state

product spec
what the app
should do

feature plan
what remains

tests / criteria
what counts as
done

progress log
what changed and
why

git commits
recovery + audit
trail

Recent long-horizon pattern
An initializer agent sets up init.sh, a progress file, feature and test artifacts, and the first clean commit.
Later coding agents read those artifacts at the start of each session, make one bounded increment of
progress, and leave the environment cleaner than they found it.
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Compaction versus reset: two very different tools

Compaction
summarize or compress within the same thread
preserves continuity of the current agent
identity
cheap when the task remains locally coherent
can still leave the agent trapped in a tired or
over-defensive state

Reset + handoff
start a fresh agent with a clean context window
pass only the durable state artifact needed to
continue
mitigates premature wrap-up and “context
anxiety”
adds orchestration cost and demands a better
handoff format

Practical lesson
Do not treat compaction as the universal answer. For long-horizon coding, recent harness work shows that
fresh agents plus strong handoff artifacts can outperform endless in-place summarization.
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Tools, interfaces, and delegation



Tool surface design is a first-class architectural choice

Why more tools are not always better
every tool adds schema tokens and selection
complexity
overlapping tools create indecision and policy
ambiguity
unsafe tools widen blast radius even when rarely
used
low-quality tools teach the model bad workflows

Why fewer tools are not always better
missing tools force brittle shell workarounds
weak browser or CI access cripples
self-verification
poor repo APIs increase context cost because
the model must infer more from raw text
a narrow surface can block useful
specialization

Good mental model
Tools are the agent’s action vocabulary. You want a vocabulary that is expressive, compositional,
predictable, and inexpensive to describe in context.
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Choosing tools is an economic decision

For a candidate tool or skill j, a useful abstraction is

j⋆ = arg max
j

E[∆Qj | st ] − α ctxj − β latj − γ riskj − η fragilityj .

Reading
∆Qj : expected improvement in task quality or
progress
ctxj : schema and output burden in the context
window
latj : time to invoke and observe the result
riskj : potential security or product side effects
fragilityj : likelihood the tool returns noisy or
misleading signals

Consequence
This is why specialized higher-level tools often beat
raw shell access. A strong tool raises ∆Q while
lowering both ctx and fragility by returning
structured, semantically clean results.
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Why subagents help, and why isolation matters even more

What delegation buys
narrower local objective
smaller context window per worker
parallel exploration of alternatives
explicit separation between planning, coding,
auditing, and search

What can go wrong without isolation
permission leakage from parent to child
duplicated or conflicting edits
transcript blow-up when full histories come back
hidden coupling through shared filesystem state

Recent best practice
Subagents should operate in isolated contexts with rebuilt tool sets, explicit permission scope, and often an
isolated worktree. The parent usually receives only a concise report, not the child’s entire history.
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When should the harness spawn a subagent?

A simple decision rule is

delegate if E[∆Qsub | st ] > cspawn + ccoord + csummary + cmerge-risk.

Good delegation candidates
read-heavy exploration of an unfamiliar module
browser-based QA or evaluator work
independent implementation branches or
design alternatives
specialized checks with a restricted tool set

Bad delegation candidates
tiny edits with high merge coupling
tasks where the parent already has the exact
hot context needed
cases where summarization would discard the
most important details
work requiring immediate, dense
back-and-forth coordination
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Stable interfaces matter more as harnesses evolve

Two recent interface ideas
Codex App Server: expose the full harness
through a bidirectional JSON-RPC process with
streaming events so the same core loop can power
CLI, IDE, desktop, and web surfaces.
ACP: define a protocol between agent clients and
coding harnesses so tools can interoperate across
vendors and deployment setups.

Systems insight
Protocolizing the harness decouples the user
surface from the agent runtime. This makes
upgrades, embedding, streaming UIs, and
remote execution much easier.

Meta-harness view
Recent managed-agent systems push this further: treat the brain (model + harness) separately from the
hands (execution environments). Then the runtime can attach one brain to many sandboxes or spin up
sandboxes only when needed.
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Safety, autonomy, and verification



Approval fatigue changes the design problem

Naive safety idea
Ask for approval before each meaningful action.

Why this degrades
When approvals become frequent, users stop reading
them carefully. The bottleneck becomes human
patience rather than model capability.

Recent response
offer plan mode: approve the strategy, not
every step
separate low-risk and high-risk operations
use classifiers or rules to auto-allow safe regions
make safety depend on hard boundaries, not
user vigilance alone
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Permissioning should be layered, not monolithic

Layer 1: policy + rules
deny-lists, allow-lists, trust modes, per-tool constraints

Layer 2: dynamic assessment
risk classifier, reversibility checks, contextual escalation

Layer 3: execution containment
sandbox, filesystem isolation, network isolation, scoped credentials

Layer 4: audit + recovery
transcripts, diffs, commits, reversible operations, rollback paths

Why this matters
If one layer misses, another should still bound the damage. This is the right way to think about prompt
injection, shell misuse, accidental exfiltration, and silent state corruption.
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Sandboxing is not just security theater

Two boundaries matter most
Filesystem isolation: limit what the agent can
read or modify.
Network isolation: limit where the agent can
connect and what it can exfiltrate.

Recent product work argues both are needed; one
without the other still leaves major escape routes.

Why product teams like it
fewer permission prompts
more autonomy inside safe regions
sharper blast-radius control when the
model misbehaves
cleaner security story for long-running
automation

Deeper lesson
A harness should not ask “is the model perfect?” It should ask “what can the model actually do if it is
wrong?” Security is mostly about the answer to that second question.
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Verification is the harness’s second policy network

Software verifiers
formatters and linters
type checkers and builds
unit / integration / end-to-end tests
browser traces, screenshots, and DOM
snapshots
incident replay or regression harnesses

Harness role
choose which verifier to run next
translate raw verifier output into compact,
useful context
decide whether to retry, rollback, escalate, or
continue
preserve evidence for future agents and humans

Critical asymmetry
It is often easier to build a skeptical evaluator than a generator that reliably critiques itself. That is why
generator–evaluator loops keep appearing in recent harness work.
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Generator–evaluator loops and other split-role harnesses

Why role-splitting helps
the generator optimizes for production of
candidate work
the evaluator optimizes for skepticism and spec
compliance
the planner or contract writer turns vague goals
into testable subgoals
different tools can be attached to each role

Recent patterns
generator + evaluator for frontend design
and full-stack QA
planner + generator + evaluator for long
runs with negotiated sprint contracts
browser-based QA with Playwright or
Puppeteer MCP
review agents that comment on PRs and
force another repair iteration

When this is load-bearing
These loops help most when the task sits just beyond what the base generator can reliably do alone. As
models improve, some evaluator logic becomes optional overhead and should be simplified or removed.
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Long-horizon engineering and operational
maintenance



Harness complexity should track the model’s actual deficits

Under-scaffolded system
the model wastes turns rediscovering context
verification is inconsistent
long runs drift or end prematurely
humans keep rescuing the system manually

Over-scaffolded system
expensive orchestration overwhelms the gain
evaluator, planner, or routing logic becomes
stale
the harness freezes in assumptions that newer
models no longer need
iteration speed and debuggability get worse

Design principle
Harnesses should be load-bearing but not ornamental. Keep the pieces that measurably improve task
success, safety, or latency; aggressively delete those that only memorialize old model weaknesses.
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Throughput changes the merge philosophy

Human-era default
When code production is scarce and review is the main
bottleneck, blocking merges aggressively often makes
sense.

Agent-era shift
When agent throughput becomes much larger than
human attention, some teams move toward:

shorter-lived PRs
cheaper follow-up correction
lighter blocking gates on low-risk changes
stronger automated cleanup and refactoring loops

Queueing intuition
Merge now when

E[cfix] < E[cwait].

If correction is cheap and waiting is expensive,
strict gates can become throughput poison.
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Entropy, garbage collection, and “taste invariants”

What drift looks like
repeated near-duplicate helpers
inconsistent architecture boundaries
naming drift and weak typing discipline
documentation that no longer matches the code

Harness answer
custom linters and structural tests
repository-level “golden principles” encoded in
code
recurring cleanup agents that open targeted
refactors
doc-gardening loops that repair stale maps and
plans

What changes
What used to live in human taste or reviewer intuition increasingly gets promoted into mechanized
invariants. This makes future agent runs more legible and more consistent.
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How should we evaluate a software harness?

Metric family What to measure Why it matters

Task completion benchmark pass rate, spec satisfaction, issue
resolution rate

raw usefulness

Verification quality test pass rate, evaluator precision, rollback
frequency

whether “done” means correct

Human attention approvals per task, interruption rate, rescue
time

real productivity rather than benchmark
theater

Systems efficiency TTFT, wall-clock, tokens, sandbox startup,
tool concurrency

whether the loop is practically deployable

Context efficiency bytes retrieved, bytes kept, compaction ratio,
stale-doc incidents

whether the memory pipeline is load-bearing

Safety and control irreversible-action rate, sandbox escapes,
prompt-injection robustness

whether autonomy remains bounded

Maintenance quality lint drift, architectural violations, cleanup
burden, refactor debt

whether success compounds or decays

Evaluation principle
The right object of study is the model + harness + tools + environment. Reporting model quality alone is often not enough to
understand actual agent behavior.
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Harness RL and training within harnesses



Why Harness RL is a distinct problem

What standard post-training usually leaves
out

repository search and navigation under partial
information
failed tool calls, permission denials, retries, and
resets
verifier loops driven by tests, builds, and browser
checks
context pruning, summaries, handoff artifacts,
and time budgets

What Harness RL actually trains on
the full tool-using trajectory, not only the final
patch
the observation model induced by retrieval and
context assembly
the action space induced by tools, subagents,
and permission policy
the reward and verification signals the runtime
chooses to expose

Consequence
For software agents, the harness is part of the MDP. Change the harness and you change the observations,
actions, transitions, costs, and often the reward. That is why “training the model” and “training the agent
system” are related but not identical problems.
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The harness defines the training environment

A useful abstraction is

ot = AH(st), at ∈ AH(ot), st+1 = TH(st , at), rt = RH(st , at , st+1),

where H includes the context assembler, tool surface, verifier stack, sandbox, permission policy, and reset
logic.

Reading
AH : what the policy gets to observe
AH : what the policy is allowed to do
TH : how repo state and runtime state evolve
RH : what the runtime counts as progress or
failure

Train/eval drift
We are really optimizing

J(πθ; H) = E

[
T∑

t=0

γtrt

]
.

A policy that looks strong in Htrain may move
noticeably once the tool schema, reset logic, or
evaluator stack changes.
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Three objects can be optimized, but they are not the same

What changes Typical examples Upside Main risk

Policy weights only RLVR, end-to-end RL in coding
environments, skill RL

clean attribution to the model;
easy apples-to-apples evaluation
if the harness is frozen

overfitting to quirks of one
harness or one evaluator

Harness-as-code only prompt and hook changes, tool
redesign, verifier redesign,
memory-policy tuning

often large practical gains
without retraining; can be
shipped immediately

stale assumptions can get
baked in as models improve

Joint co-design update model and harness
together

best asymptotic performance if
done carefully

attribution gets muddy; the
training harness can quietly
leak into the benchmark

Evaluation discipline
When you say “the model improved,” make sure you did not also move the reward extractor, the reset policy, the tool schema, and the
evaluator. In agent systems, those can matter just as much.
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Three regimes of training within harnesses

1. Real environments
actual repo state
real tests and tool calls
highest fidelity
most expensive rollouts

Examples: Agent-RLVR, SWE-RL,
Composer 2.

2. Decoupled stacks
keep the runtime mostly
unchanged
collect structured traces
train with separate
credit-assignment code
lower engineering friction

Examples: Agent Lightning,
PivotRL.

3. Skill and surrogate
setups

synthetic tasks or learned
simulators
scale reusable behaviors
cheaper and easier to
parallelize
realism gap has to be
managed

Examples: Hybrid-Gym, Atomic
Skills, SWE-World.

Trade-off
Most recent work sits somewhere on the triangle of fidelity, cost, and credit assignment. It is hard to
maximize all three at once.
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Harness RL in real coding environments

Agent-RLVR
First collect a tool-using attempt, validate it with unit tests, add
guidance, then apply RLVR on the guided rerun. The paper
reports that Qwen-2.5-72B-Instruct moves from 9.4% to 22.4%
pass@1 on SWE-Bench Verified using 817 training environments,
and to 27.8% with an added reward-model step.

SWE-RL
Trains on open software evolution traces with a lightweight
rule-based reward tied to similarity with oracle patches. The
reported Llama3-SWE-RL-70B reaches 41.0% on SWE-Bench
Verified.

Composer 2
Reinforcement learning runs in environments intended to match
deployed Cursor sessions closely. Rollout collection and weight
updates are separated so the system can keep gathering
trajectories while training proceeds asynchronously.

What these papers show
Fidelity matters. Once the task really lives inside a repo, the
bottlenecks are no longer only optimizer math; they are
environment resets, test execution, tool latency, and sparse
success signals.
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Decoupled training stacks

Agent Lightning
The central claim is to decouple agent execution
from RL training. Existing agents can keep their
current runtime while a unified trajectory interface and
hierarchical credit-assignment layer turn their traces
into RL data with almost no harness rewrite.

Why teams care
Product harnesses are complicated, brittle, and
valuable. In many organizations, rewriting the runtime
just to make RL possible is a non-starter.

PivotRL
PivotRL argues that full end-to-end rollout is often
wasteful. On SWE-Bench, it reports competitive
accuracy to end-to-end RL with roughly 4x fewer
rollout turns and 5.5x less wall-clock time by
focusing learning on high-signal pivot decisions.

Why this line of work matters
Once trajectories are logged cleanly, we can spend
expensive real-environment interaction only where
it buys real learning signal.
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Skill-centric and surrogate harnesses

Hybrid-Gym
Instead of training only on full issue
resolution, train on scalable synthetic tasks
that isolate transferable behaviors such as
localization, dependency search, and
exploration. The harness is skill-oriented
rather than benchmark-oriented.

Atomic Skills
Formalizes a small basis of
software-engineering skills — localization,
editing, test generation, issue reproduction,
and code review — and then trains across
them jointly. The claim is that reusable
subskills are easier to scale than full end
tasks.

SWE-World
Replaces Docker-heavy rollout
infrastructure with learned surrogate
environment and reward models. The
benefit is much better concurrency; the
cost is a realism gap that has to be
watched carefully.

Common thread
All three try to buy sample efficiency by moving some learning pressure off the full benchmark loop and onto reusable skills, surrogate
feedback, or cheaper rollouts.
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What reward actually comes from the harness?

A useful decomposition is

R = λterm 1[task solved] + λeval rtests + λguide rguidance − λcost csteps − λrisk cunsafe.

Signals the harness can provide
terminal solve / fail labels
unit tests, builds, lint, browser checks
reviewer or guidance messages
tool count, wall-clock, approval count, sandbox
failures

Reward design is delicate
If rewards are too sparse, learning is painfully
expensive. If proxy rewards are too strong, the policy
learns to game the verifier, over-optimize surface
style, or avoid useful but risky actions.
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What a training-ready harness needs

Engineering requirements
deterministic or at least reproducible resets
structured action / observation traces
versioned repo snapshots and sandbox images
evaluator logs that stay separable from the
policy transcript

Learning requirements
stable action schemas across training runs
checkpoints and replay for credit assignment
enough signal density to improve within a
feasible budget

Separation of concerns
The best training harness is not always the best
product harness. Training wants instrumentation,
replay, and dense evaluators; deployment wants
simplicity, low latency, and a small attack surface.

Why these case studies are useful
Claude Code and OpenClaw are worth studying
because they make different choices about where
the control plane lives, what state becomes
first-class, and where the trust boundary is
drawn.
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Case studies: Claude Code and OpenClaw



Why compare Claude Code with OpenClaw?

They force the same questions
How is context assembled?
Where do permissions live?
How is memory persisted?
How are tools and subagents exposed?
What exactly counts as the trust boundary?

But they start from different assumptions
Claude Code: a coding harness organized
around one local work loop.
OpenClaw: a gateway-centered system
spanning channels, sessions, and multiple agent
identities.
Both are serious answers to the same design
problem, but they optimize for different
operator models.

Comparison lens
The contrast is useful because the two systems place the control plane in different places. Claude Code
centers the coding loop; OpenClaw centers the gateway.
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Claude Code: the local loop comes first

user
IDE / CLI query loop

context assembly
CLAUDE.md,

files, plan, tools

model call permission gate
rules, modes, hooks

tool layer
shell, editor, git,
MCP, subagents

state updates
summaries, compaction,

transcript, worktree state

Reading
In Claude Code, the loop itself is the architectural center. Interfaces feed into it, and the loop owns context
assembly, model calls, tool dispatch, and recovery.
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Claude Code: permissions live in the runtime

How the gate works
evaluate allow / deny rules and trust mode first
run hooks and other policy logic as another layer
auto-approve low-risk actions when the classifier
is confident
escalate only when the policy stack cannot
decide cleanly

Operational effect
Permissioning changes the economics of exploration.
When low-risk reads and edits are cheap, the model
can search aggressively; when everything pauses for
approval, the loop becomes slow and timid.

Why this matters
Anthropic reports that users approve roughly 93%
of Claude Code permission prompts. Once
approval rates get that high, the popup is no
longer the safety system; the real safety system is
the runtime policy behind it.

Broader point
A permission system does more than prevent bad
actions. It also shapes which trajectories the
model ever gets to act inside, and therefore what
behavior the system can improve at over time.
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Claude Code: context, extensions, and delegation

Context and extensibility
hierarchical instruction files (CLAUDE.md) adapt
behavior to the repo and directory
summaries and compaction keep the working set
small enough to stay useful
hooks, skills, MCP tools, and plugins extend the
harness without rewriting the core loop

Delegation model
subagents run in separate context windows
they can carry different prompts,
permissions, and tool budgets
for coding work, delegation often comes with
a separate worktree or execution boundary
the parent usually gets a summary back,
not a full transcript dump

Design choice
Claude Code keeps the central loop simple and pushes complexity into context management, extension points,
and carefully isolated delegation.
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Claude Code beyond a single session

Long-running harnesses
Anthropic’s long-horizon work adds stronger
scaffolding than the product loop alone:

an initializer agent sets up init.sh, a progress
file, and the first clean commit
later coding agents resume from those artifacts
and make bounded progress
newer work adds a planner / generator /
evaluator split for harder application-building
tasks

Managed Agents
A later move is to separate the brain from the
hands: sessions, harness logic, and sandboxes
become durable interfaces rather than one tightly
coupled runtime.

What to notice
Claude Code is best read not as a single frozen
architecture, but as one member of a broader
Anthropic family of harness patterns for
longer-horizon work.
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OpenClaw: the gateway comes first

clients
CLI, app, web UI

hosts / nodes
macOS, iOS,

Android, headless

long-lived Gateway
typed WS API, routing, provider connections agent runtime

hooks, plu-
gins, tools

channels + providers
Slack, Tele-

gram, Web, API

Reading
OpenClaw is organized around an always-on gateway. The gateway owns routing, channel bindings, and much
of the control-plane state; the agent runtime is one subsystem inside that larger structure.
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OpenClaw: state lives on disk

Sessions and bootstrap state
sessions are reused until a daily reset, idle reset, or manual
reset
the gateway owns session state
transcripts and metadata are persisted on disk rather than
hidden in process memory
new sessions inject editable bootstrap files such as AGENTS.md,
SOUL.md, TOOLS.md, IDENTITY.md, and USER.md

Memory model
MEMORY.md for durable facts and preferences
date-stamped daily notes for recent context
optional DREAMS.md for sweep summaries
large files are trimmed on injection so the prompt
stays usable

Why it matters
OpenClaw makes persistent state visible and editable. That
is a strong architectural choice in favor of auditability and
operator control.
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OpenClaw: routing and delegation are host policy

Routing and hooks
the model does not choose the communication
channel; routing is host-configured
hooks provide authenticated event entry points
and internal automation triggers
plugins register tools and wider capability
surfaces with the gateway

Subagent discipline
delegation is governed by maxSpawnDepth
and per-agent allowlists
depth-1 orchestrators can manage children;
leaf workers do not regain recursive
orchestration tools
sandbox requirements can be enforced at
spawn time

Reading
Compared with Claude Code, more policy lives in
the host control plane and less in one central
coding loop.
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OpenClaw: security starts at ingress

OpenClaw’s stated trust model
one trusted operator boundary per gateway
not intended to be a hostile multi-tenant
boundary
mixed-trust deployments should be split across
gateways, credentials, and ideally hosts
the docs recommend starting from the smallest
access that still works

Consequence
Security is framed as access control before
intelligence: decide who can reach which agent and
tool surface before asking the model to behave well.

Comparison with Claude Code
The Claude Code comparison paper places more
of the trust boundary between the model and
execution environment. OpenClaw moves more
of that boundary out to the gateway perimeter.
Different deployment targets explain the
difference.
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Claude Code and OpenClaw: same questions, different answers

Design question Claude Code OpenClaw

Architectural center local query loop owns context assembly, tool
dispatch, and recovery

long-lived gateway is the control plane; agent
runtime is one subsystem

State locus worktree state, transcript, summaries, repo-visible
artifacts, compaction

gateway-owned sessions, transcript files,
Markdown memory, bootstrap docs

Extensibility skills, hooks, MCP tools, plugins, subagents inside
the coding harness

plugins, hooks, routing rules, nodes, and
channel bindings at gateway level

Delegation isolated subagents, often with worktrees,
summary-oriented returns

routed workers with depth-based tool policy and
gateway coordination

Trust boundary deny-first permission gate plus sandbox between
model and execution

trusted-operator gateway boundary with access
control before intelligence

Bottom line
These are not minor variants of the same system. They answer the same design questions, but they place the control plane in different
places.

Scalable AI: Bridging Theory, Understanding, and Practice 53



Frontiers and open problems



Where the research frontier is moving

Portable / explicit harnesses
Natural-Language Agent Harnesses:
externalize harness logic into editable, portable
natural-language artifacts plus a shared runtime.
better separation between controller logic and
backend-specific execution code.

Training-time co-design
Harness RL is moving from benchmark-specific
patch solving toward richer runtime-aware
training.
Environment models and skill curricula try to
make training cheaper without throwing away
the control structure of real agents.

Meta-harnesses and open ecosystems
managed-agent systems decouple harness from
compute and let one brain reach many hands
ACP-like protocols make harnesses more
composable across IDEs and runtimes
open-source frameworks such as SemaClaw
treat harness design itself as the primary site of
differentiation

Likely next step
The harness becomes less of an application-specific
script and more of a programmable operating layer
for agents — one that is trainable, observable, and
portable across user surfaces.
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Open problems

Observability versus compression: how can users inspect what compaction, summarization, or
subagent isolation actually removed?
Security composition: how do hooks, MCP tools, shells, browsers, and subagents interact under attack
rather than in isolation?
Horizon scaling: what is the right combination of compaction, reset, delegation, and durable artifacts
for tasks that run for hours or days?
Evaluator quality: how do we calibrate skeptical external evaluators without making them brittle or too
expensive?
Harness train/eval drift: how do we train in one runtime without silently overfitting to its tool
schemas, reset rules, or reward extractor?
Human capability preservation: if the harness absorbs more planning, checking, and cleanup, how do
humans keep enough understanding to steer the system intelligently?
Stable standards: which abstractions will remain useful as models improve and current hand-written
orchestration becomes obsolete?
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Summary

A software harness is the runtime layer that turns a model into an agent: it assembles context, gates
actions, executes tools, shapes observations, and preserves state.
The central design problem is a control problem under budget and safety constraints, not a
prompt-writing problem.
Recent systems converge on a few durable ideas: repo legibility, context as a scarce resource, file-based
memory, layered safety, verifier-rich loops, isolated delegation, and explicit trust boundaries.
For long-horizon coding, artifact-level state and evaluator loops are often more important than any
single prompt.
Harness RL makes the next step explicit: the runtime is not only where the agent runs, but also where
the agent can be trained.
Claude Code and OpenClaw show that there are multiple viable placements of the control plane; the
best answer depends strongly on deployment context.
The frontier is moving toward portable harness descriptions, protocolized runtimes, decoupled
brain/hand architectures, and better standards for observability, trust, and train/eval separation.
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Suggested readings I: systems and case studies

Dive into Claude Code: The Design Space of Today’s and
Future AI Agent Systems — architecture-first analysis of
Claude Code and comparison with OpenClaw.
Effective harnesses for long-running agents —
initializer/coding-agent split, artifact handoff, and git-based
recovery.
Harness design for long-running application development
— planner / generator / evaluator loops, resets vs.
compaction.
Scaling Managed Agents: Decoupling the brain from the
hands — brain / hands separation and durable interfaces.

OpenClaw docs: gateway architecture, session
management, memory, hooks, and security model.
Harness engineering: leveraging Codex in an agent-first
world — repo legibility, AGENTS.md as map, custom
invariants, entropy cleanup.
Unlocking the Codex harness and Responses API with a
computer environment — protocols, streaming agent loops,
concurrent shell execution.
Natural-Language Agent Harnesses, Building AI Coding
Agents for the Terminal, and SemaClaw — research
frontiers on explicit, portable, and open harness design.
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Suggested readings II: Harness RL and training

Agent-RLVR — guidance plus environment rewards inside
real software environments.
SWE-RL — rule-based reward shaping on open software
evolution trajectories.
Composer 2 Technical Report — RL in environments that
emulate real Cursor sessions.
Agent Lightning — training-agent disaggregation and
minimal-code-change RL integration.

PivotRL — lower-cost post-training for agentic software
tasks.
Hybrid-Gym — synthetic transferable-skill harnesses for
coding agents.
Scaling Coding Agents via Atomic Skills — joint RL over
reusable software-engineering basis skills.
SWE-World — Docker-free surrogate environments and
reward models for training code agents.
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