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Lecture 24: Diffusion Language Models

From masked denoising to blockwise serving, planner-aware decoding, and Explore-Then-Exploit
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Roadmap

Narrative arc

@ Core modeling view: diffusion LMs as models over partially observed token sets.
@ Modern architectures: masked diffusion, block diffusion, and AR-to-diffusion adaptation.
© Serving and decoding: confidence heuristics, caching, hybridization, and why speed is not automatic.

© Deep dive on ETE: the bits-to-rounds bottleneck and explore-then-exploit decoding.

© Frontiers: learned samplers, safety, multimodality, sparse scaling, and variable-length generation.

Lecture thesis

A diffusion LM is not just “a model that predicts many tokens at once.” It is a conditional reconstruction
machine. The practical question is therefore: which missing tokens should we reveal now, and which should
we delay?
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Why diffusion language models now?




Why this topic matters now

Research signal Deployment signal

@ Open diffusion LMs are now genuinely @ Public systems such as Gemini Diffusion,
large-scale: from-scratch pretraining, instruction Mercury, and Seed Diffusion make latency a
tuning, code specialization, sparse MoE scaling, first-class selling point.
and multimodal variants all exist. @ Product demos emphasize not only speed, but

@ The field has moved past “can diffusion do also editable generation: revise, fill, or update
language at all?” toward which architecture partially written outputs.

i i ? A A

and decoding stack make it useful? @ This makes diffusion relevant for interactive

@ The main action is increasingly at inference authoring, code editing, and constrained
time: schedule design, cache reuse, and generation, not only benchmark sampling.

test-time planning.

What changed

The modern story is an end-to-end stack: pretraining recipe + decoding schedule 4+ cache design +
hardware-aware batching. Remove any one of these, and the speed story usually collapses.
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Three different questions that often get conflated

Probabilistic question Algorithmic question Systems question
How is p(x) represented? Which tokens do we commit now? How much work can be reused?
\ 4 Y \ 4
AR, any-order AR, confidence decoding, causal KV cache,
masked diffusion, block diffusion remasking, lookahead, ETE, learned plar adaptive cache, block cache, batched lookahead

Key separation

A model may be diffusion at the probabilistic level, use planner-guided token commitment at the algorithmic
level, and only become fast after a specialized cache or hybrid block structure at the systems level.
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AR versus diffusion: two different contracts with the model

Autoregressive contract Diffusion contract
@ Ask only one question: “what comes next?” @ Ask a broader question: “what is missing here?”
@ Every token becomes part of the prefix forever. @ Predictions can use bidirectional visible

@ Serving is simple because the context is context.

monotone and causal. @ Decoding order becomes a design variable

@ Editing, infilling, and revising earlier decisions are gz eif e lav e el

all unnatural add-ons. @ The system can reason in terms of reveal, defer,
revisit, or remask.

v

Immediate implication

Diffusion LMs trade a very convenient serving contract for a much richer control surface over generation
order, editability, and parallelism.
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The modern design space

Full-response masked diffusion

Block diffusion / hybrid diffusion

From scratch LLaDA, LLaDA-MoE, LLaDA-V: maximize
reconstruction power over arbitrary masked subsets,
with strong infilling and bidirectional reasoning.

AR-adapted TESS 2 and related adaptation-style models: reuse
an AR checkpoint, then continue pretraining under
a diffusion objective.

Block Diffusion and native variable-length diffusion
models: introduce block structure early so the
model is born with a serving-friendly contract.
Dream 7B, Fast-dLLM v2, D2F, and next-block
adaptation recipes: reinterpret AR as block-size-1
diffusion, then widen the active block.

Practical reading rule

Whenever a new diffusion LM appears, first ask: what is the active prediction region? That one detail usually determines whether the
model is optimized for pure flexibility, for raw speed, or for some hybrid of the two.

Scalable Al: Bridging Theory, Understanding, and Practice 7/42



Core modeling view




Sequence generation as choosing an order of revelation

For a token sequence x = (xi, ..., x»), autoregression hard-codes one permutation of positions:

par(x) = HP(Xi | x<i)-

But any permutation o € S, yields a valid factorization:

p(x|o)= HP(XU(,') | Xcr(<i),0')‘
i=1

Diffusion view

The model is trained to answer many
subset-completion queries, so the order can be
chosen during decoding.

o =(1,2,...,n) is fixed once and for all.

Mental model
The hardest part of decoding is no longer “what is the next token?" It is “which unknown token is most useful

to reveal next?”

.
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Absorbing-mask corruption and denoising objective

A standard discrete diffusion corruption masks tokens
independently or by a sampled subset: One denoising query

qt(Xi(t) [ X,_(O)) =(1- mt)(;x(o) + me S Visible prompt: The cat [M] the [M].

@ infer sat
The model predicts the clean token only where information

@ infer m
has been removed: er mat

@ use both left and right context

L(O) = ~Eyo.pEe| Y w(t)logps(x |x,¢)
[ Why this is attractive

@ naturally supports infilling

@ naturally supports edits

@ trains a bidirectional reconstructor
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The time-agnostic subset view is the cleanest one

A useful equivalent view is: sample a masked subset M C [n], reveal the complement, and predict all missing
positions.

1 mas
L(0) = —Eq0 14 [M E log pg (Xi(O) ‘ x! k))
iemM
where
(mask) __ [M]7 i€ M7
Xi = ©
X, i ¢ M.

@ This view makes the connection to any-order language modeling explicit.

@ Modern recipes change the masking distribution, weighting, or architecture, but they still revolve around
subset completion.

@ In block diffusion, the subset is often restricted to an active response region, while the prompt and some
decoded blocks remain visible.
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What the model learns — and what it does not learn

Directly supervised Not directly supervised
For many contexts xc and positions i ¢ C, the loss The loss does not directly fit large masked-set joints
teaches such as

po(xi | xc)- po(xa | xc), [A| > 1.
These are conditional marginals for one missing So one-shot multi-token decoding silently assumes a
position at a time. factorization that the training objective never

explicitly enforced.

Why language is hard here

Tokens are correlated through syntax, long-range semantics, variable reuse, type constraints, and latent world
state. Parallel decoding is therefore a joint inference problem, not just many easy marginal predictions
stacked together.
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The exact sampler implied by the objective is not magically parallel

A sampler perfectly aligned with the subset-masking objective is:
@ Start from a fully masked response.
@ Pick one still-masked position uniformly at random.
© Sample that token from its conditional marginal.

@ Freeze it, and repeat until no masks remain.

Consequence

This is basically any-order autoregression: one token per step, but with a learned order rather than a fixed
left-to-right order.

Therefore diffusion does not buy speed automatically. Any practical speedup must come from an
approximate multi-token commitment rule, a more structured architecture, or both.
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Modern architectures and systems




Masked diffusion versus block diffusion

Feature

Full-response masked diffusion

Block diffusion / hybrid diffusion

Active region

Length handling
Cacheability
Best fit

Representative models

Potentially the whole response canvas is partially
observed and denoised together.

Often needs a preallocated response length or a
separate length policy.

Limited, because the whole denoising canvas may
change together.

Editing, infilling, broad subset reconstruction.

LLaDA family, TESS 2-style full-response
adaptations.

A bounded active block is denoised with
bidirectional access, while outside context is
handled more causally.

Naturally closer to streaming and variable-length
generation, especially with EOS-aware training.
Stronger, because prompt and earlier blocks can be
reused or partially frozen.

Serving, latency control, and hybrid AR—diffusion
deployments.

Block Diffusion, Dream 7B, Fast-dLLM v2, D2F,
dLLM-Var.
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Why AR-to-diffusion adaptation has become so practical

Pretrained AR model Interpret AR as Widen active region Attach planner + cache
strong world model + mature tokenizer block size 1 to block size B and decode in parallel

@ This route preserves the strongest part of the checkpoint: its language prior and next-token competence.

@ The adaptation budget can be much smaller than full pretraining, which is why many serving-oriented
papers begin from AR.

@ The conceptual move is elegant: AR is just block diffusion with block size 1. Once that is accepted,
widening the block becomes the natural degree of freedom.
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Recent model landscape

Open research models

LLaDA: from-scratch 8B masked diffusion LM showing that
diffusion can be competitive with strong open AR baselines.

Dream 7B: AR-initialized diffusion with context-adaptive
noise rescheduling and broad instruction performance.

Dream-Coder: coder-specialized diffusion LM with
code-oriented post-training.

LLaDA-MoE: sparse mixture-of-experts scaling for diffusion
language modeling.

LLaDA-V: a pure diffusion multimodal language model
rather than an AR VLM with diffusion add-ons.

System and product signal

@ Fast-dLLM, Fast-dLLM v2, dLLM-Cache, and D2F focus
directly on the serving contract.

@ Public systems such as Gemini Diffusion, Mercury, and
Seed Diffusion highlight latency as a central capability, not
an afterthought.

@ The lesson is that diffusion is no longer one family of papers:
it is now a model class + serving strategy + UX
hypothesis.
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Serving acceleration toolkit

Fast-dLLM

Confidence-aware multi-token commitment plus
approximate KV reuse. The key idea is to make each
denoising round both bigger and cheaper.

Fast-dLLM v2

Adapt pretrained AR models into block diffusion
systems with hierarchical or block-aware caching. This
is the modern high-leverage recipe.

v

dLLM-Cache

Reuse prompt-side states aggressively and update
response states approximately, reducing redundant
full-sequence recomputation.

Rule of thumb

D2F and dLLM-Var

Distill or train for blockwise prediction, native
variable-length generation, and better EOS handling.
This matters because fixed-length diffusion is often a
serving non-starter.

A\

Ask separately: how many rounds does the sampler need, and how expensive is each round? Most strong

systems attack both numbers at once.

A\
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Confidence-aware parallel decoding is the default heuristic

At a partially masked state x*), define for each masked position i

%X = argmax po(v | x(t))7 ¢ = max po(v | x(t)).
vEV vevy

Then decode all positions whose confidence exceeds a threshold C:

Xi — Xi for all i with ¢; > C.

Why this is attractive What it is secretly assuming

@ training-free High-confidence local marginals are treated as if they
were reliable pieces of a larger joint decision. That

works surprisingly often, but it is exactly where theory
@ embarrassingly parallel across masked positions | ;. practice diverge.

@ conservative

@ easy to combine with caches
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Where speed actually comes from

Termination control

State reuse

Decode more positions per round | Reuse prompt states, earlier blocks, | Handle EQS, stop early, and avoid
via thresholds, blockwise or approximate response states so | spending rounds on nearly settled
commitment, or exploration-guided | each extra round is cheap. ) regions.

anchors.

Algorithmic parallelism

Caution when reading results

A lower NFE can be misleading if each step uses a much heavier kernel. Conversely, a slightly higher NFE can
still win wall-clock if the implementation exploits caching, small-batch “free lunch,” or hardware-friendly block
structure.
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Why order selection is hard




Why one-shot parallel unmasking is theoretically awkward

The tempting move is to say:
po(xa | xe) = [ ] o | xc).
icA

But language rarely factorizes this way.

Examples of cross-token coupling

variable names, agreement, API calls, entities, table
fields, algebraic substitutions, and hidden
world-state constraints.

Micro-example

[M] is a [M]-year-old student at [M].

The name, age, and school are not independent. A
plausible name can make the school almost
deterministic; a wrong early age can make everything
else drift.

Decoding implication

A good schedule should identify anchor variables:
uncertain positions whose revelation sharply reduces
uncertainty elsewhere.
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Theoretical nuance from recent work

Recent theory makes a subtle but important point:
@ For token-level metrics such as perplexity, diffusion can appear highly efficient because many tokens are
locally predictable in parallel.
@ For sequence-level correctness on reasoning or code, exact answers may still require many carefully
ordered commitments.
@ Adaptive token order matters: different tasks expose different “unlock” positions, so decoding order is
part of the algorithm, not just a presentation choice.

Interpretation
When the evaluation metric demands global consistency, the difference between easy marginals and a correct

joint solution becomes the central difficulty.
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Confidence-only decoding leaves bits on the table

@ High-confidence tokens are often low
surprisal: easy to guess, but not very
informative.

@ The slowest positions are often the ones that
actually determine the rest of the answer.

@ As the threshold rises, the sampler becomes
safer but can also become
information-starved.

@ In practice this shows up as a flattening
accuracy-steps frontier: more caution buys
correctness, but kills parallelism.

Decoding Strategy Comparison

X Confidence-Based (C=0.9)
el [ e e [
v [ I 1 ) R R = =
v [ I (1 = D R
v [ I N I I D

Explore-Then-Exploit

el | i e e
[ e e
v [ I I I N X

Total: 4 rounds &

Illustration adapted from the attached ETE slide deck: confidence-only decoding often burns rounds on locally easy tokens before

uncovering the anchors that unlock the rest.
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Toy examples: why low-confidence tokens can be the right first move

Structured profile generation

Output schema: [name, age, school, hobby] def factorial(n):
@ A confidence-first policy may fill age first (4] N 1
because “18-22" is easy. for i in range(1, nt+1):
[M] *= i

@ But one exploratory guess for name can collapse
the rest of the fields almost deterministically.

return [M]
The variable name is not the highest-confidence token,
but once chosen it can force multiple later positions.

o

General principle

The best next token is often not the easiest token; it is the token that reduces the most future uncertainty.
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Deep dive: Explore-Then-Exploit (ETE)




ETE in one sentence

Run the diffusion model ’ Exploit Explore More parallel work
on the active canvas commit easy confident tokens commit a strategically chosen anchor token unlocked next round

Core philosophy

Do not optimize for confidence alone. Optimize for information gained per round. Exploration is worthwhile
when one uncertain token causes many later tokens to become confidently decodable.
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Bits-to-rounds theorem: the formal bottleneck behind confidence decoding

Simplified statement

Suppose every token committed in round r satisfies a confidence constraint with factor f € (0,1). Then the
number of decoding rounds obeys the lower bound

R > _—logp(x)
IOg((lj;r)}rﬂ)

@ The numerator — log p(x) is the total information content of the sampled sequence.

@ The denominator upper-bounds the valid information that confidence-only decoding can absorb in
one round.

@ Stricter confidence means smaller information intake per round, hence more rounds.

What the full theorem adds

The full ETE result also includes an approximation-error term that captures the mismatch between parallel
marginal commitments and the true joint distribution over masked tokens.
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How to read the theorem

Log Probabilities vs Number of Inference Steps on GSM8k Dataset

@ Confidence-first schedules prefer tokens that
Confidence threshold: 0.5, Acc: 0.680

were already almost determined. / Confidence threshold: 0.6, Acc: 0.690
140 i Confidence threshold: 0.7, Acc: 0.770

@ Those tokens contribute relatively few new Conficence fhreshald: 0.8, Ace: 0790

bits, so the sampler advances slowly in
sequence-level information space.

8]
S

1)
S

@ The last few hard tokens become a serial
bottleneck because they carry most of the
unresolved entropy.

R: Number of Inference Steps

Design implication

Any faster sampler must either change which tokens
are decoded, or change how much context is active
when they are decoded.

20

log p(x): Minus Log Probabilities
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Fast block diffusion: expand the canvas before it is fully solved

Prompt Response Prompt Response

_
n
u
DX X XXX ] =Y XX
u < XX
|
|Z| |X| Fast block diffusion: move on after a fixed budget, so unfinished
- ‘ earlier blocks can benefit from later context.

Standard block diffusion: unlock the next block only after the

current block is nearly or fully solved.

Why this matters for ETE

If a hard token in block k is explained by evidence that only appears in block k + 1, then insisting on fully
finishing block k first is self-defeating.
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Exploitation: keep the good part of confidence decoding

At each round, ETE still does the obvious thing first:

%X = argmax po(v | x(t)), ¢ = max po(v | x(t)), x;i + X if ¢ > C.
vEY vey

Why exploitation remains essential Interpretation
@ most tokens are easy once the right anchors are | ETE does not reject confidence decoding. It wraps
present confidence decoding with a planner that occasionally
chooses a better question for the model to answer

@ the bulk throughput still comes from large,

cheap parallel commits first.

@ exploration is only worth paying for when the
confidence frontier stalls
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Implicit exploration: never let a block stall forever

@ Suppose an active block has no token whose confidence exceeds the exploitation threshold.
@ A pure confidence policy would simply wait, producing no progress in that region.

@ ETE instead forces a small amount of progress by committing the best available anchor in a stalled
block.

Why this is safe enough to be useful

Inter-block correlations are often weaker than intra-block constraints, so a modest amount of exploration spread
across active blocks can unlock future confident mass without turning decoding into full combinatorial search.

Operationally

Fast block diffusion provides the outer loop that enlarges the active canvas; implicit exploration guarantees
that newly active regions do not sit idle waiting for confidence that will never arrive on its own.
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Targeted exploration: when should we actually pay for lookahead?

ETE triggers heavier exploration only when the local state suggests that confidence-only decoding is close to
an information wall.

Typical trigger signals Candidate pool
@ average confidence on the frontier falls below a @ avoid trivial positions that are already easy
threshold @ avoid hopeless positions with diffuse,
@ too many masks remain in the active region uninformative marginals
@ recent rounds yielded little confident mass @ focus on medium-confidence, high-entropy
anchors

Heuristic picture

ETE looks for tokens that are uncertain enough to matter, but not so uncertain that a guessed value is just
noise. y

| .
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Targeted exploration: candidate scoring via lookahead

A useful way to score a candidate anchor (j, %)) is

sG,%) = po(% | X)) Y 1[a(xj  %]) > €] a(x]j « 5]).
ie M\{j}
@ The first factor favors plausible exploratory commitments.

@ The second factor rewards anchors that induce a large amount of future confident mass in one batched
lookahead.

@ In words: sample quality x unlocked parallel work.

Important subtlety

ETE is not trying to solve the full masked-set joint exactly. It is using a small amount of lookahead to choose
a better decoding order under a fixed compute budget.
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ETE algorithm at a glance

Model forward Exploit Is progress yes Update block budget
— R
[ on active canvas J [ decode all ¢; > C sufficient? unlock next block if needed SR

A

no
Y

Targeted exploration
score anchors by lookahead

Why this flow is powerful

The outer loop grows the visible canvas; exploitation converts easy structure into throughput; exploration
invests a little compute to reveal anchors that change the geometry of the next round.

Scalable Al: Bridging Theory, Understanding, and Practice 31/42



Why lookahead can be cheap in practice

KV-cache batched forward latency KV-cache batched forward latency

Raw repeats 0.07 Raw repeats

0.08
—$— Mean +95% C| —&— Mean + 95% Cl

°
o
2
14
=3
&

o o °
S o =3
? @ 3
o I
o =
= &

Batched forward time (s)
Batched forward time (s)

o
o
@

2 4 6 8 10 12 14 16 2 4 6 8 10 12 14 16

Beam size Beam size

@ Small-batch hypothesis scoring can sit in a “free lunch” region where wall-clock overhead is minor
relative to a single cached forward pass.

@ Stronger GPUs typically enlarge that region, which is why NFE can be a reasonable first-order proxy
when the beam size stays small.

@ This is exactly why ETE emphasizes targeted exploration rather than large-branch search trees.
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ETE benchmark setup and main empirical story

Typical evaluation protocol Empirical claim

@ base model: instruction-tuned diffusion LM (for The ETE frontier dominates confidence-only
example, LLaDA-8B-Instruct in the attached ETE | decoding when sequence-level tasks contain anchor
deck) variables whose revelation unlocks many later

@ block size on the order of 64 commits.

@ compare a confidence-only baseline against ETE
across confidence thresholds and step budgets

@ track the full accuracy—steps frontier, not just
one operating point
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ETE results: GSM8K and HumanEval frontiers

GSMBK - accuracy vs avg_best_steps Humaneval - accuracy vs avg_best_steps
0.80
0.37968 0.7

0.75 0.5 0.47]

0.70 0.4
g g
2 g
H 5
8065 §03
H E

0.60 0.2

»
! == o e
0.55 Confidence g Confidence
- ETE Pareto frontier #- ETE Pareto frontier
30 40 50 60 70 80 90 40 60 80 100 120 140
avg_best_steps avg_best _steps

@ In the attached ETE deck, the reported frontier gains are roughly 1.25x—2x tokens-per-step on
GSMB8K and 1.25x-2.5x on HumanEval at comparable accuracy.

@ The broader paper summary reports 26-61% fewer decoding steps across multiple benchmarks relative
to confidence-based baselines.
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What ETE changes — and what it does not

What changes What stays fixed
@ token commitment order @ base model weights
@ active block progression @ vocabulary and tokenizer
@ use of small-batch lookahead @ the underlying diffusion objective

Best way to think about ETE

ETE is a planner for a pretrained reconstructor. It does not repair every deficiency of the model; it simply
asks the model better questions in a more informative order.

v
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Beyond ETE: current frontiers




A broader taxonomy of modern decoding ideas

Stop earlier

Prophet predicts when a diffusion trajectory has
effectively converged, reducing wasted late denoising
rounds.

Search over orders

LookUM and ETE-style methods explicitly reason
about which token order or path will unlock future
work fastest.

.

Change your mind

WINO / revokable decoding relaxes the “commit
forever” rule and allows previously filled tokens to be
revised when later evidence arrives.

Learn the sampler

A growing direction is to train policies, thresholds, or
approximate joint samplers rather than hand-designing
the planner.

o
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The next logical step: train the sampler, not just the model

Inference-only control Jointly optimized control

Fast-dLLM and ETE are powerful because they are Recent ideas such as DiFFPO move toward RL-style

training-free drop-ins. This is ideal for deployment, training of diffusion decoding policies, so the model
but it leaves sampler quality limited by hand-designed | learns which commitments improve end-to-end task
heuristics. reward and speed.

o

Long-term view

The cleanest solution is probably a planner-aware diffusion LM: the base reconstructor and the commitment
policy should be optimized together rather than stitched together after pretraining.
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Three adjacent frontiers: safety, multimodality, variable length

Multimodality and scale Variable length

A2D treats refusal and safe LLaDA-V and LLaDA-MoE show | dLLM-Var and blockwise
stopping as any-order decisions, that diffusion is compatible with EOS-aware recipes attack the
enabling token-level safety visual instruction tuning and sparse | fixed-length weakness directly,
interventions throughout the expert scaling. | which is critical for real serving
denoising process. systems.
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When diffusion should win — and when AR still has the advantage

Diffusion is especially attractive when AR still enjoys structural advantages when

@ infilling or editing is first-class @ streaming next-token UX is the product contract
@ the task contains strong cross-token constraints @ the serving stack already saturates hardware
@ latency is dominated by per-step overhead rather efficiently
than per-token compute @ exact likelihood factorization and simple EOS
@ block caches and small-batch batched lookahead handling matter most
are available @ small-batch or low-resource settings make

complex planners unattractive
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Open problems

@ Better joint samplers: can we learn high-quality approximate masked-set joints without expensive
lookahead?

@ Planner-aware objectives: can pretraining make anchor variables easier to identify or easier to commit
safely?

@ Fair evaluation: what is the right protocol for comparing NFE, wall-clock, batch size, and hardware
across heterogeneous serving stacks?

@ Safety under any-order generation: what are the right refusal and policy mechanisms when harmful
spans can emerge non-monotonically?

@ Product fit: which user interfaces truly benefit from edit-in-place generation rather than token streaming?
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Summary

@ A diffusion LM is best understood as a model over partially observed sequences, not merely a parallel
token predictor.

@ The training objective naturally teaches conditional marginals; exact decoding is therefore still sequential.

@ Modern speedups come from approximate decoding policies, blockwise architectures, and
cache-aware serving.

@ ETE sharpens this picture: the right objective at inference time is not confidence alone, but information
gained per round.

@ The frontier is moving toward planner-aware, safety-aware, variable-length, and multimodal diffusion
systems.
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Suggested readings

@ LLaDA: large-scale from-scratch masked diffusion LM. @ From Bits to Rounds / ETE: information bottleneck for

@ Dream 7B: practical AR-initialized diffusion with strong confidence decoding and explore-then-exploit planning.

instruction performance. @ Prophet, LookUM, WINO: stopping, search, and

@ Fast-dLLM: confidence-aware fast decoding with revision-based inference improvements.

approximate KV reuse. @ DiFFPO: jointly learning diffusion decoding policies.
@ Block Diffusion: hybrid AR—diffusion architecture and @ A2D, LLaDA-V, LLaDA-MoE, dLLM-Var: safety,
decoding stack. multimodality, sparsity, and variable-length frontiers.

@ Fast-dLLM v2: turning AR checkpoints into fast
block-diffusion systems.
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