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Course Overview
By the end of this session you will be able to:

1 Explain why agents fail and trace the root cause in a span tree

2 Compare NAT against LangChain, CrewAI, and AutoGen on concrete capabilities

3 Build and run an agent from a single YAML config with real tools

4 Choose the right agent type and workflow pattern for a given problem

5 Deploy, trace, evaluate, and extend an agent with custom tools

6 Benchmark three architectures on GAIA and diagnose differences in Phoenix

Agent
Foundations

Agents in
Practice

Build Your
First Agent

Designing
Your Agent

Deploy &
Iterate

Agent
Lab

Six sections. Each one builds on the last.
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Agent Foundations

Core loop, design patterns, and the two paradigms driving 
the field

3



Agents in Production
45% of Fortune 500 deploy AI agents, up from 8% in 2024. Real systems, not demos.

Code
Cursor and Claude Code push production PRs daily. Devin hit 67% 
merge rate.

Science
LLM agents designed 92 nanobodies; two showed improved variant 
binding (Nature) [42].

Finance
Santander processed Europe's first AI-executed payment under EU AI 
Act compliance.

Healthcare
Summit Health cut prior auth time 42%. 85%+ of Epic customers now 
use Epic AI.

Computer Use
GPT-5.4 scored 75% on OSWorld (72.4% human baseline). 
Self-reported; not independently verified.

Customer Service
Klarna's AI handled 2/3 of chats, saved $60M. Repeat contacts spiked; 
they rehired.

Robotics
$56M initiative for 200 surgical robots with agentic orchestration 
(Lightwheel).

Enterprise ROI
171% average first-year ROI across 500 enterprises. 74% see returns in 
12 months.

CAGR = Compound Annual Growth Rate  |  AI = Artificial Intelligence
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What Makes an Agent
"A chatbot generates responses. An agent generates outcomes." [46]

✖  LLM Call
"How many Taylor Swift albums?"
→  "11"  (wrong, missed 2025 release)
Single pass  ·  No tools  ·  No verification
Fast (0.5 s), but unreliable

vs

✔  Agent
Same question
→  Searches Wikipedia → counts entries → "12, with source"
2 tool calls  ·  Verified answer  ·  Sourced
Accurate, but 8× slower and 8× more tokens

The tradeoff: accuracy through tool use costs latency and failure points.
At 95%/step: 10 steps = 60% success, 20 steps = 36%. Error propagation is the central bottleneck. [46]

Four properties that separate an agent from a prompt:

Tool Use
Calls external APIs, databases, 
or code interpreters

The loop is what makes it an agent. Managing the loop is the engineering problem.

Memory
Retains context across steps; 
decides what to keep

The loop is what makes it an agent. Managing the loop is the engineering problem.

Planning
Decomposes a goal into 
subtasks before acting

The loop is what makes it an agent. Managing the loop is the engineering problem.

Self-Correction
Evaluates its own output and 
retries when wrong

The loop is what makes it an agent. Managing the loop is the engineering problem.

LLM = Large Language Model  |  API = Application Programming Interface  |  JSON = JavaScript Object Notation
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How the Agent Loop Works
In a workflow, you design the control flow. In an agent, the LLM decides. Both are built from augmented LLMs [10, 46].

Augmented LLM
LLM
Reasons, plans, decides

Tools
Search, code, APIs

Memory
Context across iterations

Retrieval
External knowledge on demand

The Agent Loop

1. Think
Reason over current context.
Read everything in the context window
and decide what to do next.

2. Act
Emit a structured tool call.
Search, code execution, or API call
as a JSON function invocation.

3. Decide
Loop back or return final answer.
If the task is done, stop.
Otherwise, loop back to Think.

4. Observe
Append tool result to context.
The execution output goes back into
the context window for the next step.

"Find the simplest solution possible. Add complexity only when you have evidence you need it." [10]
More steps = more autonomy, but also more failure points. The engineering challenge is managing the loop, not the model.

LLM = Large Language Model  |  API = Application Programming Interface
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Four Core Agentic Patterns
"GPT-3.5 in an agentic workflow scores 95% on HumanEval vs. GPT-4 at 67% zero-shot." [18]

Tool Use
Call → Execute → Read

LLM calls external APIs, 
search, or code interpreters. 
Model proposes the call; your 
code executes it. The 
foundation of every agent.

Reflection
Generate → Critique → Revise

Agent treats its own output as a 
draft and self-critiques. Adds 
20-30% accuracy on complex 
tasks with no extra training [3].

Planning
Decompose → Schedule → Run

Break the task into subtasks 
upfront, then execute 
(optionally in parallel). 
Separates reasoning from 
execution.

Multi-Agent
Orchestrator + Specialists

Specialized agents collaborate 
under an orchestrator. 
Powerful, but 57% of enterprise 
failures [27] come from 
orchestration design.

These four compose into 8 design patterns. NAT implements 6 as configurable agent types.
The key insight: the right pattern matters more than the right model.

Based on Andrew Ng's agentic design patterns [18]. Refs: [1] ReAct; [3] Reflexion; [2] ReWOO; [27] Magentic-One.

LLM = Large Language Model  |  API = Application Programming Interface

7



Two Paradigms: Workflow vs Model-Driven
Two complementary paradigms, each excelling at different problems. Both active in production today.

Workflow Agents [10]
•  Developer designs the scaffold; model executes within it

•  Structured tool calls via predefined code paths

•  Predictable, auditable, debuggable

•  NAT, LangGraph, CrewAI, most production agents today

Model-Driven Agents [47]
•  Model learns behavior end-to-end via RL [29]

•  DeepSeek-R1: RLVR, no human labels needed

•  OpenHands LM: 37% SWE-Bench with 32B params [48]

•  OpenClaw: autonomous personal agent framework [21]

The RL evolution powering model-driven agents (and improving workflow agents via finetuning):

PPO [12]  (2017)
Critic + actor. 4 models in 
memory.

DPO [13]  (2023)
Pairs only, no critic. Simple but 
limited.

GRPO [14]  (2024)
Group relative. No critic, ½ 
memory.

GSPO [15]  (2025)
Sequence-level. Fixes GRPO 
instability.

Two levers: workflow agents design the scaffold; model-driven agents discover it through RL. Both coexist in production.
Common misconception: Cursor and Claude Code are workflow agents, not model-driven. SWE-bench shows a 17-problem gap across scaffolds using the same model.

PPO = Proximal Policy Optimization  |  DPO = Direct Preference Optimization  |  GRPO = Group Relative Policy Opt.  |  GSPO = Group Sequence Policy Opt.  |  SFT = Supervised Finetuning  |  RLHF = RL from 
Human Feedback  |  RLVR = RL from Verifiable Rewards 8



Where the Field Is Heading
Six shifts shaping agent engineering in 2025-2026, from NeurIPS 2025 and industry research.

Architecture > Model
The biggest gains now come from what sits 
on top of the model: orchestration, routing, 
and trajectory selection. Post-training 
increasingly optimizes planner behavior 
rather than raw model capability.

Memory Beyond Context
Four types needed: working (context 
window), episodic (interaction logs), semantic 
(facts), procedural (learned skills). MemGPT 
[24] pages context like an OS. G-Memory 
[33] boosts coordination by 20%. Most 
frameworks are at L1; nobody has reached 
L4.

Code Replaces JSON
Instead of emitting JSON tool calls, agents 
write and execute Python directly. CodeAct 
[5] shows +20% success. Code gives agents 
loops, error handling, and composable skills 
for free.

Safety in the Decision Layer
Prompt-level filtering is not enough when 
agents autonomously choose actions. 
AgentAuditor [40] matches human-level 
evaluation. OWASP [17] now has a Top 10 
specifically for AI agent vulnerabilities.

Eval and Self-Healing
Public benchmarks are saturating and miss 
multi-step reliability (see earlier). The teams 
that define their own success criteria win.

Protocols: MCP + A2A
MCP [25] standardizes agent-to-tool 
communication (think USB-C for tools). A2A 
[26] handles agent-to-agent interop with 50+ 
partners. Together they enable vertical and 
horizontal composition.

"An agent is just a class where some methods are implemented by an LLM. Everything else converges back to plain-old software engineering."

[18] Dao et al., NeurIPS 2025; [19] Xi et al., 2025; [20] Li & Wang, 2026; [33] G-Memory; [34] A-MEM; [40] AgentAuditor

MCP = Model Context Protocol  |  A2A = Agent-to-Agent Protocol  |  SWE-bench = Software Engineering Benchmark
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Agents in Practice

From demo to production: why agents fail and how to fix it
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From Demo to Production
Every agent team follows this path. What separates Stage 3 from Stage 5 is process, not model capability.

88% of POCs stall here (IDC)PROTOTYPE PRODUCTION-READY

1.  Build
Pick a framework, wire 
tools
and prompts. Every 
framework
handles this well.

Hours

2.  Demo
Happy path works. 
Stakeholders
impressed. But you 
tested
5 queries, not 5,000.

1-2 Weeks

3.  Break
Edge cases surface 
immediately.
Hallucinations, wrong 
tool calls,
loops, token burn, cost 
spikes.

Day 1 in Prod

4.  Stuck
Traces show what 
broke, but
each fix is manual. One 
tweak
breaks three other 
cases.

3+ Months

5.  Systematic
Eval scores quantify 
every
change. Optimization 
automated.
Regressions caught 
before deploy.

Ongoing

The eval-driven inner loop that powers Stage 5:

1 Trace
Run agent, capture spans in Phoenix

2 Classify
Match failure to phase: Failure / Drift / Saturation

3 Fix
Change one config variable (prompt, tool, param)

4 Re-evaluate
Re-run, compare traces, check if score improved

↻ continuous

One variable at a time. Full lifecycle on the next slide.

CI/CD = Continuous Integration / Continuous Delivery  |  Sources: IDC AI POC study, Rasa 4-month gap analysis
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Why Agents Fail
NeurIPS 2025 MAST taxonomy: 1,600 traces, 7 frameworks, 14 failure modes. Most failures are engineering, not model capability [27].

Hallucination
Agents skip tools and guess. 56% of GPT-4o citations contained factual 
errors [44].

Context Overflow
Every step adds tokens. Quality degrades even in 1M-token models after 
enough turns.

Non-determinism
Same input, different output. You cannot unit-test an agent the way you 
test a function.

Reliability at Scale
Compound failure + cost explosion: each tool call adds risk and latency. 
10x cost overruns are common in production.

Orchestration Design
38% system design, 38% inter-agent misalignment, 24% task 
verification. The model is rarely the bottleneck [27].

Safety and Security
Prompt injection is the #1 threat (OWASP Top 10 for AI agents [17]). 
Average breach cost: $4.88M (IBM 2024).

Eval Gaps
Public benchmarks overstate reliability (33% SWE-bench leakage). 
Without custom evals, teams stay stuck at Stage 4.

Memory Limits
Most agents have no persistent memory. Without episodic or semantic 
recall, they repeat the same mistakes.

You cannot prompt your way out of these. You need tracing, evaluation, and architecture choice.
OWASP = Open Worldwide Application Security Project  |  SWE-bench = Software Engineering Benchmark
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The Eval-Driven Agent Lifecycle
Six capabilities in a continuous loop. The CI/CD equivalent for agents.

1 Profile
Trace every LLM call, tool invocation,
and token. Understand what the agent
actually does at each step.

You cannot fix what you cannot see

2 Observe
Structured telemetry for every agent
turn. See reasoning chains in
production, not just in dev.

Production visibility is non-negotiable

3 Evaluate
Score outputs against test data.
Retrieval quality, multi-step trajectory,
open-ended judgment.

Catch regressions before users do

4 Optimize
Automated prompt search, 
hyper-param
tuning, and reinforcement learning.
Manual tweaking does not scale.

Automate what humans cannot tune

5 Secure
Guardrails, adversarial testing, PII
protection. Agents create new attack
surfaces (OWASP Top 10 for AI).

New attack surfaces need new defenses

6 Accelerate
Test-time compute strategies, inference
optimization, and smart resource
allocation.

Latency kills user adoption

↻ continuous

✓  Deploy when evals pass

Deploy is a gate, not a step. The cycle runs continuously; you ship when eval scores meet your threshold.

PII = Personally Identifiable Information  |  OWASP = Open Worldwide Application Security Project  |  OTEL = OpenTelemetry  |  TTC = Test-Time Compute
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How NAT Delivers the Lifecycle
NAT wraps 8 frameworks and implements every lifecycle step as a command.

1 Profile
Instrument any of 8 frameworks with
one command. Trace every LLM call
and token down to individual spans.

nat profile

2 Observe
11 pre-built exporters to Phoenix,
LangSmith, W&B Weave, and more.
Auto-instrumented OpenTelemetry.

Phoenix / OTEL

3 Evaluate
11 evaluator types: RAGAS, trajectory,
tunable RAG, LLM-as-judge, profiler.
Define test suites in YAML.

nat eval

4 Optimize
Genetic prompt search + Optuna
hyper-params. RL fine-tuning with
GRPO, DPO, PPO.

nat optimize

5 Secure
3 security middleware (of 9 total):
PII redaction, content safety,
output verification. OWASP Top 10.

nat red-team

6 Accelerate
16 TTC strategies: search, editing,
scoring, selection. Parallel exec,
Dynamo profiling.

Dynamo / TTC

↻ continuous

✓  Deploy when evals pass

Same cycle as the previous slide, now with every NAT command filled in.

PII = Personally Identifiable Information  |  OWASP = Open Worldwide Application Security Project  |  OTEL = OpenTelemetry  |  TTC = Test-Time Compute
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Coverage Across the Lifecycle
Every framework has strengths. NAT adds the production capabilities they were not designed to include.

Capability LangChain/
LangGraph CrewAI AutoGen Llama

Index
Google

ADK
Semantic

Kernel Agno Strands
(AWS) NAT

Multi-agent orchestration ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Memory ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Observability / Tracing ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Evaluation ✓ ✓ ✓ ✓ ✓ ― ✓ ✓ ✓

Deployment ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

Security / Guardrails ✓ ✓ ― ― ✓ ✓ ✓ ✓ ✓

Prompt optimization ✓ ― ― ― ― ― ― ― ✓

Inference optimization ― ― ― ― ― ― ― ― ✓

Data flywheel / Finetuning ― ― ― ― ― ― ― ― ✓

Dash = not built in. AutoGen guardrails: proposed, not shipped. LlamaIndex: no built-in guardrails module. SK eval: requires external Azure Prompt 
flow. NAT covers all rows natively.

LoRA = Low-Rank Adaptation  |  APP = Agent Performance Primitives  |  OTel = OpenTelemetry  |  TTC = Test-Time Compute  |  ADK = Agent Development Kit
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NAT 1.5 at a Glance
Built-in Workflows & Agents

ReAct Agent Tool-Calling Agent ReWOO Agent Reasoning Agent Responses API chat_completion per_user_react

Framework Adapters

Google ADK Agno CrewAI LlamaIndex Semantic Kernel LangChain Autogen

Strands

Tools, Functions & Control Flow

Code Execution Code Generation GitHub Web Search Wikipedia DateTime A2A Client

MCP Client text2sql NVIDIA RAG Router Agent Sequential Exec Parallel Exec TTC Tools

Enterprise Features

Profiling 11 Tracing Exporters 11 Evaluators Auth/OAuth Memory Object Stores Human-in-the-Loop

9 Middleware 16 TTC Strategies NeMo Customizer Data Flywheel

CLI & Config

YAML Config nat run nat serve nat eval nat info nat workflow nat start

nat validate nat optimize nat registry

Deployment

Local Dev REST API WebSocket MCP Server Docker Kubernetes NVIDIA NIM

A2A Server FastMCP

LLM Providers: NIM, OpenAI, Azure OpenAI, AWS Bedrock, LiteLLM, Hugging Face   |   Embedding Providers: NIM, OpenAI, Azure OpenAI, Hugging Face   |   Retriever Backends: Milvus, 
NeMo Retriever   |   Inference Optimization: Dynamo   |   Self-hosted: NIM containers or any OpenAI-compatible server (vLLM, Ollama, TGI)
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Build Your First Agent

Build it, break it, understand it
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The Simplest Agent
Four steps from zero to a working agent. No Python code required.

1 Install

$ pip install "nvidia-nat[langchain]"
$ export NVIDIA_API_KEY=<your_key_from_build.nvidia.com>

2 Write workflow.yml

functions:
  wikipedia_search:
    _type: wiki_search
    max_results: 2

llms:
  nim_llm:
    _type: nim
    model_name: nvidia/nemotron-3-nano-30b-a3b
    temperature: 0.0

workflow:
  _type: react_agent
  tool_names: [wikipedia_search]
  llm_name: nim_llm
  verbose: true

3 Run

$ nat run --config_file workflow.yml \
    --input "List five subspecies of Aardvarks"

4 Result (verbose output)

Thought: I should search Wikipedia for
  information about Aardvark subspecies.
Action: wikipedia_search
Action Input: Aardvark subspecies
Observation: The aardvark has several
  recognized subspecies ...

Workflow Result:
['Here are five subspecies of Aardvarks:
  1. Orycteropus afer afer (Southern aardvark)
  2. O. a. adametzi Grote, 1921 (Western)
  3. O. a. aethiopicus Sundevall, 1843
  4. O. a. angolensis Zukowsky, 1957
  5. O. a. erikssoni Lonnberg, 1906']

API key: free at build.nvidia.com  |  Framework extras: langchain, crewai, autogen, llama-index, adk, semantic-kernel, agno, strands, most
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Install from Source
The pip path works for production. For examples, benchmarks, and today's exercises, clone the repo.

# Clone (use -b main for stable release)
$ git clone -b main https://github.com/NVIDIA/NeMo-Agent-Toolkit.git nemo-agent-toolkit
$ cd nemo-agent-toolkit

# Submodules + large files
$ git submodule update --init --recursive
$ git lfs install && git lfs fetch && git lfs pull

# Virtual environment
$ uv venv --python 3.13 --seed .venv
$ source .venv/bin/activate

# Install core + most plugins
$ uv sync --all-groups --extra most

# Verify
$ nat --version

# API key for NVIDIA NIM models
$ export NVIDIA_API_KEY=<your_key_from_build.nvidia.com>

Prerequisites:  Python 3.11-3.13  |  git + git-lfs  |  uv 0.5.4+  |  No conda (breaks entry-point discovery)
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Explore the Catalog
Before writing any config, see what is available. Every component type is discoverable from the CLI.

# All components
$ nat info components

# Filter by type
$ nat info components --types function
$ nat info components --types llm_provider
$ nat info components --types front_end

What the columns tell you

Name The _type value you use in YAML configs

Type Component category (function, llm_provider, ...)

Package Which installed package provides it

Description What the component does

Use --types to narrow your search. Start with function and llm_provider.
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Run and Observe
Watch the agent think out loud with verbose: true, then discover what happens when a tool is missing.

$ nat run --config_file workflow.yml --input "List five subspecies of Aardvarks"

# With verbose: true, you see the agent think:
Thought: I should search Wikipedia for information about Aardvark subspecies.
Action: wikipedia_search
Action Input: Aardvark subspecies
Observation: The aardvark has several recognized subspecies...

Workflow Result:
['Here are five subspecies of Aardvarks:\n\n1. Orycteropus afer afer ...']

Now try something it cannot do:

$ nat run --config_file workflow.yml --input "What is 144 divided by 12?"
# The agent tries Wikipedia for math. No calculator tool = no reliable math.
# The fix is not a better prompt. It is giving it the right tool.
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Extend with Plugins
The agent could not do math. Fix it in three commands: install a plugin, verify, run.

# Before: no calculator in catalog
$ nat info components | grep -i calculator
# (nothing)

# Install the simple calculator example
$ uv pip install -e 
examples/getting_started/simple_calculator

# After: calculator appears!
$ nat info components | grep -i calculator
calculator    function_group    nat_simple_calculator

# Run it
$ nat run \
  --config_file .../simple_calculator/configs/config.yml \
  --input "What is 25 times 4 plus 10?"

How the plugin model works:
•  pip install adds a package with a NAT entry point

•  NAT scans entry points at startup and registers new components

•  New _type values appear in nat info components

•  Reference them in your YAML. No code changes to existing agents.

•  Built-in tools need only config.yml. Custom tools add two files.

•  47 example packages: agents, RAG, MCP, A2A, memory, safety, eval
The pattern scales: you learn the mechanics on a calculator,
but the same structure builds serious production systems.
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The NAT Development Model
Every NAT project is built from 1 to 3 files. The calculator plugin you just installed uses all three.

config.yml
Required: defines the workflow

function_groups:
  calculator:
    _type: calculator

llms:
  nim_llm:
    _type: nim
    model_name: ...

workflow:
  _type: react_agent
  tool_names: [calculator]
  llm_name: nim_llm

Same structure as the hello world.
Only _type: calculator is new,
and it comes from register.py.

register.py
Custom tools: Python + decorator

class CalculatorToolConfig(
  FunctionGroupBaseConfig,
  name="calculator"):
    include: list[str] = [...]

@register_function_group(
    
config_type=CalculatorToolConfig)
async def calculator(config, 
builder):
    group = 
FunctionGroup(config=config)
    group.add_function(
        name="add", fn=_add, ...)
    yield groupname="calculator" becomes the

_type value in config.yml.
NAT discovers it at startup.

pyproject.toml
Discovery: NAT entry point

[project]
name = "nat_simple_calculator"

[project.entry-points.
    'nat.components']
nat_simple_calculator =
  "nat_simple_calculator.register"

This entry point is how NAT
finds register.py at startup.
Without it, your tools are
invisible. Verify with:
nat info components -t function

config.yml always. Add register.py for custom tools. Add pyproject.toml for discovery. That is the entire development model.
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Under the Hood

How NAT loads, wires, and runs your config
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NAT Architecture: Three Layers

YOUR WORKFLOW
The three files you write. register.py defines your tools and agents, pyproject.toml makes them discoverable via entry points, and config.yml 
wires everything together into a runnable workflow.

NAT CORE  (nvidia-nat-core)
The runtime that loads your config, discovers plugins through entry points, builds the workflow graph via WorkflowBuilder, and exposes the 
CLI (run, serve, eval, info, validate, optimize).

FRAMEWORK PLUGINS  (installed packages)
nvidia-nat-langchain: the primary agent engine (react_agent, tool_calling_agent, reasoning_agent, rewoo_agent). Other frameworks 
(CrewAI, Strands, ADK, Agno) are integration adapters that register LLM clients and tool wrappers. Plus 20+ packages: eval, mcp, redis, 
phoenix, weave, profiler, and more.

Key: LangChain is the primary agent engine. Other frameworks are integration adapters, not new agent types. They register LLM clients 
and tool wrappers.
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What Happens When You Type nat run
nat run --config_file config.yml --input "your question here"

1 Plugin Discovery
Scans installed packages for entry 
points tagged nat.components. 
Registers new _type values.

2 Config Loading
Reads YAML, expands env vars like 
${NVIDIA_API_KEY}, validates all _type 
entries.

3 Building
WorkflowBuilder wires components in 
order: LLMs, then tools, then the agent.

4 Execution
Agent loops: reason, call tool, observe, 
repeat. Returns the final answer.

Why this sequence matters:
•  Discovery before loading: pip install new capabilities without touching existing configs.

•  Validation at load time: catches typos and missing keys before any LLM call. Saves API 

costs.

•  Dependency-ordered build: each component's dependencies are ready. LLMs initialize 

before agents.

•  Agent loop capped by max_tool_calls (default 15) to prevent runaway execution and token 

burn.
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How the Plugin System Works
Three files turn your Python into a NAT component. Every tool, agent, and adapter follows this pattern.

1  Define

@register_function_group(
  config_type=CalcConfig)
async def calculator(
    _config, _builder):
    group = FunctionGroup(
        config=_config)
    # add tools to group
    yield group

The @register decorator tells NAT this Python 
function is a plugin. The name= on your config 
class becomes the _type value in YAML. 
Docstrings on each tool guide the LLM's tool 
selection.

2  Package

[project.entry-points.
  "nat.components"]
calculator =
  nat_calc:register

pyproject.toml entry points make your plugin 
discoverable at install time. When you pip install 
your package, NAT scans entry points and adds 
your tools to the registry automatically.

3  Wire

functions:
  calc:
    _type: calculator
    include: [add, multiply]
workflow:
  _type: tool_calling_agent
  tool_names: [calc]

config.yml references your plugin by _type. NAT 
looks up the registry, builds the function, and 
wires it into the agent. Same pattern for agents, 
LLMs, middleware, and every other component.
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Six Capabilities, One CLI
Agent types
workflow._type

ReAct, function calling, planning, nested 
agents

LLM providers
llms._type

NIM, OpenAI, Bedrock, HuggingFace, 
100+ via LiteLLM

Tools
functions by name

Wikipedia, web search, code exec, SQL, 
RAG, custom

Observability
general.telemetry.tracing

11 exporters: Phoenix, LangSmith, 
Weave, OpenTelemetry, and more

Evaluation
eval section

11 evaluator types (RAGAS, trajectory, 
tunable RAG, LangSmith, profiler, 
red-team). Run in CI.

Safety
general.middleware

Content filtering, PII detection, output 
validation

Same config, different front-ends:

nat run
One-shot query

nat serve
REST API (OpenAI-compatible)

nat eval
Evaluate against test data

nat start {console, fastapi, fastmcp, mcp, a2a}  |  nat run and nat serve are shortcuts for console and fastapi.

NIM = NVIDIA Inference Microservices  |  RAG = Retrieval Augmented Generation  |  SQL = Structured Query Language  |  PII = Personally Identifiable Information  |  MCP = Model Context Protocol
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Designing Your Agent

Match complexity to your problem, not the other way 
around
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Agentic Design Patterns: Full Landscape
The four patterns from earlier expand into eight. NAT implements six as agent types (next two slides).

ReAct
[1] Yao et al., ICLR 2023
Thought → Act → Observe
Model writes Thought, Action, 
Observation as text. Transparent 
traces for debugging, but one 
formatting mistake breaks the tool 
call.

NAT: react_agent

Tool Calling
[10] OpenAI / Anthropic, 2024+
Structured JSON tool_calls
Model emits structured JSON with 
function name and arguments. 
Most reliable for production; no text 
parsing needed.

NAT: tool_calling_agent

Plan-then-Execute
[2] Xu et al., 2023 (ReWOO)
Plan upfront → execute
One LLM decomposes the full task 
into steps, then an executor 
handles each one. 92% completion 
rate, 3.6x fewer tokens [2].

NAT: reasoning / rewoo_agent

Reflection
[3] Shinn et al., NeurIPS 2023
Generate → Critique → Revise
Treats its own output as a draft. A 
second pass critiques and revises. 
Adds +20-30% accuracy on 
reasoning tasks [3].

Chain-of-Verify
[4] Dhuliawala et al., 2023
Answer → Verify → Revise
After answering, generates 
verification questions, checks each 
claim independently, then revises if 
any fail.

Code-as-Action
[5] Wang et al., ICML 2024
Write code → Execute → Read
Instead of JSON tool calls, the 
model writes and executes code. 
+20% success [5]. Gets loops and 
error handling for free.

Evaluator-Optimizer
[10] Anthropic, 2024
Generate → Score → Refine
One LLM generates output, a 
second LLM scores it. The loop 
continues until a quality threshold is 
met.

Multi-Agent
[27] Magentic-One; [8] MetaGPT
Specialized roles collaborate
An orchestrator assigns tasks to 
specialized agents. 57% of failures 
are orchestration errors, not 
individual agent errors [27].

NAT: agents-as-tools

"Intelligence is assumed. Reliability is not." [18]  The race is now for planners, memory, safety, and evaluation.
ReAct = Reasoning + Acting  |  ReWOO = Reasoning Without Observation  |  CoT = Chain of Thought
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NAT Agent Types: Core
Six agent types implement the design patterns. These three cover 90% of production use cases.

tool_calling_agent
JSON function calling. The production 
default.

workflow:
  _type: tool_calling_agent
  tool_names: [wiki_search]
  llm_name: nim_llm
  handle_tool_errors: true

  # Native structured tool calls.
  # Model outputs JSON, NAT
  # validates and executes.

Use when: your model supports 
function calling.
This is the recommended default.

examples/agents/tool_calling/configs/config.yml

react_agent
Think-Act-Observe text loop with tools.

workflow:
  _type: react_agent
  tool_names: [wiki_search]
  llm_name: nim_llm
  verbose: true

  # Text-based reasoning trace.
  # Thought / Action / Observation
  # visible in output.

Use when: you need visible reasoning
traces for debugging or auditing.

examples/agents/react/configs/config.yml

router_agent
Classify input, route to one branch.

workflow:
  _type: router_agent
  branches: [math, search]
  llm_name: nim_llm

  # Single-pass classify + 
dispatch.
  # Uses branches, not tool_names.
  # One LLM call, no loop.

Use when: different request types
need specialized handling.

examples/control_flow/router_agent/.../config.ym
l

Start with tool_calling_agent. Only add complexity when traces prove you need it. [10]
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NAT Agent Types: Specialized
For planning, batch execution, and API-specific workflows. Each adds a capability the core three lack.

reasoning_agent
Reasoning LLM plans, inner agent 
executes.

workflow:
  _type: reasoning_agent
  llm_name: thinking_llm
  augmented_fn: my_agent

  # A thinking model generates
  # a plan, then passes it to
  # the inner agent (augmented_fn)
  # which executes with tools.

Use when: planning quality matters
more than latency. Two-stage design.

examples/agents/react/configs/config-reasoning.y
ml

rewoo_agent
Plan all steps upfront, then execute in 
batch.

workflow:
  _type: rewoo_agent
  tool_names: [search, calc]
  llm_name: nim_llm

  # ReWOO: Reasoning Without
  # Observation. Plans with
  # placeholders, then fills
  # them in during execution.

Use when: subtasks are independent
and can run without observations.

examples/agents/rewoo/configs/config.yml

responses_api_agent
OpenAI Responses API + MCP tools.

workflow:
  _type: responses_api_agent
  nat_tools: [web_search]
  llm_name: openai_llm

  # Uses nat_tools (not 
tool_names).
  # Also supports mcp_tools and
  # builtin_tools. LLM must have
  # api_type: responses.

Use when: using OpenAI models with
hosted tools or MCP servers.

examples/agents/tool_calling/configs/config-resp
onses-api.yml

Six types total. Mix them freely: any agent can be nested as a tool inside another agent.
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Multi-Agent Composition
Any agent type can be registered as a function and nested inside another agent. All in YAML.

functions:
  math_agent:
    _type: tool_calling_agent       # agent as tool
    tool_names: [calculator]
    llm_name: agent_executor
    description: "Performs math calculations."

  internet_agent:
    _type: tool_calling_agent       # another agent as tool
    tool_names: [wikipedia_search, current_datetime]
    llm_name: agent_executor
    description: "Searches the internet."

workflow:
  _type: react_agent
  tool_names: [math_agent, internet_agent, code_generation]
  llm_name: agent_orchestrator
  system_prompt: |
    Answer questions as best you can.
    You may collaborate with various experts...

Anthropic’s Patterns [10]
•  Prompt Chaining → sequential_executor

•  Routing → router_agent

•  Parallelization → parallel_executor

•  Evaluator-Optimizer → nat eval + optimize

•  Orchestrator-Workers → agents as tools

Key Tips
•  Write descriptions carefully: the orchestrator routes by 
description alone.

•  Mix agent types freely: a react_agent can orchestrate 
tool_calling_agents.

github.com/NVIDIA/NeMo-Agent-Toolkit    |    Full example: examples/agents/mixture_of_agents/
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NAT Orchestration Patterns
Not everything needs an agent loop. These patterns wire steps together with deterministic control flow.

Sequential
sequential_executor

workflow:
  _type: sequential_executor
  tool_list:
    - text_processor
    - data_analyzer
    - report_generator

Runs tools in order. The output of one 
step feeds into the next.

Parallel
parallel_executor

functions:
  analysis:
    _type: parallel_executor
    tool_list:
      - topic_agent
      - urgency_agent
      - risk_agent

Fans out to multiple tools at once, then 
collects all results.

Router
router_agent

workflow:
  _type: router_agent
  branches:
    - fruit_advisor
    - city_advisor
    - literature_advisor
  llm_name: nim_llm

One LLM call classifies input and 
routes to the right branch. No tool 
loop.
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What the Research Says
Three principles backed by evidence. These apply to everything you build in the lab.

Know your regime
Workflow agents [10]: architecture > model. 
GPT-3.5 + agentic workflow scores 95.1% on 
HumanEval; GPT-4 zero-shot scores 67% [18].

Model-driven agents [47]: model > 
architecture. RL absorbs the workflow into 
weights. (OpenHands LM, OpenClaw, 
DeepSeek-R1)

Pick the right regime for the problem. 
Architecture and prompt design are your 
highest-leverage tools.

Start simple
"The most successful implementations use 
simple, composable patterns, not complex 
frameworks." [10]

Prompt chaining and routing cover a surprising 
number of production use cases. Only add 
orchestrator-workers when routing proves 
insufficient.

Start with the simplest pattern. Add 
complexity only when measurements 
prove you need it.

Measure everything
57% of enterprise agent failures come from 
orchestration design, not model capability [27].

Agent behavior is non-deterministic. Intuition is 
unreliable. A single success proves the model 
can solve the task, not that it will.

Every architecture choice is a 
hypothesis. Traces are your experiment, 
not anecdotes.

Workflow agents are engineering. Model-driven agents are training. They coexist; both require measurement.

RL = Reinforcement Learning  |  SFT = Supervised Fine-Tuning  |  EDD = Eval-Driven Development

35



Choosing Your Architecture
Just need an LLM call? chat_completion for direct calls, no tools

Default recommendation: start with tool_calling_agent. Only add complexity when your traces prove you need it.

Need tools? tool_calling_agent adds JSON function calling

Default recommendation: start with tool_calling_agent. Only add complexity when your traces prove you need it.

Want visible reasoning? react_agent runs Think-Act-Observe loops

Default recommendation: start with tool_calling_agent. Only add complexity when your traces prove you need it.

Code execution or MCP tools? responses_api_agent for code interpreter and MCP

Default recommendation: start with tool_calling_agent. Only add complexity when your traces prove you need it.

Long reasoning chains? reasoning_agent pairs a reasoning LLM with an inner agent

Default recommendation: start with tool_calling_agent. Only add complexity when your traces prove you need it.

Plan all steps upfront? rewoo_agent plans first, then executes in batch

Default recommendation: start with tool_calling_agent. Only add complexity when your traces prove you need it.

Multiple specialists? agents nested as tools inside an orchestrator agent

Default recommendation: start with tool_calling_agent. Only add complexity when your traces prove you need it.

Multi-tenant SaaS? per_user_react gives each tenant an isolated loop

Default recommendation: start with tool_calling_agent. Only add complexity when your traces prove you need it.

Pipeline of steps? sequential_executor chains steps in a fixed order

Default recommendation: start with tool_calling_agent. Only add complexity when your traces prove you need it.

Independent steps? parallel_executor runs tasks concurrently

Default recommendation: start with tool_calling_agent. Only add complexity when your traces prove you need it.

Input-dependent routing? router_agent classifies input and picks the branch

Default recommendation: start with tool_calling_agent. Only add complexity when your traces prove you need it.
Composed patterns: evaluator-optimizer (generate + eval loop), human-in-the-loop (config option on any agent). Any agent can be nested as a tool inside another agent.
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Deploy & Iterate

Ship it, trace it, evaluate it, improve it, repeat

37



Deploy: Serve + Chat UI
REST API (one command)

# Start FastAPI server
$ nat serve --config_file config.yml \
    --host 0.0.0.0 --port 8000

# OpenAI-compatible endpoints
# Swagger docs at localhost:8000/docs
# Hit with curl, frontend app, any HTTP client

Chat UI (web interface)

# Terminal 1: backend
$ nat serve --config_file config.yml

# Terminal 2: frontend
$ cd external/nat-ui
$ npm ci && npm run dev

# Open localhost:3000

What you get out of the box:

OpenAI-Compatible
Your agent exposes /v1/chat/completions. Any existing SDK or frontend works 
without custom wrappers.

Streaming + Step Viz
Watch tool calls in real time. Intermediate steps stream to the client as they 
happen.

Human-in-the-Loop
WebSocket mode lets the agent pause and wait for user approval before 
sensitive actions.

5 Front Ends, 1 Config
console, fastapi, fastmcp, mcp, a2a. MCP connects tools; A2A connects 
agents.
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Observe: Phoenix Tracing
See every tool call, LLM invocation, token count, and latency in real time.

Add 4 lines to your config:

general:
  telemetry:
    tracing:
      phoenix:
        _type: phoenix
        endpoint: http://localhost:6006/v1/traces
        project: calculator_baseline

Start Phoenix, run queries:

$ pip install arize-phoenix
$ phoenix serve
# Open localhost:6006

$ nat run --config_file config-traced.yml \
    --input "What is 25 times 4?"

What tracing actually reveals:
•  Real example: 5-7 redundant calls per query. One tool fix: ~70% fewer calls, ~60% faster.

•  Watch token growth: 3 searches at 5 results each can consume 15K tokens, overflowing a 16K window.

•  Every LLM prompt, tool input/output, token count, and latency is captured per span.

•  11 exporters: Phoenix, LangSmith, Weave, LangFuse, Galileo, Patronus, OTel, Dynatrace, and more.
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Evaluate
Swap a model, run nat eval, catch regressions before they hit production.

eval:
  general:
    output_dir: .tmp/nat/examples/react_agent/
    dataset:
      _type: json
      file_path: examples/agents/data/wikipedia.json
  evaluators:
    accuracy:
      _type: ragas
      metric: AnswerAccuracy
      llm_name: nim_llm
    relevance:
      _type: ragas
      metric: ContextRelevance
      llm_name: nim_llm
$ nat eval --config_file eval_config.yml

•  11 evaluator types: RAGAS, trajectory, tunable RAG, LangSmith (3 variants), profiler (4 metrics), red-teaming.

•  Caveat: exact-match scoring (like GAIA) can mark correct reasoning wrong on formatting. Check both.

•  7 dataset loaders (JSON, JSONL, CSV, Parquet, XLS, LangSmith, custom). Runs in CI for regression gates.

RAGAS = RAG Assessment  |  CI = Continuous Integration  |  JSONL = JSON Lines  |  CSV = Comma-Separated Values  |  LLM = Large Language Model
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When Agents Fail: A Diagnostic Model
Three failure phases require different fixes. Knowing which phase you're in tells you where to look.

Phase Behavior Common Patterns Fix Strategy

Failure Wrong on
first attempt

Hallucination (skips tools, guesses)
Wrong tool selection
Formatting error (right answer, wrong format)

Fix prompt rules, swap tools,
add missing tool

Drift Starts correct,
degrades over turns

Context window exhaustion
Infinite loop (repeating searches)
Lost-in-the-middle (key info buried)

Reduce max_results, manage context,
plan before searching

Saturation System crashes
or times out

Context limit hit, iteration cap
HTTP timeout, resource exhaustion

Tune max_iterations (raise if capped
too early, lower if looping), add timeouts

The engineering loop:  Trace → Classify phase → Fix config → Re-benchmark
Agent failures are progressive: first drift, then saturation. Good engineering catches drift before it becomes a crash.
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Build Your First Custom Tool

1 Identify the Gap
Your agent can't answer "What is the population of Tokyo?" because it has no search tool. You need a Wikipedia lookup.

2 Scaffold + Write
Run nat workflow create wiki_lookup, then edit register.py with @register_function, an async def, and yield 
FunctionInfo.from_fn(...).

3 Install + Test
uv pip install -e . && nat run --config_file configs/config.yml --input "What is the population of Tokyo?"

4 Share
Standard Python package. Anyone can uv pip install your package and use wiki_lookup in their configs.

Code changes in register.py take effect immediately (editable install). Just re-run nat run.
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Agent-Aware Inference
NAT profiles your agent's behavior, predicts output length per call, then routes each LLM request through Dynamo to minimize latency.

Profile
•  NAT traces every LLM call and tool

•  Builds a trie model from trajectories

•  Agents show predictable patterns:

•    call ordering, step count, timing

Predict
•  Middleware intercepts each LLM request

•  Predicts output sequence length (OSL)

•    via trie model: 80% within ±10% error 
[45]

•  Scores latency sensitivity per call

Route
•  Attaches profiling headers (nvext) to 
request

•  Switchyard routes to fast or batch pool

•  Priority scheduling for latency-sensitive 
calls

•  KV-cache-aware load balancing
End-to-end flow:

NAT Agent Middleware
(profile + headers)

Switchyard
Router

Dynamo
(strong/weak pools)

Measured on AI-Q Deep Researcher blueprint [45]:

89% TTFT Reduction
260 s → 28 s per LLM call
(priority scheduling, medium utilization)

+316% Throughput
535 → 2,228 tok/s
(KV-aware routing vs round-robin)

62% TTFT at High Load
60.6 s → 23.0 s per LLM call
(priority scheduling, high utilization)

NAT's telemetry is bidirectional: it does not just observe your agent, it optimizes the inference stack underneath.

TTFT = Time to First Token  |  OSL = Output Sequence Length  |  KV = Key-Value (cache)  |  Dynamo = NVIDIA Dynamo inference stack  |  tok/s = Tokens per second
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NAT CLI Cheat Sheet
nat info components Browse the full catalog

nat info components --types function Filter by type

nat run --config_file config.yml --input "hello" Run a workflow

nat serve --config_file config.yml --port 8000 Serve as REST API

nat start fastmcp --config_file config.yml Start FastMCP server

nat start mcp --config_file config.yml Start MCP server

nat start a2a --config_file config.yml Start A2A server

nat eval --config_file eval_config.yml Evaluate a workflow

nat validate --config_file config.yml Validate config (no run)

nat workflow create my_workflow Scaffold new workflow

uv pip install -e examples/path/to/example Install an example

nat workflow reinstall my_workflow Reinstall after pyproject changes

--override llms.nim_llm.temperature 0.7 Override config at runtime
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Agent Lab

Benchmark, diagnose, and iterate on real agent 
architectures
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Lab Roadmap
Eval-driven development: define what good means, measure every change, ship when the bar is met.

Explore
1 See the agent loop in action 5 min

2 Experience compound probability 10 min

Evaluate
3 Compare three architectures 10 min

4 Diagnose failures in Phoenix 15 min

Iterate
5 Improve an agent with one change 15 min

6 Benchmark and compete ongoing

The eval-driven inner loop
Every improvement starts with a trace, not a guess

Trace

open Phoenix spans

Classify

failure / drift / saturation

Fix

edit one YAML variable

Re-eval

run again, measure

Traces are your data
Every span tree is a training signal. Production 
debugging starts here.

Define evals first
Write the passing criteria before the prompt, 
like writing tests before code in TDD.

One variable per run
Change the prompt, a tool, or the agent type. 
Never change two things at once.

github.com/mnajafian-nv/nat-agent-lab
EDD = Eval-Driven Development  |  YAML = YAML Ain't Markup Language  |  Phoenix = Arize Phoenix tracing UI
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GAIA: Your Evaluation Benchmark
Real-world questions that require multi-step reasoning and tool use.

Why GAIA is hard
•  1-15 tool calls per question

•  Exact-match scoring (strict)

•  3 difficulty levels (L1-L3) [30]

•  Files, images, audio, video

•  Web search + code execution

•  No shortcuts, no memorization

Dev set (tune your agent)
•  165 questions with answers [30]

•  CLI: nat run --level dev --start 1 --end 1

•  See expected vs. actual output

•  Iterate: edit YAML, re-run

•  Check traces in Phoenix

•  No leaderboard submission

Test set (score + compete)
•  301 questions, answers hidden [30]

•  Run: benchmark

•  20 Level-1 questions scored

•  Auto-submits to HuggingFace

•  Team appears on leaderboard

•  Built-in agents score 85-90% (our 
dev-set testing)

Resources
Paper: arxiv.org/abs/2311.12983 Dataset: huggingface.co/datasets/gaia-benchmark/GAIA

Student leaderboard (submit here) Official GAIA leaderboard (300 questions)
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How NAT Builds an Agent from Your YAML
Four YAML fields control most of the behavior. NAT builds the same 2-node 
loop every time.

Your config: gaia_agent.yml

system_prompt shapes how the LLM reasons

tool_names which tools the LLM can call

llm_name which model serves inference

max_iterations max loops before stopping

What changes between agents:
Single generic prompt, all 11 tools
Ultrafast classification prompt (A-D), all 11 tools
Multi orchestrator prompt, tools = specialist agents

Everything else is identical. The graph never changes.

# YAML _type: tool_calling_agent
# NAT plugin lookup -> this code

# _build_graph()
graph = StateGraph(state_schema)
graph.add_node("agent", agent_node)
graph.add_node("tool", tool_node)
graph.add_edge("tool", "agent")
graph.add_conditional_edges(
    "agent", conditional_edge,
    {TOOL: "tool", END: "__end__"})
graph.set_entry_point("agent")

# conditional_edge(): the only decision
last = state.messages[-1]
if last.tool_calls:
    return TOOL
# no tool_calls = final answer
return END

Source: NeMo-Agent-Toolkit/nvidia_nat_langchain/.../tool_calling_agent/agent.py

Key insight
•  Every agent in the lab runs this same 2-node loop. You are tuning what fills it, not the loop itself.

•  Single vs. ultrafast: identical graph. The prompt alone drives the performance difference you will measure.

•  Multi nests this loop: each specialist is a full agent-tool loop wrapped as a tool for the orchestrator.
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Single Agent Architecture
tool_calling_agent: 1 loop, generic prompt, all 11 tools

question
agent

reason freely
generic prompt

tools
execute

all 11 available

select any tool

observe result

answer  (no tool_calls)

Key differences from other agents
•  Generic prompt: the LLM decides which tool to call on its own

•  All 11 tools available, no routing, no classification

•  30 iterations max (safety net for runaway loops)

•  MiniMax M2.5 456B MoE, served locally via vLLM on 8xH100

•  Baseline config: copy and modify this in Part 5 of the lab

This is the baseline. Everything else is a variation of this loop.

# single-agent/gaia_agent.yml
workflow:
  _type: tool_calling_agent
  llm_name: nim_llm
  max_iterations: 30
  max_history: 35
  handle_tool_errors: true
  tool_names:
    - internet_search
    - wiki_search
    - current_datetime
    - read_file
    - fetch_url
    - python_executor
    - describe_image
    - describe_image_alt
    - transcribe_audio
    - get_youtube_transcript
    - solve_chess
  system_prompt: >
    You are a precise research
    assistant. You answer
    questions using tools and
    return ONLY the final answer.

Source: nat-agent-lab/single-agent/gaia_agent.yml
MoE = Mixture of Experts  |  vLLM = high-throughput LLM inference engine  |  YAML = YAML Ain't Markup Language
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Ultrafast Agent Architecture
Same graph as single. Only the system_prompt differs.

question

agent
classify → plan
classify prompt

A B C D
image  audio  video  

research

tools
execute

per-type protocol

typed tool call

observe result

answer  (greeting: skip tools)

Key differences from single
•  Same graph, same tools, same model, only the prompt changes

•  Prompt forces MANDATORY FIRST STEP: CLASSIFY into A/B/C/D

•  Each type maps to a protocol (which tools, which order)

•  Greetings bypass tools entirely (LLM returns text, no tool_calls)

•  The runtime never sees types; it only checks tool_calls

Prompt engineering is architecture. Same loop, different behavior.

# ultrafast-agent/gaia_agent_ultrafast.yml
# (same _type, tools, model as single)
  system_prompt: >
    You are a precise research
    assistant...

    MANDATORY FIRST STEP:
    CLASSIFY THE QUESTION.

    TYPE A - IMAGE/FILE:
      .png .jpg .pdf .csv ...
    TYPE B - AUDIO:
      .mp3 .wav .m4a ...
    TYPE C - VIDEO:
      youtube.com/watch ...
    TYPE D - RESEARCH:
      Everything else.

    Then follow ONLY the protocol
    for that type below.

    TYPE A PROTOCOL:
      describe_image / read_file
    # B, C, D protocols follow ...

Source: nat-agent-lab/ultrafast-agent/gaia_agent_ultrafast.yml
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Multi Agent Architecture
Orchestrator + 3 specialist agents (nested execution)

question

orchestrator

route only
never solves

5 iter | 1024 tok

specialized tool-calling agents

research ⟳ 6 tools, 30 iter

file_vision ⟳ 7 tools, 25 iter

media ⟳ 8 tools, 20 iter

delegate

result

final answer

Key differences from single and ultrafast
•  Orchestrator's "tools" are full agent loops, not functions

•  Each specialist has its own prompt, tools, and iteration budget

•  Orchestrator: 5 iter, 1024 tokens (routes, never solves)

•  Specialists: 20-30 iter, 16384 tokens (do the real work)

•  NAT wraps each specialist as a LangChain StructuredTool

•  Phoenix traces show nested spans: orchestrator > specialist

# multi-agent/gaia_agent_multi.yml
workflow:
  _type: tool_calling_agent
  llm_name: orchestrator_llm
  max_iterations: 5
  tool_names:
    - research_agent
    - file_vision_agent
    - media_agent
  system_prompt: >
    You are a ROUTING-ONLY
    orchestrator. You NEVER
    answer questions yourself.

functions:
  research_agent:
    _type: tool_calling_agent
    llm_name: specialist_llm
    max_iterations: 30
    tool_names:
      - internet_search
      - wiki_search
      - fetch_url
      # + 3 more tools
  # file_vision + media defined similarly

Source: nat-agent-lab/multi-agent/gaia_agent_multi.yml
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Anatomy of an Agent Trace
Each question produces one trace. Each tool call becomes one span. The span count is the chain length.

What you see when you click a trace

<workflow>                         (root: NAT orchestration)
 └─ <workflow>                    (LangChain StateGraph)
     ├─ internet_search           (agent searched the web)
     ├─ fetch_url                 (fetched a specific page)
     ├─ python_executor           (ran a calculation)
     └─ python_executor           (produced FINAL ANSWER)

Level 1 question: ~5 spans, ~25 s
Level 2 question: 10-15 spans, 1-3 min

Click any span to see three tabs:

Input

What the agent sent:
search query, Python 
code,
or tool arguments

Output

What came back:
search results, code 
output,
or error message

Attributes

Structured metadata:
gen_ai.usage.input_to
kens,
latency, model name

First look: three-number snapshot

1 Total traces how many agent runs you have

2 P50 latency median (half finish faster)

3 P99 latency worst case (1 in 100 slower)

If P99 / P50 > 5x, you have a tail latency problem.

Where to look in Phoenix
Traces One row per question. Start here.

Spans > All All spans flattened. Filter by name.

Filter: name name == 'internet_search'

Filter: error status_code == 'ERROR'

Attributes input_tokens, output_tokens

Output <workflow> Output has <think> block
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Reading Failure Signals in Traces
Every failed trace fits one of three phases. The phase tells you where in the config to fix.

[Failure]
Wrong on first attempt

What you see in the trace:
•  Wrong tool selected or no tool call

•  Vague query ('building' vs 'tallest building SF')

•  Answers from memory, skips search

•  Extra text around FINAL ANSWER

Config fix:
•  Add tool-selection guidance to prompt

•  Add 'never answer from memory' rule

•  Add FINAL ANSWER formatting rule

[Drift]
Correct start, degrades over steps

What you see in the trace:
•  Tool echo: same search query repeated

•  Code spiral: 7+ python_executor calls

•  Token growth: input_tokens > 10K, then 30K

•  'Let me verify...' in <think> block

Config fix:
•  Raise frequency_penalty (less repetition)

•  Prompt: 'do not search same fact twice'

•  Reduce max_results on search tools

[Saturation]
System crash or timeout

What you see in the trace:
•  15+ tool spans in the span tree

•  Total trace latency > 3 minutes

•  No FINAL ANSWER produced

•  Error status (red X) on late spans

Config fix:
•  Lower max_iterations (30 to 15)

•  Remove unused tools (shorter prompt)

•  Set handle_tool_errors: false (fail fast to find 
root cause)

trace  →  classify  →  fix  →  re-eval   (the eval-driven inner loop). One variable at a time.
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Lab: Repos, Guides, and Links

Lab GitHub Repo
Open link ↗

Pre-Lab Setup
Open link ↗

Lab Guide
Open link ↗
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