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Lecture 21 Fundamentals of Context Engineering
A survey of modern context-engineering patterns and product architectures
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Roadmap: patterns, then applications

Pattern survey
Every mechanism below is a different way to build the
runtime context object

ct = f (instructions, task, retrieval, memory, tools, observations).

1 RAG
2 Agentic RAG
3 Tool / MCP
4 Workflow pipelines
5 Memory
6 Agentic loops
7 Subagents
8 File-native systems
9 Long-context management

Concrete application section
After the catalogue, we reverse the view and ask how shipped systems
compose these patterns:

Fast answer engines: ChatGPT Search, Perplexity, Perplexica /
Vane
Deep research engines: ChatGPT Deep Research, Perplexity
Research, STORM, Open Deep Research

Each case study asks the same question: what runtime context objects
make the product work?
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How to read each pattern

For each pattern
what the pattern is
what components it needs
what tooling usually appears around it
where it tends to fail

A useful decomposition
evidence patterns: RAG, Agentic RAG
action patterns: tools, MCP, workflows
persistence patterns: memory
control patterns: agents, subagents
substrate patterns: file-native, long-context

How this deck is organized
Part I is the mechanism catalogue. Part II turns the catalogue into concrete product architectures using public
product behavior plus open-source implementations.
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What is context engineering?

Working definition
context engineering is the systems problem of assembling what the model sees at decision time: system and
developer instructions, the active user task, retrieved evidence, persisted memory, tool and resource descriptions,
and fresh observations from calls you have already made.

Not the same as a single static prompt
The object you are engineering is usually a structured, code-built runtime bundle that changes step to step.
Quality depends on selection, ordering, deduplication, and refresh policy—not only on wording.

The design question
Given fixed model capability and a finite context budget (tokens, latency, cost), what should be in context now so
the next completion is correct, grounded, and efficient?
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Why context engineering matters

Bigger windows did not remove the problem. Longer contexts still have cost and latency; irrelevant or
duplicated tokens still degrade focus and fact use.
Real products are multi-step. Chats, agents, and pipelines rebuild context every turn; small packing
mistakes compound across steps.
Most valuable knowledge is outside weights. Private corpora, live systems, and codebases must be
retrieved, summarized, or tool-mediated—then injected on purpose.
Failures are often architectural. Wrong corpus, bad chunking, stale memory, overloaded tool schemas, or
missing citations are engineering defects in the context assembly path.

Scalable AI: Bridging Theory, Understanding, and Practice 6 / 74



From motivation to this catalogue

Same question, many mechanisms
Every pattern in this deck is a different answer to: where does this slice of state come from, and how does it enter
the runtime context before the next model call?

What you will be able to do after the survey
Name the pattern behind a system (evidence vs. action vs. persistence vs. control vs. substrate), spot its usual
components and tooling, and reason about typical failure modes—instead of treating “the prompt” as a black box.

Connects to the roadmap
The equation on the roadmap slide is the shared abstraction; the numbered patterns are concrete, composable
ways to implement it.
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Harnesses package context engineering for a domain

What we mean by a harness
A harness is the end-to-end system around the model: default tools, allowed actions, what gets pulled into context
automatically, session and memory rules, and how user intent becomes a structured task brief.

Same catalogue, different defaults
Coding agents, chat assistants, and orchestration bots all implement the roadmap’s ct , but they prioritize different
slices (files vs. retrieved docs vs. thread history) and ship different guardrails and UX.
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Coding-terminal harnesses (Claude Code, Codex-class CLIs, . . . )

Repository and shell as substrate
Tools such as Claude Code, OpenAI Codex (and comparable IDE or CLI coding agents) treat the workspace,
diff, tests, and terminal as first-class. The model iterates through plan–act–observe loops with file and command
tools rather than emitting a one-shot answer.

What is actually engineered
The visible “prompt” is only part of ct . The harness decides which paths load, how search results pack, how tool
outputs append, and which project-level instructions always prepend—often via files the team checks in.

Pattern hooks in this deck
Dominantly file-native, tool/MCP, and agentic-loop; RAG may appear for external docs or logs, but ground
truth is usually the tree and commands.

Scalable AI: Bridging Theory, Understanding, and Practice 9 / 74



Orchestration harnesses: OpenClaw and the ACP idea

A layer above a single chat turn
OpenClaw is representative of harnesses that focus on orchestration: keeping a primary agent in sync with the
outside world while delegating heavy coding episodes to specialized runtimes. Integrations often use ACP (Agent
Client Protocol) so the parent can spawn sessions, pass briefs, and pull structured results back into the thread.

Two-level context engineering
The parent assembles a handoff context (goal, constraints, pointers to files or repos). The child coding harness
then builds its own working context for implementation. Failures frequently trace to ambiguous briefs or divergent
state between parent and child.

Pattern hooks
Strong overlap with subagents, workflows, and tool-mediated observations; debugging means tracing which
session owns which slice of truth.
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How to use this lens in practice

Name the domain (code, support, personal assistant, omnichannel bot) and the harness’s default substrate.
Map to patterns: where does evidence enter? where do tools write back? is memory explicit or implicit?
Find the seams: checked-in rules, MCP servers, retrieval indices, and subagent boundaries are the usual
customization points.
Expect churn: shipping harnesses change quickly; the catalogue below stays useful because it describes
stable mechanism families.
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Pattern 1: Retrieval-Augmented Generation (RAG)

What it is
RAG retrieves external evidence for the current task and places that evidence into the model’s context before
generation.

user task retrieve pack evidence grounded answer

docs, files, KB, web

Best fit
Questions whose answers depend on private, fresh, dynamic, or too-large-to-train knowledge, but where the main
job is still answer synthesis.
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RAG components

ingest chunk embed index retrieve rerank pack

Component Role

corpus + ingestion determine what content is even searchable
chunking + metadata choose the retrieval granularity and filters
embeddings + lexical sig-
nals

define similarity space and exact-match support

retriever + index generate candidate evidence under latency constraints
reranker choose which evidence actually deserves context budget
prompt packer dedupe, order, and cite the final evidence payload
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RAG tooling and failure modes

Common tooling
parsers and loaders
fixed, semantic, or section-aware chunkers
embedding models and lexical search
vector stores, BM25, and hybrid fusion
rerankers and citation formatters

Common failures
wrong corpus or wrong chunk size
recall is good but reranking is poor
redundant chunks waste the budget
no citation or abstention policy
evidence is present but never used
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Pattern 2: Agentic RAG

What changes relative to plain RAG?
Retrieval becomes a trajectory. The system can decompose the task, search, inspect results, revise the query,
switch stores, and search again.

task plan search inspect revise

Best fit
Multi-hop questions, ambiguous store selection, incomplete first-pass evidence, and tasks where retrieval strategy
must adapt online.
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Agentic RAG components

Core pieces
task decomposer or planner
query rewriter and store router
multiple evidence stores
evidence judge: enough to answer yet?
stopping rule and budget manager
final grounded synthesizer

Typical tooling
web search, file search, SQL, graph queries
retrieval traces and query logs
rerankers, critics, and trace graders
citation validators and source dedupers

Typical failures
Search loops, one bad early query anchoring the whole trajectory, and evidence found in intermediate steps but
dropped before the final answer.
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Pattern 3: Tool-augmented / MCP context

What it is
The runtime context includes a registry of tools and resources the model can call. Tools expose live systems as
both action interfaces and context sources.

task tool registry tool call observation to context

DB, APIs, browser, FS

Key point
A tool pattern is really a context pattern: tool descriptions shape the action prior, and tool outputs become the
next evidence layer.
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Tool / MCP components

Registry-side components
names, descriptions, and schemas
permissions and auth scope
capability discovery and versioning
prompts, resources, and tools

Execution-side components
executor or server boundary
retries, timeouts, and rate limits
observation reduction and normalization
provenance and trust labels
clear error feedback to the model
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Tool / MCP tooling and failure modes

Typical tooling
function calling and JSON schema validation
MCP servers exposing tools, resources, prompts
browser, shell, database, and file connectors
sandboxes for code execution and tests

Typical failures
too many overlapping tools
vague descriptions that blur tool choice
raw outputs pasted with no reduction
unsafe permissions or weak trust zoning
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Pattern 4: Workflow / typed-pipeline context

What it is
A fixed pipeline or DAG where each step emits a typed intermediate object and only selected fields are passed
forward.

input route extract validate answer

Best fit
Repetitive, auditable tasks where typed intermediates, validators, and fallbacks matter more than open-ended
exploration.
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Workflow components and tooling

Core pieces
routers and classifiers
extractors into typed schemas
validators and normalizers
graders, retries, and fallbacks
final generator or formatter

Typical tooling
structured-output parsers
schema validators
workflow engines and DAG runners
rule-based routers and stage evals

Typical failure
The pipeline becomes too rigid, so the system handles the median case well but breaks on anything slightly outside
the template.

Scalable AI: Bridging Theory, Understanding, and Practice 21 / 74



Pattern 5: Memory-augmented context

What it is
The system stores selected information across turns or sessions and retrieves it later, so the runtime context
includes persisted prior state.

working context

episodic memory

semantic memory

artifact memory

Key distinction
Long context is what you load now. Memory is what you choose to keep, index, refresh, and retrieve later.
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Memory components

Core pieces
write gate: what is worth storing
schema: profile, preference, episode, artifact
index and retriever
freshness, TTL, invalidation
consolidate duplicates and conflicts
read policy: when to load into ct

Good memory items
durable preferences, project conventions, reusable workflow hints,
and links to past artifacts.

Bad memory items
transient chat, stale guesses, and giant transcript dumps.
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Memory tooling and failure modes

Typical tooling
vector and keyword memory stores
profile stores and project memory files
freshness checkers and consolidators
trace viewers for read / write events

Typical failures
memory is too noisy to help
stale items are never invalidated
everything is written, nothing is filtered
useful artifacts are not indexed for later reuse
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Pattern 6: Agentic plan-act-observe context

What it is
The system keeps an explicit state over time and repeatedly builds the next context from that state:

st → ct → at → ot → st+1.

The model is embedded inside a controller, not just answering a one-shot prompt.

plan act observe update state
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Agentic-loop components

State-side pieces
task object and constraints
current plan and subgoals
retrieved facts and memory
artifacts and tool state
remaining token, time, and action budget

Control-side pieces
planner or replanner
action selector
observation summarizer
stop policy and escalation policy
critics or graders for correction
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Agentic-loop tooling and failure modes

Typical tooling
resumable traces and checkpoints
tool sandboxes and execution logs
evaluators, critics, and trace graders
stop conditions and approval hooks

Typical failures
transcript bloat instead of typed state
plans that never update after new evidence
poor observation reduction
no clear stopping rule
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Pattern 7: Subagents and context partitioning

Concrete view: an agent is a loop over context
In systems practice, an agent is a control loop that repeatedly constructs a context bundle for the model: static instructions,
tool and resource specifications, and a rolling history—usually a transcript of user/assistant messages interleaved with tool
calls and tool results. The runtime appends each model turn and each observation before the next call (often after
windowing, summarization, or structured compaction). Policies for tools, safety, and stopping live in code but still show up
in or beside that history (e.g. approval prompts, state summaries).

Subagents = partitioned histories
A subagent is another such loop with its own transcript and a narrower tool allowlist. A supervisor delegates via a compact
handoff (goal, constraints, pointers into a store); workers read/write shared artifacts instead of dumping full child
transcripts into the parent’s ct .

context engineering lens
Multi-agent setups are primarily context partitioning: many smaller ct instances plus explicit bridges (files, tickets,
structured return payloads), not a magical extra “intelligence layer.”

Scalable AI: Bridging Theory, Understanding, and Practice 28 / 74



Pattern 7 (cont.): delegation structure

supervisor

retrieval coding browser

shared artifacts

evidence

Supervisor spawns workers; retrieval feeds coding; coding and browser commit to a shared store the supervisor can inspect.
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Pattern 7 (cont.): roles and benefits

What subagents are for
Specialization: different tool surfaces (read-only retrieval vs. shell vs. browser) so the model sees fewer, clearer action
options per call.
Isolation: risky or noisy tools run in a child transcript; the parent keeps a short summary or artifact diff, not every
intermediate observation.
Parallelism: several workers with separate histories tackle subtasks; supervisor merges via artifacts and contracts.
Staging: retrieval or browsing produces vetted snippets/files that a coding subagent consumes—a deliberate handoff
instead of one bloated thread.

Why it helps
Less tool confusion, a smaller local context bundle per worker, and representations (brief vs. stack trace vs. DOM
excerpt) matched to each role.
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Subagent components, tooling, and failure modes

Core pieces
supervisor or dispatcher (owns high-level plan and
merge policy)
handoff packet: objective, constraints, artifact IDs,
acceptance checks
separate context history per worker (or explicit
fork/snapshot)
local tool registry and permissions per worker
shared artifact store or message bus
return contract: structured result, diff, or
score—not raw logs by default

Typical tooling and failures
scoped subagent configs, orchestration runtimes,
trace viewers
Failure: pasting the child’s full transcript into the
parent—destroys isolation and reproduces
monolithic bloat
Failure: ambiguous handoffs (no file pointers, no
done criteria)
Failure: two workers writing the same artifact
without merge rules
Failure: supervisor never refreshes plan after new
evidence
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Pattern 8: File-native / codebase-native context

What it is
The file system becomes the main external memory substrate. The model navigates files, diffs, logs, and artifacts
with tools instead of pasting huge text blobs into the prompt.

repo / files navigate open / grep edit / test

artifacts on disk

Main shift
Retrieval becomes navigation plus execution, not just semantic nearest-neighbor search.
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File-native components

Core pieces
directory tree and file metadata
search tools for paths, symbols, and text
open, excerpt, diff, and patch tools
execution tools: tests, linters, commands
project rules and local memory files

What usually enters context
selected file excerpts, not full repos
current path and artifact references
command outputs and failing tests
repo-local instructions and conventions
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File-native tooling and failure modes

Typical tooling
grep / ripgrep / syntax-aware search
shell, diff, patch, and test runners
repo memory files and project rule files
snapshots, checkpoints, and artifact folders

Typical failures
too much raw file content in prompt
weak navigation discipline
oversized command outputs
repo rules loaded without scoping
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Pattern 9: Long-context management

What it is
A large window changes the question from “can it fit?” to “what should occupy scarce attention and token budget
inside the window?”

static prefix task + recent state evidence slice volatile observations

compaction checkpoints

Core idea
Bigger windows do not remove context engineering. They make packing, ordering, caching, and compaction even
more important.
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Example: DeepSeek BrowseComp ablations (1/2)

Problem setting
BrowseComp agents often hit a 128K context ceiling. In DeepSeek-V3.2 (§4.4), when usage passes ∼80% of the
window, they compare how to reclaim budget—each policy is a different context engineering choice under the
same cap.

Ablated strategies (same model and harness; different packing)
Summary: compress the overflowed trajectory and restart rollout (many extra steps; strong scores but expensive).
Discard-75%: remove the earliest 75% of tool-call history, keep the tail.
Discard-all: clear all prior tool history and continue (strong Pass@1 vs. cost in their plot).
Parallel-fewest-step: run N independent traces, keep the shortest—parallel test-time compute, not a single-thread
packer.
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Example: DeepSeek BrowseComp ablations (2/2)

Reported BrowseComp Pass@1 (their Table 2)
About 51.4 without these context-management tricks vs. about 67.6 with the best serial policy they try (still the
same model; the harness changed how history is reclaimed).

Why this fits Pattern 9
Long-context management is not only “train a bigger window”—it is what to drop, summarize, or restart when
tool trajectories blow the budget, including trading serial steps for parallel samples.

DeepSeek-V3.2, §4.4: https://arxiv.org/abs/2512.02556
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Long-context components

Packing pieces
static prefix versus volatile suffix
salience scoring and selection
compression and extraction
section ordering and deduplication
cache boundaries and reuse points

Compaction pieces
transcript-to-state compaction
rolling summaries or checkpoints
differential updates since last turn
eviction policy for old observations
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Long-context tooling and failure modes

Typical tooling
token counters and prompt packers
prompt caching and prefix reuse
automatic compaction and summaries
retrieval-on-demand rather than full preload

Typical failures
large but noisy windows
stale instructions carried forever
compaction dropping unresolved constraints
repeated evidence across channels
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Comparison: how the patterns differ

Pattern Primary state Key components Best fit Main failure

RAG external evidence chunking, embeddings, retriever,
reranker, packer

grounded Q&A over corpora wrong evidence

Agentic RAG retrieval trajectory planner, query rewrite, store router, evi-
dence judge

multi-hop search search loops

Tool / MCP live systems registry, schemas, auth, executor, obser-
vation reducer

tasks needing actions or live state tool confusion

Workflow typed intermediates router, extractor, validator, fallback repetitive auditable flows brittle rigidity
Memory persisted state write gate, schema, retriever, freshness,

consolidation
continuity across sessions stale noise

Agentic loop controller state planner, action selector, observation
summary, stop rule

long-horizon tasks transcript bloat

Subagents partitioned local state supervisor, handoff packet, shared arti-
facts

specialized workers giant handoffs

File-native files and artifacts navigation, search, open, edit, test code and large repos navigation chaos
Long-context window budget packer, compactor, salience scoring,

cache
huge sessions with reuse noisy windows
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Part II: Concrete products
From the pattern catalogue to shipped systems

Two application families in depth: fast answers and deep research



From catalogue to concrete systems

Modeling boundary
For products such as ChatGPT Search or Perplexity, the full internal topology is not public. So the next section uses public
product docs to identify the observable pipeline, and open-source implementations to show how that pipeline is actually built.

Family A: fast answer engines
ChatGPT Search, Perplexity Search / Pro Search, Perplexica
/ Vane.

answer in seconds
short cited responses
follow-up chat stays hot

Family B: deep research engines
ChatGPT Deep Research, Perplexity Research, STORM,
Open Deep Research.

plan first, browse longer
produce a report artifact
explicit citations and activity traces

Central claim
Good products stabilize reusable context objects: task brief → evidence cards → sometimes a research notebook → a
cited answer/report bundle.
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Part II map: how the product section is organized

One story, told twice
For each of two product families: a reference pipeline diagram, then numbered step slides (context object per arrow), then
case studies (docs + OSS) that instantiate the same shape.

Family A: fast answers
Examples: ChatGPT Search; Perplexity Standard / Pro; Perplexica /
Vane.
End artifact: short answer + citations; chat tail carries follow-ups.

query brief retrieve pack answer

Family B: deep research
Examples: ChatGPT Deep Research; Perplexity Research; STORM;
Open Deep Research.
End artifact: report; intermediate notebook holds distilled findings.

goal scope brief supervisor

notebook

report
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Family A: fast answer engine (reference pipeline)

What this product class does
ChatGPT Search, Perplexity default modes, etc.: fast cited answers + follow-up chat. The figure is control/data
flow; Fast answer step 1–4 map to circled 1–4.

query triage rewrite / route curate / pack answer + citations

web, files, widgets

follow-up state

1 2 3 4retrieve

reuse

Side link retrieve; bottom link reuse on the next user turn.

Why it matters for context engineering
Quality is mostly how the brief, retrieval depth, evidence pack, and citation bindings are built—not one static
prompt.
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Fast answer · step 1 of 4: turn the query into a task brief

Classification outputs
Before retrieval, the system usually decides:

does this require live search or not?
is there a vertical adapter: weather, maps, finance, sports?
how much depth is justified: quick, pro, or research?
what time / entity / location normalization is needed?
what citation style and abstention policy apply?

Typical brief object
field example role

standalone query resolve ellipsis from chat
freshness force live web search
verticals enable maps or stocks card
search depth quick vs. multi-search
citation policy inline, sidebar, or both
follow-up scope how much chat tail to retain

Connection to the catalogue
This is already workflow context engineering: a router converts raw user language into a typed object that controls all later retrieval and
generation.
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Fast answer · step 2 of 4: query rewriting and retrieval fan-out

Why rewrite?
The product rarely sends the user’s raw sentence directly to
search backends. It often:

rewrites into a clearer standalone question
expands entities and dates
fans out into several targeted queries
switches between web search, file search, and structured
widgets

Architectural point
Even a “search answer” product usually performs agentic
RAG: retrieve, inspect the first pass, then search again more
specifically if needed.

raw question

rewriter

query A query B query C

search backends
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Fast answer · step 3 of 4: evidence cards, not raw search results

Raw materials
SERP titles, snippets, URLs
opened pages or extracted passages
user-file hits and metadata
structured widget outputs

What the model should actually see
A small set of evidence cards: source ID, compressed claim or quote,
provenance metadata, and enough surrounding context to support
citation.

Packer rules
dedupe near-identical sources
prefer primary or direct sources when possible
trim raw HTML and noisy tool output
keep the smallest support set that still grounds the answer
preserve source IDs so UI citation anchors survive the final
generation step

The key shift
The runtime context is not “the top ten results.” It is a carefully reduced evidence object designed for synthesis and citation.
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Fast answer · step 4 of 4: synthesis, citations, and conversational reuse

Search-answer context bundle
For a strong answer engine, the final model call often looks like

c search
t = {instructions, task brief, recent chat, evidence cards, widget slots}.

Generation responsibilities
synthesize across sources
hedge when evidence conflicts
bind claim spans to source IDs
expose uncertainty instead of bluffing

Product responsibilities outside the model
render a citation sidebar or numbered references
preserve widgets and non-cited structured cards
decide how much conversation history to reuse on the
next turn
trigger fresh retrieval again when the follow-up
changes scope
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Case study · ChatGPT Search: what public docs make clear

Publicly visible behavior
OpenAI’s public docs describe ChatGPT Search as a system that can search automatically or manually, return fast
timely answers with links, keep follow-up context from the full chat, and show source links in a dedicated source
panel. They also explicitly say the system may rewrite a user’s question into one or more targeted queries and send
additional more specific queries after inspecting initial results.

What that implies architecturally
a gating classifier that decides whether live search is needed
a query-rewrite layer that expands the user’s question into search-friendly forms
a provider router for general web search plus specialized verticals such as weather, stocks, sports, news, and
maps
a citation-preserving answer generator that can reuse the conversation tail for follow-up turns

https://help.openai.com/en/articles/9237897-chatgpt-search

https://openai.com/index/introducing-chatgpt-search/
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Case study · ChatGPT Search: architecture class to emulate

How to read this figure
Main row is one answer pass: gate and rewrite queries, call search partners, pack evidence, generate, render UI.
The bent arrow means the next user message re-enters with an updated chat tail (not a hidden magic loop inside
one completion).

user + chat tail brief / gate targeted queries search partners + verticals

evidence packanswer modelresponse + sources panel

Family A instance: same brief → retrieve → pack → answer story as slides 1–4.

Catalogue mapping
The dominant patterns here are Agentic RAG + Tool / MCP + Workflow. Memory is lighter-weight and mainly
supports conversational continuity rather than long-term project state.
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Perplexity: one product, several context-assembly policies
Mode Search pattern Context object User-visible output

Standard search real-time web lookup and synthesis short evidence bundle + recent chat concise answer with numbered citations
Pro Search / reasoning multiple searches, broader source mix, op-

tional code execution, deeper follow-up han-
dling

richer evidence bundle + stronger tool observations more detailed answer, often with transparent break-
down and source links

Research dozens of searches, hundreds of sources, it-
erative reasoning, report writing

research brief + notebook of findings + report
context

long report artifact, export and sharing workflows

Why this matters
Perplexity is useful because it exposes that “answer engine” and “deep research” are not separate model species. They are different context-engineering policies inside one product family.

Standard few searches; small evidence; short cited answer

Pro / reasoning more searches + tools; richer bundle; deeper follow-ups

Research many sources; notebook + report context; export

deeper

new artifact

https://www.perplexity.ai/help-center/en/articles/10352895-how-does-perplexity-work
https://www.perplexity.ai/help-center/en/articles/10352903-what-is-pro-search
https://www.perplexity.ai/help-center/en/articles/10738684-what-is-research-mode
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Perplexity: one skeleton, three budgets

Same UI; different runtime object
All modes share brief → retrieve → pack → generate. Budgets differ: tool-call depth, evidence size, and
whether output is chat vs. report.

user brief retrieve pack output

Same boxes; fatter intermediates + more loops in Pro/Research.

Mode summaries
Standard: short brief, modest fan-out, compact evidence, conversational answer.
Pro: deeper loop, more source types, optional code, more follow-up context.
Research: multi-search, notebook-style intermediates, exportable report.

Architectural lesson
The chat shell is stable; the intermediate context object (short bundle vs. notebook + report) is what changes
the experience.
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Case study · OSS answer engine: Perplexica / Vane

Why this case study matters
Perplexica is an open-source alternative to Perplexity. Its current architecture docs explicitly describe a search product that
classifies first, then runs research and widgets, and finally writes a cited answer.

UI / API classify research

widgets

answer + citations

SearxNG, file search

branch

retrieve

Family A shape: route → gather → cited answer; widgets merge at the end.

What this exposes
A generative search product is a small workflow system with explicit routing, evidence gathering, and citation rendering.
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Perplexica / Vane: concrete engineering choices

Product plumbing in the open
SearxNG-backed live web search
focus modes for academic / Reddit / YouTube /
Wolfram-style tasks
local or hosted LLM backends
semantic search over uploaded files
a search API that returns answer text plus cited
sources

Why OSS is useful pedagogically
you can inspect the classifier
you can see where widgets enter the pipeline
you can change retrieval depth and source routing
you can trace exactly where citations are attached

https://github.com/BunsDev/Perplexica-Search-Engine-AI

https://github.com/ItzCrazyKns/Vane/blob/master/docs/architecture/WORKING.md
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What answer-engine builders should copy first

Must-have context objects
task brief
rewritten query set
evidence cards with source IDs
short conversation tail
optional widget slots

Hard parts closed products have spent years
on

source-quality and spam heuristics
ranking logs and query-rewrite data
citation rendering that never drops provenance
vertical adapters and partner integrations
abuse and rate-limit control

Catalogue mapping
This product family is mostly Agentic RAG + Workflow + Tool-mediated observations. Add memory only
where it improves follow-up turns without polluting fresh search results.
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Checkpoint: leaving Family A, entering Family B

What stays the same
Both families still do retrieve evidence and bind citations. The router still produces a brief-like object before
heavy work runs.

What changes
Family B adds a long browsing / tool loop and a durable notebook so the model does not reread hundreds of
raw pages at report time. The shipped artifact is usually a report, not a short chat answer.

How the next slides are structured
Same pattern as Family A: reference pipeline (numbered) → four step slides → product case studies → open
implementations.
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Family B: deep research engine (reference pipeline)

What this product class does
Report out, not a chat blurb: brief → supervised tools → notebook → write/check. Circled 1–4 match Family B · step
1–4.

goal scope research brief supervisor

notebook

report

search, files, code, MCP

1 2

3

4
tools

Main shift relative to Family A
Dominant object: brief + notebook. Legend: 1 scope/brief, 2 supervisor loop, 3 notebook, 4 write/export.
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Family B · step 1 of 4: scoping creates the research brief

Why this stage exists
Open-ended research requests are often underspecified. The system
therefore clarifies scope and converts the chat into a focused brief that
later browsing and writing stages can optimize against.

Typical brief fields
objective, audience, requested deliverable, comparison axes, preferred
sources, allowed tools, time horizon, and acceptance checks.

Engineering consequence
The brief becomes the stable anchor for:

search planning
budget allocation
citation policy
report structure
stop conditions

Pattern link
This is workflow context engineering: a typed intermediate state
replaces a long ambiguous transcript.
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Family B · step 2 of 4: supervisor plus subagents

Why a supervisor appears
A single browsing thread quickly accumulates too much raw context. Deep research systems therefore split the
task into subtopics and let a supervisor decide when to parallelize, when to drill deeper, and when enough evidence
has been gathered.

research supervisor

subagent A subagent B subagent C

search / open find / files code / MCP

Solid: handoffs into isolated worker contexts. Dashed: compact findings / artifacts return so the parent does not ingest full child transcripts.

Pattern link
This is the catalogue’s agentic loop plus subagent partitioning in a productized form.
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Family B · step 3 of 4: notebook memory beats transcript bloat

What goes into the notebook
field role

claim / finding distilled fact worth reusing
source list URLs, files, or records behind it
extracted notes compressed supporting detail
section tags where it belongs in the report
confidence / conflict whether evidence agrees
open questions gaps that may require more search

Why this object matters
raw pages are too large
tool logs are too noisy
report writing needs stable reusable findings
citations must survive several more model calls

Pattern link
This is a blend of memory, file-native artifacts, and long-context
compaction.
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Family B · step 4 of 4: report writing, checking, and export

Writer context
The report writer should not read every page again. It should consume the research brief, the notebook of
findings, and selected quotations or citations that justify each section.

Generation
derive or refine the outline
write sections against notebook items
keep claim-to-source bindings intact
surface uncertainty and disagreement

Validation and product layer
check missing citations or unsupported claims
display sources-used and activity history
export to Markdown, Word, PDF, or shared pages
reopen research when coverage is still thin

Architectural lesson
The report is not the only artifact. The product also needs traceability objects that explain how the report was
assembled.
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Case study · ChatGPT Deep Research: product behavior to architecture

Publicly documented behavior
OpenAI’s help center says Deep Research lets the user choose sources (public web, uploaded files, connected apps,
or specified sites), creates a proposed research plan the user can review and modify, allows progress tracking and
interruption, and returns a structured report with citations, a table of contents, sources used, and activity history.

What the API guide adds
OpenAI’s API guide describes the ChatGPT product flow as three stages before the main research run:
clarification, prompt rewriting, and then deep research. That is a direct statement that the product is not “one
big agent prompt,” but a staged context pipeline.

Architecture implied by the docs
brief builder → source-permission layer → browsing / tool loop → notebook / trace objects → cited report view.

https://help.openai.com/en/articles/10500283-deep-research-in-chatgpt

https://developers.openai.com/api/docs/guides/deep-research/
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Case study · Perplexity Research: publicly documented behavior

What the help center says
Perplexity describes Research as an advanced mode that performs dozens of searches, reads hundreds of sources,
reasons through the material, can use coding capabilities, and then synthesizes the work into a comprehensive
report that can be exported or shared.

Why this implies a different architecture
A system that reads hundreds of sources in minutes cannot keep all raw evidence in the final prompt. So Research
mode must use a different intermediate object than ordinary search.

Key runtime objects
research brief → multi-pass retrieval trace → compressed findings → final report context
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Case study · Perplexity Research: implied context pipeline

Research-side requirements
aggressive multi-pass retrieval
note compression across many sources
source metadata retained for citations and export
a report-writing context separate from the search
trajectory

Pattern composition
Agentic RAG for iterative search
Tool use for browsing and code
Workflow to move from search to report
Long-context compaction so the final writer is
not forced to reread everything

brief search loop compressed findings report ctx

Parallel to Family B: brief → supervised retrieval → notebook-like object → writer-facing context.

https://www.perplexity.ai/help-center/en/articles/10738684-what-is-research-mode

https://www.perplexity.ai/help-center/en/articles/10352895-how-does-perplexity-work
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Case study · STORM: explicit deep-research pipeline

Why STORM is special
Unlike closed products, STORM publishes the actual pipeline. The repo describes two stages and four modules for
turning a topic into a long article with citations.

topic knowledge curation outline generation article generation polish

1 2 3 4

Pre-writing = modules 1–2; writing = 3–4. The outline is the compaction boundary.

Two-stage view
Pre-writing: research the topic and create the outline
Writing: use the outline and references to generate the full article with citations

https://arxiv.org/abs/2402.14207

https://github.com/stanford-oval/storm
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Why STORM is a context-engineering milestone

Key design choices
discover perspectives before asking questions
simulate a writer–expert conversation grounded in
Internet sources
turn collected evidence into a hierarchical outline
use that outline plus references as the writer’s
context
optionally polish the article afterward

What this teaches
the pre-writing context object can matter more
than the final prompt
outlines are a compaction boundary, not just
presentation
different stages can use different models with
different cost / quality tradeoffs
deep research is often really knowledge curation
plus writing

Catalogue mapping
STORM is Agentic RAG + Workflow with strong long-context management. Its outline is the bridge between
retrieval and final generation.
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Case study · Open Deep Research: explicit supervisor architecture

Why this case matters
LangChain’s Open Deep Research is one of the clearest open implementations of the modern product class. The
repo and blog describe a three-stage pipeline: Scope – Research – Write.

chat scope brief supervisor

clean findings

one-shot report

Maps to Family B: 1 scope/brief · 2 supervisor loop · 3 cleaned findings ≈ notebook · 4 report.

Concrete modules exposed in the repo
Separate models can be configured for summarization, research, compression, and final report writing; search tools
and MCP servers are also modular.
https://github.com/langchain-ai/open_deep_research

https://blog.langchain.com/open-deep-research/

Scalable AI: Bridging Theory, Understanding, and Practice 67 / 74

https://github.com/langchain-ai/open_deep_research
https://blog.langchain.com/open-deep-research/


Open Deep Research: lessons that generalize

Lessons from the open implementation
use multi-agent only when the task parallelizes
cleanly
keep writing after research, not in many poorly
coordinated section agents
isolate sub-topic contexts in workers
compress user chat into a brief before the heavy run

Why these choices work
less context clash across unrelated subtopics
fewer tokens wasted on irrelevant tool logs
easier stopping decisions for the supervisor
better control over cost, latency, and rate limits

The important part
The open project repeatedly emphasizes that context engineering is what keeps the agent from drowning in raw
tool output.

https://blog.langchain.com/open-deep-research/

https://docs.langchain.com/oss/python/deepagents/deep-research
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Pattern mapping across concrete applications

How to use this table
Rows are catalogue patterns; columns are products. Scan a column to see what a product is “mostly made of”; scan a row to see where a pattern shows up across the market.

Pattern CGPT Search Perplexity Search Perplexica CGPT Deep Res. STORM Open Deep Res.

RAG H H H H H H
Agentic RAG H H M H H H
Tool / MCP M H M H M H
Workflow H H H H H H
Memory M M M M L M
Agentic loop M H M H M H
Subagents L M L M L H
File / artifact layer L M M H H H
Long-context mgmt M M M H H H

How to read the table
“H” means the pattern is central to the product’s identity; “M” means clearly present but not the dominant abstraction; “L” means light or optional.
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Only two product shapes—many others are harness-first

What Part II emphasized
The case studies deliberately focus on two widely discussed consumer search/research shapes (fast cited answers
vs. long report pipelines). They make the catalogue concrete without covering every market segment.

Harness- and IDE-shaped systems
Many high-impact products are dominated by context engineering:

Coding terminals and agents: Claude Code, OpenAI Codex-class CLIs, and comparable tools (see earlier
slides on file-native loops).
Orchestration harnesses: parents that delegate coding or tool episodes and merge structured results back
into a primary thread (e.g. OpenClaw-style orchestration, ACP-style handoffs).

Same lens
Those products still implement ct from the roadmap; the difference is default substrate (repo and shell vs. SERP
and notebooks), risk surface, and UX. The mechanism catalogue still names what to debug when context goes
wrong.
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Failure modes and evaluation targets in real products

Fast answer engines
wrong routing: should have searched, but did not
wrong vertical or widget chosen
weak evidence packing or stale snippets
citations attached to irrelevant support
follow-up state bleeding into a fresh factual query

Deep research engines
brief underspecifies the real objective
supervisor stops too early or searches aimlessly
notebook loses provenance or unresolved conflicts
report contains unsupported statements despite
citations
private connectors and public web are mixed
unsafely

What to evaluate
Measure claim–source support, plan coverage, citation accuracy, and latency / cost / tool-call budgets—not just
whether the final paragraph “sounds good.”
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If you wanted to build one of these systems

Recommended build order
1 Start with the brief. Build the router that decides whether the request needs quick search, deeper search, or

a report workflow.
2 Then build evidence cards. Make retrieval outputs compact, deduped, and citation-ready before adding

more agentic complexity.
3 Then add the notebook. Once tasks become multi-step, store findings as artifacts rather than replaying

long transcripts.
4 Only then add supervisors and subagents. Use them when the task truly parallelizes or when tool contexts

must be isolated.
5 Finish with evaluation and safety. Add trace logging, claim-source checks, staged access to private tools,

caching, and compaction.

Final takeaway
The real deliverable is not “a better prompt.” It is a stable context pipeline that repeatedly constructs the right
object for the next model call.
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Selected modern references behind the survey

Context-engineering taxonomy: https://arxiv.org/abs/2507.13334
Agentic RAG survey: https://arxiv.org/abs/2501.09136
Reasoning / agentic RAG survey: https://arxiv.org/abs/2506.10408
Agentic context engineering: https://arxiv.org/abs/2510.04618
MCP specification and architecture: https://modelcontextprotocol.io/specification/2025-03-26
Memory benchmarks: https://arxiv.org/abs/2602.16313, https://arxiv.org/abs/2511.20857, https://arxiv.org/abs/2511.21730
File-native context engineering: https://arxiv.org/abs/2602.05447
Coding agents as long-context processors: https://arxiv.org/abs/2603.20432
DeepSeek-V3.2 (BrowseComp context-management ablations, DSA long-context): https://arxiv.org/abs/2512.02556
OpenAI Responses / context management docs: https://platform.openai.com/docs
Anthropic prompt caching and Claude Code memory docs: https://docs.anthropic.com/en/docs/build-with-claude/prompt-caching,
https://code.claude.com/docs/en/memory
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Selected references for the application section

OpenAI ChatGPT Search help + announcement: https://help.openai.com/en/articles/9237897-chatgpt-search,
https://openai.com/index/introducing-chatgpt-search/
OpenAI Deep Research help + API guide: https://help.openai.com/en/articles/10500283-deep-research-in-chatgpt,
https://developers.openai.com/api/docs/guides/deep-research/
Perplexity help center: https://www.perplexity.ai/help-center/en/articles/10352895-how-does-perplexity-work,
https://www.perplexity.ai/help-center/en/articles/10352903-what-is-pro-search,
https://www.perplexity.ai/help-center/en/articles/10738684-what-is-research-mode
Perplexica / Vane architecture docs: https://github.com/BunsDev/Perplexica-Search-Engine-AI,
https://github.com/ItzCrazyKns/Vane/blob/master/docs/architecture/WORKING.md
STORM paper + repo: https://arxiv.org/abs/2402.14207, https://github.com/stanford-oval/storm
Open Deep Research repo + blog + tutorial: https://github.com/langchain-ai/open_deep_research,
https://blog.langchain.com/open-deep-research/, https://docs.langchain.com/oss/python/deepagents/deep-research
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