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Inference at Scale




Context/Goals



The Pareto Frontier

Throughput

Model cheap enough?

: Inverse Latenc
Qua I |ty Model fast enough? y

Model accurate enough?
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Compounding Improvements
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Quality

Compounding Improvements
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RAG Required Performance
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Good Model = Success

Good Model + Good System == Success

That hacks the

infere
Pareto frontier nce
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Traditional LLM Inference
Optional subtitle
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Input

Prefill/Decode

Multi-GPU
1
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/ Compute Bound
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Favors low degree of parallelism

Context/
Prefill
1st token

Generation/Decode

Remaining tokens

/

L9

Memory Bound
KV Cache
I |
(IO « x

Favors high degree of parallelism

\
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Scheduling: IFB

Decode Stalls

_ J1 1]
New Request [ erei | ] [ 11 [

Head of Line Blocking




Scheduling: Disaggregation

Worker

Prefill

Worker

Decode

- I
Cache

Benefits

No scheduling conflicts

o No resource contention

o No decode steptime increases
Prefill and decode can have
different configuration (incl.
parallelism)

Challenges

KV Cache Transfer Bandwidth
Autoscaling sensitivity

o Model Loading speed
Minimizing KV wastage
Fault Tolerance




Traditional LLM Inference: Another Issue
Optional subtitle

’e
o~

Doesn’t know where KV is
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Architecture



Core Principles

e KV should not be recomputed
o Routing?
o Storage/KV Block Management?
o KV Transfer?

e Scalable in response to real time load
o Ausocaling?
o Modeling P/D performance?
o Quick model start?

e Fault tolerant to faults (crashes, missed packets) in any component
o Discoverability?
o Removability?
o High Availability?

NVIDIA



Dynamo Architecture and Components

OoO
DDD

User Requests

API Server

Compatible with OpenAl API, LlamaStack APl and more

SLO-based Planner

KV-aware Router

Topology-aware
Kubernetes Scaling

Realtime KV Cache-Aware routing with specialized KV cache insertion and eviction algorithms
performance tunning

0 00
1] p— 00
0 00

—— =

—
Replica Replica Replica
1 2 N
Context Worker I Generation Worker

=EE
ollo|lo

Disaggregated Serving

= EIE

\4

Context Engine

Generation Engine

KV Block Manager

Distributed KV cache

istri KV cache offloadi
Distributed KV cache cache offloading

f \

Data Transfer Engine (NIXL) EE @

Low latency, interconnect-agnostic, multi-node data transfer

Host Local External
Memory Storage

Storage
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Local Registered
Memory Info

NIXL cross-node

& cross-mem

buffer list primitive

:

Memory
Section

NIXL

NIXL Transfer
Handles with
repost capability

North-Bound NIXL API
Transfer Agent

Metadata
Handler

> Remote Agent
Info

South-Bound Backend API

UCX

Moonc

ake GDS

POSIX

3FS

Backend plugins

o Auto detection

of best backend
or user defined,

operating at SOL
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KV Router

i> Worker 1:
50% Prefix Match, 40% Load

Worker 2:
20% Prefix Match, 60% Load

i> KV Router

Worker 3:
90% Prefix Match, 97% Load

Worker 3:
0% Prefix Match, 85% Load
j\VIDIA. I
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KV Block Manager

Call G1: GPU Memory

¢

& G2: Host Memory

KV Block Events

Manager
@ NIXL K=k G3: Disk/SSD

& G4: External Storage

j‘vmm I

¢ 4 4 4




Dynamo Control

Prefill Decode HTTP Frontend
Routers

Workers Workers

"
Leases Configs

Worker Registry

(K8s EndpointSlices/ETCD)
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Planner

LLM traffic can change rapidly

Planner autoscales in real time w.r.t SLA (TTFT & TPOT)

[k Prefill hj_] ﬁ [k Decode hﬁ
S 3 <

Offline

Initial profiling

TTFT/ITL

Metrics Collection Interpolator

Online Alibaba ACK:
Load Predictor
ARIMA /Prophet \ 80% less TTFT breach
75% less TPOT breach
With 5% less GPUs

With profiler info

Scaling logic

Based on performance benchmarks presented by Alibaba at APSARA conference on 2025.09.24.
Source: https://yunai.alivun.com/2025/session?agendald=6062_at 2 hr 50 min mark
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https://yunqi.aliyun.com/2025/session?agendaId=6062

Planner

Prefill TTFT vs Input Sequence Length Decode ITL Interpolation
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80

60 1

Time to First Token (ms)

60

ITL (ms)

]

40

20
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Input Sequence Length (tokens)
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14000 1.0
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Global Planner

How do you effectively deal with widely varying sequence length with same SLA?

¥
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The New Challenge: Multi-node
Inference on Kubernetes at Scale

Disaggregated Inference Requirements

Multi-level
autoscaling

System-level lifecycle
management

)

Topology Aware
Placement

Flexible Hierarchical
Gang Scheduling

Explicit Startup
Ordering
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Gap in scaling disaggregation
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Model Express

Worker Central MX Server Worker

Inference Engine Client Metadata Inference Engine
and Routing Table

MX client Model ] MX Client
Checkpoints el

NIXL (RDMA) >

Shared Filesystem (NFS, PVC) >
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Model Weights Management

Prevent re-loading model weights from disk when the Worker process restarts.

Decouple the Worker (ephemeral compute) from the Model Weights (persistent state)
using a standalone GPU Memory Service.

GPU

Cold Start (Default Loader)  Model loaded Memory

_ & backed up (Physical)
Register handles
TR & Metadata GPU Memory
orker Process
(Default Loader) Allocation Artifact
Server Registry
Load . GPU
(Slow) | Full restart (import only loader) Re-attached Memory
pointers (zero copy) (Physical)
Disk Storage New Worker
(Model weights) (Import-Only Loader)

Query metadata &
Map pointers (Fast) o I




Client

Fault tolerance
Ensure detection, resilience, and recovery

High availability Request cancellation Request migration
Automatic restart with Cancel request throughout Migrate partial response at
shared router state to avoid computation token level to avoid decode

Decode Worker

Frontenr  Router '

Decode Worker ‘
éz.z Prefill Worker

Frontend + Router ‘
Decode Worker
Prefill Worker

Prefill Worker Prefill Worker

Prefill Worker Prefill Worker

Prefill Worker

Prefill Worker
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Workflows



LLM KV Caching

string tokens

tokenize
“Text prompt ...” 123 542 ... 789

Token IDs -> Embedding Vecto‘M

123 | 22 | 965 | ... 888 Output
A
789 | 5 | 589 | .. 777 KV

cache

Prefix blocks

caching




Problems with Multimodal Input and KV Caching

Token IDs -> Embedding Vectors

Image Placeholder Token (ex: 1000)
- Same Token IDs —> Different Embedding Vectors
- Incorrectly matches blocks of different content

without additional information

Output
token

| token .

prefill

123 22 965 888
542 | 585 7 999
1000 | 44 | 5325 523
1000 | 5757 | 88 45
1000 | 453 | 7523 5

KV
cache
blocks

Prefix caching




KV Aware Routing for LLMs

LLM Worker

KV cache = lookup(tokens)

KV cache state

eventsi

Router

KV cache = lookup(tokens)

Reconstructed KV cache state

No information to differentiate “placeholder” multimodal token IDs




KV Aware Routing for Multimodality

LLM Worker

KV cache = lookup(tokens, mm_hash)

KV cache state

events

Router

KV cache = lookup(tokens, mm_hash)

+ mm_ihash

Reconstructed KV cache state

Multimodal hash used to distinquish unigue inputs




Multimodal
request

Y

Multimodal Serving At Scale

Embedding Cache*

Encode
(Cache Hit)

Router

Tokenizer +
MM pre-processor

P Encode

KV Cache

Prefill
(Cache Hit)

>

Prefill

KVBM
4>
ECM
P> Decode

E/P/D Disagg
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Diffusion Serving: Complex Pipelines
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Diffusion Serving: Complex Pipelines

Video Input Text Input

Serving a Stage

. By
Video Encoder Prompt - = A stage is just a class with an async generator method:

from dynamo._core import DistributedRuntime

class Stagel:
. . async def generate(self, request, context):
D|'H:US|On MOdel LLM Encoder # Do work with request
result = transform(request)
yield result

# Register and serve the endpoint
runtime = DistributedRuntime(loop, "file", "tcp")
. endpoint = runtime.namespace("pipeline").component("stagel").endpoint("generate")
Upscaling

await endpoint.serve_endpoint(Stagel().generate)

Video Output

NVIDIA



Diffusion Serving: Complex Pipelines

Video Input Text Input — —
Building a Pipeline
Combine these patterns to create pipelines of any depth:
. . class Stagel:
Video Encoder Prompt Refiner 0 e

self.runtime = runtime

async def initialize(self):
# Connect to stage2

endpoint = self.runtime.namespace("pipeline").component("stage2").endpoin

Diffusion Model LLM Encoder self.stage2_client = await endpoint.client()

await self.stage2_client.wait_for_instances()

async def generate(self, request, context):
# Transform input
transformed = do_something(request)
Upscallng # Call stage2, passing context through
stream = await self.stage2_ client.generate(transformed, context=context)
async for response in stream:
yield response.data()

Video Output

NVIDIA



Managing Context

#### Contents

You are an exceptionally intelligent coding assistant named Nemotron that
consistently delivers accurate and reliable responses to user
instructions.

Your knowledge cutoff is August 25, 2025. You were trained on..

# Development Guidelines

This document contains critical information about working with this
codebase. Follow these guidelines precisely.

## Core Development Rules ..

Available Skills (Dynamic Selection):
- Read.md

- Write.md

- PDF .md

## Extract PDF text
Use pdfplumber for text extraction:

" “python
import pdfplumber

with pdfplumber.open("file.pdf") as pdf:
text = pdf.pages[0].extract_text()

I want to build a UI like the one shown in the PDF!

Extract the images and text from the PDF and build it in
vue. js!

t T4 %

Model Hoster

Filesystem

(User Defined)

User




Managing Context
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Managing Context

Can be prefilled or retrieved ahead of time

NVIDIA



Inference Time Scaling Gives Structure: Manipulating KV

Tool Call (30s)

LLM Prefill 1

LLM Decode 1

KV Eviction

LLM Prefill 2

LLM Decode 2

NVIDIA



Inference Time Scaling Gives Structure: Manipulating KV

Tool Call (30s)

LLM Prefill 1

LLM Call 1

KV Offload

LLM Call 2

!

Host Memory

KV Prefetch

NVIDIA
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Tutorial




Consolidated Examplar

To bring all dynamo features together

Dynamo 0.9.0 vLLM backend (0.14.1)

Hardware

16 x B200

2 nodes - Kubernetes

Target

Goodput

Max throughput within SLA

Trace

Mooncake

Production workload

TTFT SLA

2,000 ms

Time to first token

[ AlConfigurator J » {

Agg

Model

Qwen3-32B

bf16 precision

TPOT SLA

25 ms

Time per output token

} » [ Agg + Router J ‘ [Disagg + Router}

<ANVIDIA. I



Mooncake Trace

An universal acknowledged conversation trace

12,031 40,937 12,035 343
Requests Input tok/s Avg Input Len Avg Output Len
~59 min / 3.4 req/s sustained throughput range: 891 - 126K tokens per request
Cache Efficiency
‘ 105,710 of 288,500 block refs
¢ Ideal for 36-60/0 were repeat (reusable w/ cache)
KV-aware
routing
KV cache can be reused, reducing TTFT ]

<ANVIDIA I



AlConfigurator Agg/Disagg Projection

Find recommended config given trace in < 30 secs

aiconfigurator cli default
——model-path Qwen/Qwen3-32B
——total-gpus 16
——system b200_sxm

——isl 12035 ™

——o0s1l 343

——prefix 4409 > SLA
—ttft 2000

——Lpot 25 _J

——backend vllm + TRT-LLM & SGLang

Agg top config: 8 xTP2
Disagg top config: 8P (TP1) 1D (TP8)

Pareto Frontier:

Qwen/Qwen3-32B Pareto Frontier: tokens/s/gpu_cluster vs tokens/s/user

600 °° agg

ff disagg

xx disagg best
500 ]

LA R ] X
400 coe f
oof
off
FEFFFFFFFFFFF
300 oo £
LA RN ] f
eecccee f
eeeff
200 effeee
ff ecoece
07 ec0cccccccne
FEFFFFFFFFFFFF o
100
0

| I | |

0 55 110 220
tokens/s/gpu_cluster tokens/s/user
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Deployment Preparation

Files You Need

-
Serving Deployment
e deploy_agg.yaml
e deploy_agg_router.yaml

e deploy_disagg_8p_1d_router.yaml
\

.
AlPerf Client & Perf Monitor

e perf_mooncake_trace.yaml
\

-
Mooncake Trace File (uploaded to K8s PVC)

e mooncake_conversation_trace.jsonl

<ANVIDIA. I



Yaml Compositions

Deploy_agg.yaml part 1

4 "\
é ) CRD Type
apiVersion: nvidia.com/vlalphal / Dynamo Graph
kind: DynamoGraphDeployment Custom Resource
metadata: g J
\_ name: agg-8xtp2 ) 4 N\
spec: Deployment Name
/" pvcs: ) Aggregated 8x TP2
— create: false G J
name: model-cache : A
PVCs
— create: false o
\__ name: compilation—cache y Model & Compilation
Services: \Cache volumes

Frontend:
componentType: frontend
envs:
- name: DYN_ROUTER_MODE
value: round-robin
extraPodSpec:
mainContainer:
image: nvcr.io/.../vllm-runtime:0.9.0

args: [-—router-reset-states]
replicas: 1
resources:
requests: { cpu: "8" }
limits: { cpu: "8" }

command: [python3, -m, dynamo.frontend]

< )

Frontend Service
Round- Robin router

1 replica, 8 CPU cores
Viim-runtime: 0.9.0

J

<ANVIDIA I



Yaml Compositions
Deploy_agg.yaml part 2

ﬂ7{imDecodeWorker:

componentType: worker
envFromSecret: hf-token-secret
volumeMounts:

— name: model-cache

— name: compilation-cache
mountPoint: /home/dynamo/.cache/v1ilm

mountPoint: /home/dynamo/.cache/huggingface

~

J

extraPodSpec:
mainContainer:

f args:

——model Qwen/Qwen3-32B

- ——tensor-parallel-size 2

— ——gpu-memory-utilization 0.90

— ——async-scheduling

- ——block-size 64

- ——max-model-len 131072

\‘> image: nvcr.io/.../vllm-runtime:0.9.0

~

J

securityContext: { privileged: true }

Decode Worker
HF token secret
+ model/cache mounts

VLLM Args

Qwen3-32B, TP=2

90% GPU mem, 128K ctx
Async scheduling

env:
[ - name: UCX_TLS )
value: "~gga"
— name: UCX_NET_DEVICES
\ value: "mlx5_0:1,...,mlx5_11:1" y
(" replicas: 8 - - )
resources:
limits: { gpu: 2, rdma/ib: 2 }
\ requests: { gpu: 2 } y

subComponentType: decode

e N
RDMA/UCX
UCX transport layer
For multi-NIC RDMA
N J
e A
Resources
8 replicas x 2 GPUs
L= 16 GPUs total .

<ANVIDIA I



Enable KV Aware Router
deploy_agg_routeryaml

Frontend:
componentType: frontend
envs: ] Router Mode
— name: DYN_ROUTER_MODE Round-robin KV
value: kv J KV-cache aware routing
extraPodSpec:
mainContainer: Y
image: nvcr.io/.../vllm-runtime:0.9.0 Frontend Service
command: [python3, -m, dynamo.frontend] KV router, 1 replica
args: [-—router-reset-states] 8 CPUs, viim-runtime:0.9.0 y

replicas: 1

<ANVIDIA I



Enable Disaggregation

Deploy_disagg_8p_1d_routeryaml part 1

Decode worker: 1 x TP8

mainContainer:
args:

- ——model Qwen/Qwen3-32B
——is—-decode-worker

- —tensor-parallel-size 8 \(WaS8X2GPUS) o
— ——gpu—-memory-utilization 0.90 p= ~
- ——no-enable-prefix-caching Decode Flags
- ——async-scheduling —is-decode-worker

- ——block-size 64 \TP=8 (was 2) )

image:

env: [UCX_TLS,
replicas: 1
resources:
limits: { gpu:
requests: { gpu:

——max—-model-len 131072
nvcr.io/.../vllm-runtime:0.9.0
securityContext: { privileged: true }

8,

UCX_NET_DEVICES, ...]

A

rdma/ib: 8 }
8 }

subComponentType: decode

volumeMounts:

[model-cache, compilation-cache]

a “
Decode Worker Changed

1 replica x 8 GPUs

p
No Prefix Cache

—is-decode-worker
TP=8 (was 2)

o
Changed

/

Decode Resource S Elple[-1¢)

1 replica, 8 GPU/RDMA
(was 8 replicas, 2 each)




Prefill worker: 8 x TP1

Enable Disaggregation
Deploy_disagg_8p_1d_routeryaml part 2

V1lmPrefillWorker:
componentType: worker
envFromSecret: hf-token-secret
extraPodMetadata:
annotations:
prometheus.io/scrape: "true"
prometheus.io/port: '"9400"

extraPodSpec:
tolerations: [{key: nvidia.com/gpu, ...}]
mainContainer:

-

args:

image: nvcr.io/.../vllm-runtime:0.9.0
securityContext: { privileged: true }
env: [UCX_TLS, UCX_NET_DEVICES, ...]
replicas: 8

resources:

limits: { gpu: 1, rdma/ib: 1 }
requests: { gpu: 1 }
ubComponentType: prefill

——model Qwen/Qwen3-32B \
——is-prefill-worker

——tensor-parallel-size 1
——gpu—memory-utilization 0.90
——async-scheduling
—block-size 64
——max—-model-len 131072

volumeMounts: [model-cache, compilation-cachel
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Incremental Perf Gain by Adding Dynamo Features

TTFT

1445.2

645.2
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v
disad

Latency (ms)

ITL

12000 1

33.3

10000 A

26.5

ag9

agg w/ ro\.“'.e

| route’

Y
disa99

e KV router is helping both agg/disagg latency
e Disagg trade-off: TTFT and ITL

8000 1
[0}
€ 60001
4000 1

2000 1

Req Latency

10639.5

71

ag9

ag9 wi

route

93.3

¥
disad

6355.1

| route’
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80 1

Incremental Perf Gain by Adding Dynamo Features

Output TPS/User

51.38

77.24

Throughput

TPS/GPU
160 1
140 1
120

140.68 142.41 141.68

100 1
80 1
60 A

TPS

40 1
20 1

Disagg helps TPS/User in this case
Goodput improves 32%

Goodput
6..
5.14
5 ] 4.83
A 39
3.
2_
1 -
0 .
ag9 ute uter
go W/ disag9 wi ¥©
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€0 (0 0 €0

4

KVBM Controlled Experiment

e 16B200=~3TB HBM
o KVBM needs real KV pressure to shine

e  Skip prefill calculations and reuse KV cache

e Trade prefill GPUs for decode
o lower TTFT, free up resources

<ANVIDIA I



KVBM - G2 offloading

Mooncake Trace, Qwen3-32B, TP1, vLLM Agg, H100_sxm

Time To First Token (ms)
600

400

Time To First Token

200

Baseline

-31%

KVBM

Output Token Throughput (tokens/s)

Output Token Throughput

40

30

20

10

Baseten

KVBM
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KVBM - Leverage Cheaper G3 Instead

Host memory vs Local SSD comparison | Qwen3-8B | 30 Users

125 1 BN G2=50, G3=100, Block Size=128
100 4 mm G2=100, NO G3, Block Size=16

0

l\—’ 0.75 +

-

% 0.50 +

(]

E L ——
0.25 + —
0.00 t + + }

0.5 1.0 1.5 2.0

Queries Per Second (QPS)
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KVBM - G4 Offloading is Fully Supported

100% cache hit rate, all pulled from a G4 file store

G4 File (Optimized) vs G4 Disabled | GPT OSS 120B | RTXPRO 6000 | TP8
12 mm G4 File (Optimized)

mm G4 Disabled

10 T

TTFT (ms)

2K 4K 8K 16K 32K 64K 128K

Input Sequence Length (ISL)
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Planner Perf Analysis

Why Planner
you’ll face varying client RPS and ISL in production and agg/disagg settings need to be tuned to keep SLA

Average TTFT and Request Count Over Time (Interval: 30s)

—e— Avg TTFT (ms)
Request Count

== SLA TTFT: 1000ms
Predicted Load
P threshold (n=1): 39.9

@
=]

100000 4

50
m
e [
. &
= 40 ©
M e g
8 “
= =
E 6( 8
| = 30
b= a
o 9]
o 3
© g
o 40( g
z 20

20000 A

=
o

o

0 250 500 750 1000 1250 1500 1750
Time (seconds)

Exp Setting
e Request: ISL=3000 / OSL=1000; RPS € [0.5, 2.1] (sinusoidal)
e SLA:TTFT=1s, ITL: 30ms
e Qwen3-32B, H20 GPU; prefill tep2 decode tep2 from AIC suggestion; Init with 1P1D nVIDIA



Planner Perf Analysis
Exps on varied request rate (planner + fine tuned factor)

Average TTFT and Request Count Over Time (Interval: 30s)

17500 A

15000 -

Average TTFT per 30s (ms)

0 250 500

Exp Setting

Planner with 30s adjustment interval with optimized correction factor [min(1.5, prefill_correction) ]

750

1000
Time (seconds)

1250

12500
10000 aarmmmhsmsmsaraas o W — = ‘ = B S e e | 8
7500
5000
- (i T
, \
] 1 1111

1500

—e— Avg TTFT (ms)

s Request Count

== SLA TTFT: 1000ms
s Predicted Load

—= P threshold (n=1): 39.9

1750

F70

w N v o
o o o (=]

Request Count per 30s

N
o
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Average TTFT (ms)

Average TTFT (ms)

60000

40000

20000

Planner - Takeaways

Exps summary

-31%
-9;%
1
Baseline Planner OOTB Planner +

modified factor

Dynamically scale workers up and

down

Factor tuning improves effectiveness

Hierarchical planner for different
worker’s parallel config

<ANVIDIA. I



POD NAME

disagg-...-vllmprefillworker-2gbgé

disagg-...-vllmprefillworker-ftqx6

disagg-...-vllmprefillworker-hg7p4

disagg-...-vllmprefillworker-hgz9p

disagg-...-vllmprefillworker-pvdbr

disagg-...-vllmprefillworker-sldgp

disagg-...-vllmprefillworker-yvfnh

disagg-...-vllmprefillworker-z8tz6

Disagg Fault Tolerance
What if P or D workers fail

Hardware Fault Injection

m Network Partition

@ Simulate real hardware failures

@ GPU XID errors trigger pod eviction

READY

0/1

2/2

2/2

2/2

2/2

2/2

2/2

2/2

STATUS

Running

Running

Running

Running

Running

Running

Running

Running

RESTARTS AGE

0 73s
0 22h
0 22h
0 22h
0 22h
0 22h
0 22h
0 22h

OR

—

Manual Pod Deletion

kubectl delete pod

@ Force-delete a specific pod

® Immediate termination (grace=0)

POD NAME READY STATUS RESTARTS AGE
disagg-benchmark 1/1 Running 0 6m39s
disagg-...-frontend-dzfrx 2/2 Running 4] 22h
disagg-...-vllmdecodeworker—fkfwl 2/2 Running [ 21h
disagg—...-vllmprefillworker-2gbg6 7 0 @
disagg-...-vllmprefillworker-ftqx6 2/2 Running 4] 22h
disagg—...-vllmprefillworker-hg7p4 2/2 Running [ 22h
disagg-...-vllmprefillworker-hgz9p 2/2 Running [/ 22h
disagg-...-vllmprefillworker-pv4br 2/2 Running [ 22h
disagg-...-vllmprefillworker-sldgp 2/2 Running [ 22h
disagg—...-vllmprefillworker—vvfnh 2/2 Running ) 22h
disagg-...-vllmprefillworker-z8tz6 2/2 Running 0 22h
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Avg worker pod
recovery time =
~3min

Model Express - p2p
model weights and
cudagraph trace
cache transfer etc.

Auto request

migration -> no
request is lost!
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Customer Success Stories

Amazon Ads

TPS with disagg

https://www.nvidia.com/gtc/session-catalog/sessions/gtc26-s81656/

Rednote

TPS with disagg

faster TTFT with router on disagg

Baseten

faster TTFT &
aware routing

https://www.baseten.co/blog/how-baseten-achieved-2x-faster-inference-with-nvidia

-dynamo/

Meituan

faster TTFT & +
hit with KV routing

TPS with KV

more KV cache

NVIDIA



github.com/ai-dynamo

Don’t forget to
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