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Part 1 - TensorRT LLM Introduction

● Overview 

● Design principles

● Ecosystem



Overview

“TensorRT LLM provides users with an easy-to-use Python API to 
define Large Language Models (LLMs) and supports 

state-of-the-art optimizations to perform inference efficiently on 
NVIDIA GPUs. TensorRT LLM also contains components to create 
Python and C++ runtimes that orchestrate the inference execution 

in a performant way”
 

Quick start guide:
https://nvidia.github.io/TensorRT-LLM/quick-start-guide.html

https://nvidia.github.io/TensorRT-LLM/quick-start-guide.html


Evolution History

0.5.0 
2023.10

PyTorch re-architecture initiated
2024.08

GitHub firstly
2025.3

1.0.0 
2025.9

MLPerf 3.1 MLPerf 4.0 MLPerf 4.1 MLPerf 5.0 MLPerf 5.1 MLPerf 6.0

Artificial Analysis leaderboard

InferenceX 
1.0

InferenceX 
2.0

MLPerf 6.1

PyTorch backend 
becomes default

…

Customer deployment
(AWS/DeepL/ByteDance/Baseten/Google/Together.AI/DeepInfra/Microsoft/Ant Group/Temu/Tencent …)

…



Design Principles

● Performance is the first-order requirement
● Modularization

○ To ensure fast iteration to try more performance ideas
● Usability & Robustness

○ To facilitate the collections of effective production user feedback



Ecosystem

TensorRT LLM

Dynamo Shepherd Model Gateway
(SMG)

vLLM SGLang

FlashInfer MoonCake 
Transfer Engine

Triton Inference 
Server

DeepGEMM/DeepEP/FlashMLA/…cuBLAS/cuDNN/
NCCL/NIXL

Serving level

Engine level

Library level



Support matrix

● Model support matrix
○ LLM/Multi-modality understanding model

■ https://nvidia.github.io/TensorRT-LLM/models/supported-models.ht
ml

○ Visual Generation model
■ https://nvidia.github.io/TensorRT-LLM/models/visual-generation.html

● Feature support matrix
○ https://nvidia.github.io/TensorRT-LLM/features/feature-combination-matr

ix.html
● Precision support matrix

○ https://nvidia.github.io/TensorRT-LLM/features/quantization.html#model-
support-matrix

https://nvidia.github.io/TensorRT-LLM/models/supported-models.html
https://nvidia.github.io/TensorRT-LLM/models/supported-models.html
https://nvidia.github.io/TensorRT-LLM/models/visual-generation.html
https://nvidia.github.io/TensorRT-LLM/features/feature-combination-matrix.html
https://nvidia.github.io/TensorRT-LLM/features/feature-combination-matrix.html
https://nvidia.github.io/TensorRT-LLM/features/quantization.html#model-support-matrix
https://nvidia.github.io/TensorRT-LLM/features/quantization.html#model-support-matrix


Part 2 - Performance Methodology
● Pareto curve

● LLM inference perf cycle 

● Example 1: WideEP

● Example 2: Dis-aggregated Serving

Agenda



Pareto Curve 

max throughput
throughput@latency

low latency



LLM Inference Perf Cycle



Example 1: WideEP Perf Study
● Questions to answer

○ Where does GB200 WideEP perf gain come from
■ No benefit from GB200 memory capacity
■ GroupGEMM(expert FC) time reduction: mem BW bound in the middle of pareto curve
■ GB200(NVL72) can keep A2A comm almost the same as smallEP



Example 2: Dis-aggregated Serving Perf Study

● Generating pareto curve for dis-agg serving 
requires sweep over

○ Parallelism combinations(TP/DP/EP/PP/…)
○ Spec decoding on/off
○ For prefill/decode phase respectively

● Methodology
○ SOL rate matching to decouple the search space

■ Get TPT for prefill and decode phase respectively
■ SOL rate matching P/D server ratio

○ E2E measurement to get the final perf
■ P/D dis-agg is pipelining system

● P request rate should >= decode
● Tuning concurrency to reduce P queue time 

to avoid TTFT increase
■ Target >=90% of SOL rate matching perf



Part 3 - Case Study
● Performance: Wide Expert Parallelism

● Feature combination: Guided Decoding + 

                                   Spec Decoding + 

                                   CUDA Graphs

Agenda



Performance: Wide Expert Parallelism(WideEP)
● Recap



Communication Pattern Changes
● SmallEP

○ HiddenStates are sent to all GPUs (at most topK need them) 

● WideEP
○ Only send hidden states to ranks having selected experts



WideEP Challenges
● Expert Communication

○ AllGather/ReduceScatter -> Alltoallv style
○ NVL72’s MNNVL helps

■ Both for Alltoall latency and Bandwidth
● Introduce Load imbalance

○ Expert Load imbalance
■ Slowest rank may delay all other ranks

● Scale to more GPUs
○ All kernels matter to E2E performance should be scalable with EP size

● Latency is important
○ One main benefit region is throughput@latency, especially on GB 

systems
○ CUDA Graphs should be supported



All kernels matters from scalability perspective
● Some observations during the implementation

○ Decreased as expected: MoE Gemm
○ Scalable as expected: Attention
○ Not scaled well: Communication and some MoE related Kernels

 



Optimizations: Communication optimizations

Optimizations
● A2A P2P access via NVLink
● A2Av style to be efficient
● Cuda Graphs support



Optimizations: MoE scaling optimizations
● Observations

○ expandInputRows/doActivation/finalizeMoeRouting kernels present scaled time with large EP size
○ However, the kernel workload should be constant given the fixed per-GPU batch size

 



Optimizations: MoE scaling optimizations
● Root cause

○ Before MoE GEMMs, M tokens are expanded to M*topK tokens.
○ On average only 1/EP expanded tokens are valid 

■ (routed to the experts hosted on the current rank).
○ For large EP size, most thread blocks are launched for 

invalid tokens and do nothing

● Solution
○ Launch thread blocks for valid tokens only.
○ CUDA Graphs compatibility: Use persistent thread blocks.

■ Note: the number of valid tokens is data-dependent.



Expert Load Imbalance Issue
● There can be expert imbalance issue

○ Hot spot in some layers.
○ Different layer have different behavior.
○ Different for different datasets.

● May due to
○ Very hot expert
○ Hot experts in same rank

 

 

(Layer, iter, src rank)

target rank



Expert Load Imbalance Issue

 

 

 

 

 



Optimizations: Expert-level load balancer
● Layer-wise Load Balance(Update some layers per iteration, with 2 in this example)
● Full model (all layers) updated in multiple iterations



WideEP Performance 

● Shows a trend similar to performance modeling
● Compared to EP4, EP32 achieves up to a 8x speedup at 36 tokens/s/user.
● Compared to EP4, EP32 achieves up to a 2.7x speedup at 30 tokens/s/user.



Feature Combination: Guided Decoding + Spec Decoding + 
CUDA Graph

● Guided decoding (or interchangeably constrained decoding, structured 
generation)
○ Make LLM outputs amenable to a user-specified grammar (e.g., JSON schema)
○ Tool calling: Help LLM generate function arguments strictly conforming to function 

signatures

https://nvidia.github.io/TensorRT-LLM/blogs/tech_blog/blog12_Combining_Guided_Decoding_and_Speculative_Decoding.html
https://nvidia.github.io/TensorRT-LLM/blogs/tech_blog/blog12_Combining_Guided_Decoding_and_Speculative_Decoding.html


How does guided decoding work

● Prefill phase: Initialize the grammar state (grammar compilation) and 
generate a mask (mask gen)

● Generation phase: Advance the grammar state (grammar advance) and 
generate a mask (mask gen)

● Each phase: Apply the mask to logits to mask out the disallowed tokens 
(mask applying) before sampling

 

                 quoted from 
https://arxiv.org/abs/2411.15100

https://arxiv.org/abs/2411.15100


How XGrammar optimizes for guided decoding

● Grammar compilation/advance and mask gen introduce heavy CPU 
computation

● XGrammar’s co-design: Near-zero overhead
○ Core idea: Overlap CPU and GPU computation
○ At each iteration

■ Launch the model forward ( make the GPU busy)
■ Compute grammar compilation/advance and mask gen ( make the CPU 

busy)
■ Sync CPU and GPU and do mask applying before sampling 

https://github.com/mlc-ai/xgrammar


Background of speculative decoding

 

● For each request
○ Drafting: A lightweight drafter proposes multiple draft tokens
○ Verification: The target model verifies the draft tokens in parallel
○ Acceptance: (Hopefully) most draft tokens are accepted and generated

● Compared with normal LLM inference (one generated token per iteration)
○ Speculative decoding generates multiple tokens per iteration
○ Speculative decoding improves the arithmetic intensity for low 

concurrencies
● A must-have feature in low-latency or throughput@latency scenarios



Feature combination challenge 1: Grammar State Tracing

 

● Grammar state “back and forth” along with speculation
○ Draft token proposal: Grammar advance for each draft token
○ Draft token rejection: Grammar rollback for each rejected token

● Both target and draft models require grammar constraints
○ Target model: Ensure accepted tokens (including golden token) 

amenable to grammar
○ Draft model: Ensure draft tokens amenable to grammar



Solution: Grammar Tracing for Drafting and Rejection

 

● Target model per iteration
○ Model forward -> Sampling -> Verification

● Additional operations by guided decoding
○ Grammar advance & Mask gen: One mask for each input token
○ Mask applying: In-place modifies logits
○ Grammar rollback: Rollback by number of rejected tokens

● Constraints on target model already ensures correct outputs
○ Any draft tokens violating grammar will be forcefully rejected by 

verification
○ Hurt acceptance rate



Solution: Grammar Tracing for Drafting and Rejection

 

● Draft model per iteration
○ Model forward  Sampling (Loop N times)

● Additional operations by guided decoding
○ Grammar advance & Mask gen (Loop N times)
○ Mask applying (Loop N times)
○ Grammar rollback: Rollback by number of draft tokens (once)

● Constraints on draft model improves acceptance rate



Feature combination challenge 2: CPU-GPU Synchronization

 



Solution: Capturable Grammar Computation

 

● Overall design
○ Launch grammar computation as CUDA callbacks to a CUDA stream
○ CUDA graph captures and replays model forwards and grammar 

computation all together
○ For CPU-GPU overlapping, place grammar computation on a dedicated 

CUDA stream



Solution: Capturable Grammar Computation

 

● Troubleshooting
○ Data Race between Host and CUDA Callback
○ Deadlock by GIL and CUDA Mutex



Wrap-up: what we have learnt by building TensorRT LLM

● End-to-end LLM inference performance is a systems problem, not just a 
kernel problem

● The best optimizations come from understanding where the bottleneck moves 
on the Pareto curve

● Feature combinations are where production inference stacks become much 
harder than isolated benchmarks



Thank You!

Code: https://github.com/NVIDIA/TensorRT-LLM

Blogs:
Scaling Expert Parallelism in TensorRT LLM (Part 1: Design and Implementation of Large-scale 
EP)
Scaling Expert Parallelism in TensorRT LLM (Part 2: Performance Status and Optimization)
Scaling Expert Parallelism in TensorRT LLM (Part 3: Pushing the Performance Boundary)
Combining Guided Decoding and Speculative Decoding: Making CPU and GPU Cooperate 
Seamlessly
Sparse Attention in TensorRT LLM

https://github.com/NVIDIA/TensorRT-LLM
https://nvidia.github.io/TensorRT-LLM/blogs/tech_blog/blog4_Scaling_Expert_Parallelism_in_TensorRT-LLM.html
https://nvidia.github.io/TensorRT-LLM/blogs/tech_blog/blog4_Scaling_Expert_Parallelism_in_TensorRT-LLM.html
https://nvidia.github.io/TensorRT-LLM/blogs/tech_blog/blog8_Scaling_Expert_Parallelism_in_TensorRT-LLM_part2.html
https://nvidia.github.io/TensorRT-LLM/blogs/tech_blog/blog14_Scaling_Expert_Parallelism_in_TensorRT-LLM_part3.html
https://nvidia.github.io/TensorRT-LLM/blogs/tech_blog/blog12_Combining_Guided_Decoding_and_Speculative_Decoding.html
https://nvidia.github.io/TensorRT-LLM/blogs/tech_blog/blog12_Combining_Guided_Decoding_and_Speculative_Decoding.html
https://nvidia.github.io/TensorRT-LLM/blogs/tech_blog/blog17_Sparse_Attention_in_TensorRT-LLM.html
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