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Learning goals

By the end of this lecture you should be able to:
© Decompose a serving stack into its layers: API, router, scheduler, runtime, kernels, memory manager, cache.

Explain prefill vs. decode: why they have different compute/memory profiles, and why engines treat them
separately.

Describe core optimizations: continuous batching, chunked prefill, prefix caching, speculative decoding,
guided decoding.

Q
Q
© Map parallelism to serving: TP, PP, DP, EP, and when prefill-decode disaggregation helps.
@ Compare frameworks: vLLM, SGLang, TensorRT-LLM, Dynamo, LMCache.

@ Operate a production service: choose metrics, benchmark properly, diagnose tail-latency pathologies.
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Roadmap

@ Why inference serving is a hard systems problem

@ Fundamentals: prefill, decode, KV cache, scheduling

@ Core optimizations: chunked prefill, prefix caching, speculation, guided decoding
© System architecture: subsystems, routing, observability, failure modes

@ Framework landscape: vLLM, SGLang, TensorRT-LLM, Dynamo, LMCache

@ Disaggregation, expert parallelism, long context, multimodal

@ Benchmarking, metrics, capacity planning, and deployment recipes

Lectures 2—4 covered compute, memory, and parallelism reasoning. Here we apply that to serving systems, where
latency SLOs, concurrency, and cache reuse dominate design choices.
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Why inference serving is a hard systems problem




The serving problem has changed

@ Early LLM serving was “single-turn chat on a dense model.” Now we serve reasoning models, agentic
workflows, long-context assistants, and multimodal models.

@ These workloads create new asymmetries: prompts are long, completions are bursty, and requests frequently
revisit old context or tool traces.

@ Memory movement, KV reuse, queueing policy, and routing matter as much as raw kernel speed.
@ The serving plane has split into layers: runtime engines, cache tiers, disaggregation fabrics, cluster schedulers.

@ “The model” is only one piece of the product. The real system is an inference factory.
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Today's serving workload

Traffic characteristics Engineering consequences

@ Long system prompts and retrieved context @ Continuous batching is table stakes

@ Multi-turn chat histories @ Prefix caching / prompt reuse are economically

@ Tool traces and function-call payloads N @ 2212

@ Bursty enterprise traffic with diurnal patterns C P_reﬁll and decode are separated or scheduled
differently

@ Large MoE and reasoning models

@ MoE models require expert parallelism +
DP-attention + fast all-to-all

\What this stresses @ Framework choice depends on flexibility vs.

@ Time to first token under long prompts portability vs. peak hardware performance

@ Decode latency under high concurrency

@ GPU memory for KV state

Load balancers that ignore cache locality

Tail latency, not just median
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Fundamentals: prefill, decode, KV cache, and
scheduling




The two phases of autoregressive serving

Every request goes through two distinct phases:

Prefill (prompt processing) Decode (token generation)
@ Process all input tokens in parallel @ Generate one new token per step
@ Compute and store key/value (KV) states for @ Reuse stored KV instead of recomputing
each layer @ Typically memory-bandwidth-bound
© gty e e @ Dominates inter-token latency (ITL) and
@ Dominates time to first token (TTFT) streaming smoothness
@ The bigger pain point at high concurrency

Different compute profiles = different batching policies, parallelism choices, and sometimes different hardware.
This asymmetry drives most of the design decisions we will see today. J
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Serving latency: where does the time go?

Per-request metrics

TTET = tqueue + tiokenize 1 tprefill A tsample + tfirst—byte

ITL = tdecode step aF tsample + tstream flush

Fleet-level metrics

@ Output throughput: output tokens/s across the fleet

Useful work / GPU: tokens/s/GPU, or revenue-generating tokens per GPU-hour

SLO compliance: p50 / p95 / p99 targets by traffic class

@ Cache efficiency: prefix-hit rate, reusable-KV hit rate

Admission stability: queue depth, rejection rate, timeout rate
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Why decode is the harder systems problem

@ Each decode step does little arithmetic relative to the model and KV state it must touch.

@ The per-token path is therefore sensitive to:
o HBM bandwidth,
e KV-cache indexing and page lookup,
e inter-GPU synchronization (TP/EP),

host overheads (scheduler, grammar checks, stream flush),

e queueing interactions with prefills.
@ A system with excellent kernel TFLOP /s can still feel slow if decode p99 is unstable.

In practice, users rarely complain “my prompt took 20% too many FLOPs.” They complain “my stream stalled,”
“tool calling is jittery,” or “some requests are 10x slower than others.”
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KV-cache accounting

For one sequence with resident context length T:
Kvbytes% T2LHkvdhb

where:
@ L = number of transformer layers
@ Hi, = number of key/value heads (not query heads if using GQA/MQA)
@ dp = head dimension
@ b = bytes per element (KV datatype)
°

factor of 2 = keys + values
For a batch, multiply by the total resident tokens across all active requests and cache tiers.
@ GQA/MQA reduce footprint directly (smaller Hg, ).

@ KV quantization or offload changes b or where those bytes live.

@ With long-context traffic, KV management is a first-order design variable.

TRT-LLM attention / GQA docs.
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https://nvidia.github.io/TensorRT-LLM/advanced/gpt-attention.html

Worked example: why long context explodes memory

Suppose a model has:
L=80, Hw =38, dy=128, b =2 bytes
Then KV bytes per token:
2-80-8-128-2 = 327,680 bytes =~ 320 KiB/token
So:
@ 8K tokens for one request ~ 2.5 GiB of KV.

@ 32 concurrent requests at 8K context ~ 80 GiB of KV state, before model weights or temp buffers.

@ This is why engines invest in paged allocation, reuse, eviction, and offload.

If your workload is long multi-turn sessions, the memory system is your real product surface.
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Request lifecycle

[ Arrive ]—»[Tokenize / vaIidate]—»[ Queued ]»[Scheduled}[Prefill chunks]—>[DeC0de |OOP]—>[ Finished]

[queue depth / admission] [prefill cost / cad[decode ITL / stall rate]

Each engine step, the scheduler decides: which requests get tokens, how many each gets, whether new prefills
may enter, and whether offloaded KV should be brought back.
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Continuous batching vs. static batching

Static batching

Continuous batching
@ Form a batch, wait for all to finish together °

Admit new work whenever token budget and KV
@ Suffers when requests have different lengths fezce 2l

® Wastes GPU time on padding @ Requests can be at different generation steps

@ Keeps hardware busier, reduces idle slots

@ Needs bookkeeping for sequence lengths, pages,
masks

With continuous batching, the engine manages a set of active sequences sharing one token budget rather than

running synchronous batches. All modern serving engines (vVLLM, SGLang, TensorRT-LLM) use this approach.
vLLM anatomy blog.
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https://vllm.ai/blog/anatomy-of-vllm

Scheduler responsibilities

A modern scheduler decides, per engine step:
© Which waiting requests may be admitted
@ How much token budget goes to decode vs. prefill
© Whether long prefills should be chunked
@ Whether speculative draft tokens fit in the token / page budget
© Whether reusable or offloaded KV should be reloaded

@ Which requests to preempt or deprioritize under pressure

A scheduler tuned for benchmark throughput can be terrible for chat responsiveness, and one tuned for median
latency can be terrible for cost. Scheduling is where business objectives meet systems constraints.
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Core optimizations




Chunked prefill

@ A long prompt can monopolize engine steps if the system insists on finishing prefill before admitting decode
work.

@ Chunked prefill splits the prompt into smaller pieces so the scheduler can interleave prefills with decode steps.

@ In vLLM V1 this is on by default; decode work is prioritized, and prefill chunks fill the remaining budget.

Tradeoff

Chunk too aggressively — more scheduler overhead, less prefill throughput. Chunk too little — long prompts
destroy tail ITL for other requests.

vLLM V1 optimization docs.
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https://docs.vllm.ai/en/v0.10.2/configuration/optimization.html

Prefix caching

@ If two requests share a prompt prefix, the engine can reuse previously computed KV for the shared part.
@ This reduces prefill cost and therefore TTFT; it does not speed up decode.
@ Works well for:

e shared system prompts,
e repeated queries over the same document,
o multi-round conversations,

o agent loops that re-emit large structured context.

@ The benefit depends on routing: a router that sends related requests to different workers wastes the cache.
vLLM APC docs; TRT-LLM KV cache reuse.
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https://docs.vllm.ai/en/latest/features/automatic_prefix_caching/
https://nvidia.github.io/TensorRT-LLM/advanced/kv-cache-reuse.html

Speculative decoding

@ A smaller draft model proposes multiple tokens; the larger target model verifies them in fewer expensive
steps.

@ Helps most when decode is the bottleneck and draft predictions have good acceptance rates.
@ Serving complications:

o draft tokens consume extra page / token budget,
e some feature combinations get disabled,

e gains depend on workload and acceptance behavior.
Let k = average draft tokens proposed, a € [0, 1] = acceptance rate. |dealized speedup:

1+ ak
1 + draft overhead fraction

speedup =~

If acceptance collapses, you pay draft cost for no savings. Always benchmark under realistic conditions. vLLM spec
decode; TRT-LLM spec decode; SpecForge.
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https://docs.vllm.ai/en/latest/features/speculative_decoding/
https://docs.vllm.ai/en/latest/features/speculative_decoding/
https://nvidia.github.io/TensorRT-LLM/1.2.0rc6/features/speculative-decoding.html
https://lmsys.org/blog/2025-07-25-spec-forge/

Structured outputs and guided decoding

@ Production models produce JSON, tool calls, function arguments, citations, strict schemas — not just
free-form text.

@ Serving stacks need grammar-constrained or guided decoding in the hot path.
@ This is not just a modeling feature; it affects:

host-side control logic,
compatibility with speculative decoding,

overlap / scheduling assumptions,

o effective per-token latency.

@ Agentic inference couples systems design with output semantics more tightly than chatbot serving does.

Scalable Al: Bridging Theory, Understanding, and Practice Spring 2026 18 /50



Quantization in serving

@ Quantization can target weights, activations, and KV cache.
@ The right question is not “what is the lowest precision?"” but:

o what precision does my hardware support,
o what kernels are mature,

e what accuracy loss is acceptable,
o whether memory savings actually convert into higher concurrency or cheaper hardware.

@ TensorRT-LLM supports FP8 on Hopper and FP4 on Blackwell; vLLM and SGLang offer broader
quantization menus across more hardware.

TRT-LLM overview. vLLM and SGLang READMEs list broad quantization support.
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https://nvidia.github.io/TensorRT-LLM/overview.html

System architecture of a serving engine




A serving engine is a composition of subsystems

Frontend / API t(\>/|jehndizztalt?2n | Scheduler | Executor
OpenAl-compatible token budget CUDA graphs / kernels

request state

Router hooks EKV manager} Distributed
[placement / affinity} pages / blocks TP /PP /EP / DP

Metrics / tracing

When performance is poor, don't say “the model is slow.” Ask which subsystem is slow: admission, scheduling,
routing, memory residency, transport, kernel execution, or post-processing.
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KV memory manager

@ Allocate and free KV pages/blocks without catastrophic fragmentation

@ Track which pages belong to which sequence and which prefixes are reusable
@ Support partial reuse (prefix blocks), eviction, and offload to host memory

@ Expose metadata for paged attention kernels to gather keys/values efficiently
@ Support cross-engine transfer for disaggregated serving

KV managers are no longer just local allocators. They are part of a distributed cache hierarchy: GPU memory,
host memory, local SSD, and remote KV services. [MCache tech report; TRT-LLM KV cache docs.
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https://lmcache.ai/tech_report.pdf
https://nvidia.github.io/TensorRT-LLM/latest/features/kvcache.html

Why LLM serving needs its own routers

Traditional HTTP load balancers (round-robin, least-connections) only see replicas, CPU load, and request rate.
They have no idea what is happening inside the inference engine.

An LLM-aware router needs to consider:
Cache affinity — which worker already has this prompt prefix in its KV cache?
Phase balance — is a worker prefill-heavy or decode-heavy right now?

Pool heterogeneity — prefill workers vs. decode workers in a disaggregated setup

Request shape — long-context vs. short requests need different placement

This is why modern serving stacks include specialized routers or gateways rather than relying on generic load
balancers. Dynamo Smart Router; SGLang router / gateway.
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https://developer.nvidia.com/dynamo
https://pypi.org/project/sglang-router/

Executor / runtime layer

The layer that launches the forward pass:

@ attention kernels,

@ fused MLP / normalization kernels,

@ sampling and logits processing,

@ CUDA graph capture / replay,

@ overlap between host bookkeeping and device execution,
@ distributed collectives (TP/EP/PP),

@ page/block metadata for KV lookup.

Comparing frameworks by a single kernel benchmark is misleading. Production performance depends on kernels +
scheduler + memory format + transport + feature interactions.
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Observability

@ You need server-level metrics (queue depth, running requests, cache usage), request-level metrics (TTFT,
decode time, output length), and per-stage metrics (prefill vs. decode).

@ The engine must expose these cheaply enough to drive autoscaling, canary analysis, and oncall debugging.
@ Prometheus-style metrics are standard in open-source serving stacks.

Without telemetry, inference tuning degenerates into superstition: you change knobs, throughput wiggles, nobody
knows Why. VLLM metrics docs; SGLang and Dynamo also expose Prometheus metrics.
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https://docs.vllm.ai/en/stable/design/metrics/

Common failure modes

Latency Distributed
@ decode starvation by long prefills @ TP/EP collective stalls
@ queue explosions after traffic bursts @ PD transfer bottlenecks
@ p99 spikes from one giant request @ expert imbalance for MoE
@ cache-thrashing from poor routing

@ structured-output grammar costs

KV fragmentation / over-reservation @ tool-call retries growing context

@ offload rehydrate storms @ prefix cache invalidation from prompt template
mismatches

@ speculative decode eating page budget
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The framework landscape




vLLM

@ Widely adopted open-source engine for high-throughput, memory-efficient LLM serving.

@ Core ideas: PagedAttention, continuous batching, CUDA/HIP graph execution, chunked prefill, prefix
caching, speculative decoding, multi-LoRA, broad hardware portability.

@ Spans single-node to multi-GPU/multi-node with distributed scheduler support.

@ Good default when you want broad model support and a large community ecosystem.

Recent additions to the mainline: V1 engine with stronger scheduler, chunked prefill on by default, disaggregated
prefill/decode guidance, EP 4+ DP for MoE. vLLM: anatomy blog; EP docs.
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https://github.com/vllm-project/vllm
https://vllm.ai/blog/anatomy-of-vllm
https://docs.vllm.ai/en/latest/serving/expert_parallel_deployment/

SGLang

@ High-performance serving framework for LLMs and multimodal models.

@ Key features: RadixAttention for prefix caching, zero-overhead CPU scheduling, continuous batching, paged
attention, TP/PP/EP/DP, structured outputs, quantization, multi-LoRA.

@ Prominent for serving reasoning and MoE models at scale.
Distinctive design choices:
@ PD disaggregation as a first-class serving mode
@ Large-scale EP for MoE (shifts the challenge to communication and expert locality)
© HiCache: hierarchical KV caching beyond GPU memory
@ Cache-aware and PD-aware gateway / router built into the stack

SGLang; HiCache blog; large-scale EP blog.
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https://github.com/sgl-project/sglang
https://lmsys.org/blog/2025-09-10-sglang-hicache/
https://lmsys.org/blog/2025-05-05-large-scale-ep/

TensorRT-LLM

@ NVIDIA-optimized stack for LLM inference on NVIDIA GPUs.

Features: in-flight batching, paged KV cache, overlap scheduling, disaggregated serving, speculative
decoding, long-sequence support, LoRA, multimodal, quantization, AutoDeploy.

Best fit when peak performance on Hopper / Blackwell is the priority.

Moving toward a PyTorch backend + LLM API, reducing the gap between model definition and deployment.

Tradeoffs
@ Less portable than vLLM / SGLang

Strengths
@ Strong NVIDIA kernel stack

@ Some features still beta or have combination
caveats

@ Overlap scheduler on by default
@ FP8 on Hopper, FP4 on Blackwell

e Tight Dynamo / NIM integration @ Peak performance rewards tuning

TRT-LLM overview; PyTorch backend.
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https://nvidia.github.io/TensorRT-LLM/overview.html
https://nvidia.github.io/TensorRT-LLM/torch.html

NVIDIA Dynamo

@ Distributed inference framework for scaling reasoning-model serving.
@ Four design pillars:

© GPU Resource Planner — moves capacity between prefill and decode pools
@ Smart Router — KV-aware request placement

© Low-latency communication library for fast KV transfer

@ KV Cache Manager for multi-tier caching

@ Makes explicit that the serving stack is engine 4+ control plane + cache plane, not one monolith.

@ Builds on Triton's earlier deployment standardization.

Dynamo docs; intro blog.
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https://developer.nvidia.com/dynamo
https://developer.nvidia.com/blog/introducing-nvidia-dynamo-a-low-latency-distributed-inference-framework-for-scaling-reasoning-ai-models/

LMCache and the KV tier

@ Central idea: KV is a first-class systems object that can be stored, moved, reused, and shared across
requests and engines.

@ Two main use cases:

o Context caching: cross-query reuse via offload / persistent storage
o PD disaggregation: cross-engine KV transfer

@ On long-context traffic, engineering KV economics often matters more than another kernel optimization.

The serving stack is modular: execution, routing, KV retention, and orchestration are separate components that
compose. LMCache tech report; vLLM + LMCache integration.
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https://lmcache.ai/tech_report.pdf
https://docs.vllm.ai/en/latest/examples/others/lmcache/

Framework comparison

Stack Think of it as Strengths Typical fit Watch-outs
vLLM general open engine  portability, research-to- may not be peak on one
community, production, many vendor path
balanced features model families
SGlLang optimized serving MoE / PD / frontier ecosystem evolving; large
stack gateway / deployments, operational surface

TensorRT-LLM

Dynamo

LMCache

NVIDIA-specialized
runtime

distributed control
plane

KV layer /
extension

structured output /
HiCache

peak NVIDIA perf,
overlap scheduler,
quantization
resource planning,
smart routing, KV
tiering
long-context reuse,
offload,
cross-engine KV

agentic traffic

NVIDIA-only
production

multi-node
reasoning serving

cache-heavy or PD
systems

feature-combination caveats,
less portable

needs a runtime engine
underneath

only helps if workload has
reusable KV
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How these systems compose

i |, Gateway / Smart Router N Prefill pool N Decode pool
lents cache-aware routing vLLM / SGLang / TRT-LLM| " |vLLM / SGLang / TRT-LLM
Control plane KV tier
autoscaling / planning HBM —+ host + remote

The design pattern is composable: specialized runtime engines inside a broader distributed serving and
KV-management architecture.
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Disaggregation, expert parallelism, long context, and
multimodal




Prefill-decode disaggregation (PD)

@ Run prefill and decode on different worker pools.

@ Rationale: prefill is throughput-oriented and compute-heavy; decode is latency-sensitive and memory-heavy.

@ Benefits:

e independent scaling of prefill and decode capacity,

e stronger control of tail ITL,

o per-phase parallelism and placement specialization,

o less interference between giant prompts and active streams.

@ Cost: KV must be transferred between pools, and the transfer path must be fast and reliable.

vLLM, SGLang, TensorRT-LLM, and Dynamo all support PD disaggregation.
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When does PD help?

A simplified inequality:
PD he'PS |f Atinterference avoided > 1‘-‘K\/-transfer + torchestration + tplacement mistakes

PD is attractive when:
@ prompts are long and variable,
@ decode latency matters (interactive chat, agents, voice),
@ concurrency is high enough for specialization to pay off,

@ interconnect is fast enough that KV movement doesn’t dominate.

Less attractive when requests are tiny, concurrency is low, or the KV transfer path is weak.
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PD transport

@ Once you split prefill and decode, the KV transport layer is central to the whole design.
@ Stacks expose different backends: UCX, NIXL, Mooncake transport, host-copy fallbacks.

@ What matters in production:
o setup cost per transfer,
o reliability under load,
e compatibility with chunking and overlap,
e composability with your distributed runtime.

Don't discuss PD disaggregation without discussing KV layout compatibility and transfer budget. SGLang supports
Mooncake and NIXL; TRT-LLM supports UCX / NIXL / MPI; Dynamo emphasizes low-latency KV transfer.
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Expert parallelism (EP) for sparse models

@ Mixture-of-Experts models push serving from “shard the dense layers” toward expert placement, dispatch,
and all-to-all efficiency.

@ vLLM pairs EP with DP, using distinct communication backends for prefill-heavy vs. decode-heavy phases.
@ SGLang emphasizes large-scale EP combined with PD disaggregation.

@ The serving questions: where do experts live, how are tokens routed to them, and how to keep dispatch
overhead from erasing the sparsity benefit?

vLLM EP docs; SGLang large-scale EP blog.
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https://docs.vllm.ai/en/latest/serving/expert_parallel_deployment/
https://lmsys.org/blog/2025-05-05-large-scale-ep/

Long context and hierarchical KV

@ GPU-only KV residency is too expensive for many long-context and agentic workloads.
@ Modern stacks use hierarchical caching:

o hot pages in HBM,
e warm pages spilled to host memory,
o colder reusable history in remote or disk-backed stores.

@ The challenge: preserve reuse benefits without rehydrate latency destroying TTFT / ITL.

@ HiCache and LMCache make this hierarchy explicit; TRT-LLM and Dynamo also support host offload and
multi-tier KV.

HiCache blog: up to 6x throughput and large TTFT reductions in long sessions.
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https://lmsys.org/blog/2025-09-10-sglang-hicache/

Multimodal and agentic serving

@ Inputs are no longer just token IDs — they include images, audio, tool schemas, retrieval context,
conversation state.

@ This affects preprocessing, batching, cache semantics, and which parts of the request can be reused.

@ Agentic serving amplifies two effects:

o prefix reuse across turns and tool traces,
e structured decoding constraints in the hot path.

@ The serving engine needs to understand request-shape semantics, not just tensor dimensions.
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Auto-deployment and graph transformation

@ Keep the model in ordinary PyTorch / Hugging Face form, translate automatically into an optimized runtime
graph.

@ TensorRT-LLM's AutoDeploy: extract a graph and apply sharding, quantization, KV integration, fusion,
CUDA-graph-friendly execution.

@ Reduces the engineering tax of going from research model to tuned deployment.

“Serving optimization” used to mean manual graph surgery. The direction now is compilation 4+ runtime
co-design. TRT-LLM AutoDeploy docs.
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https://nvidia.github.io/TensorRT-LLM/torch/auto_deploy/auto-deploy.html

Benchmarking, metrics, and operations




How to benchmark inference frameworks

@ Use a realistic request mix: prompt lengths, output lengths, concurrency, tool/JSON traffic.
@ Distinguish throughput mode from latency-constrained mode.

© Measure both per-request metrics (p50/p95/p99 TTFT, ITL) and fleet metrics (tokens/s/GPU, achieved
concurrency, rejection rate).

@ Warm caches and graphs, but also benchmark cold-cache and cache-miss cases.

@ Test the feature combination you will actually ship: quantization + guidance + speculation + PD, not each
in isolation.

A throughput benchmark at infinite load with perfect prompt reuse and no latency budget tells you almost nothing
about the experience of an interactive product. TRT-LLM performance guide.
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https://nvidia.github.io/TensorRT-LLM/performance/performance-tuning-guide/

Metrics to track

Category

Example metrics

Why it matters

Admission / queueing

Latency

KV memory

Workload shape

Distributed health

Business efficiency

waiting requests,
rejected requests, queue
age

TTFET, prefill time,
decode time, TPOT,
p95/p99 histograms
cache usage %, reusable
blocks, offload / reload
rates

prompt length, output
length, hit rate by
prompt family

all-to-all latency,
transport errors,
cross-engine KV transfer
rate

tokens/s/GPU,
cost/request,
cache-adjusted
utilization

tells you if the system is overloaded before the GPU graph even runs

direct SLO health

whether long-context traffic is sustainable

separates product changes from engine regressions

identifies TP/EP/PD bottlenecks

converts systems wins into deployment economics

vLLM metrics docs.
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https://docs.vllm.ai/en/stable/design/metrics/

Capacity planning

@ Estimate traffic classes: short chat, long-RAG, agent loops, structured output, multimodal.

@ For each class, estimate prompt/output length distributions and cache reuse rate.

© Convert into required prefill capacity, decode capacity, active KV footprint, and acceptable queue budget.
@ Decide: unified pool or PD-disaggregated pool?

@ Add margin for bursts, canaries, and degradation modes.

Capacity planning is no longer “how many replicas?” It is how much prefill, decode, and cache capacity, and
where should each live?
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p99 latency: usually a scheduler or architecture problem

@ Median performance can look great while p99 is terrible.
@ Typical p99 killers:
o long prompt admitted at the wrong time,
e cache miss on a large prefix,
e MoE expert imbalance,
e speculative settings that overconsume token budget,
o transport retries in PD mode,

o host-side grammar / tool logic stalling the stream.

@ Most of these are addressed by chunked prefill, overlap, routing, and phase separation — not by faster kernels.
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Debugging: symptom — likely subsystem

Symptom

Likely bottleneck

First questions

High TTFT, stable ITL

Good medians, awful p99
ITL

GPU OOM / low
concurrency

Speculation gives no
benefit

PD regresses performance

prefill, tokenization, or cache
miss

scheduler interference or
transport stalls

KV footprint / fragmentation /
offload policy

poor acceptance or scheduler
pressure

transfer / routing overhead

Are prompts longer? Did hit rate fall? Prefill pools
saturated?

Long prefills interrupting decode? TP/EP collectives
spiking?

Resident context exploding? Block size or reuse
policy wrong?

What is acceptance rate? Draft tokens eating budget?

KV transfer fast enough? Requests placed with
affinity?
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Three deployment recipes

© Small/medium model, straightforward traffic: unified vLLM or SGLang pool with continuous batching,
prefix caching, and good metrics.

@ Long-context interactive assistant: chunked prefill, strong prefix caching, possibly a remote KV tier, and
careful p99 monitoring.

© Large reasoning / MoE service at scale: EP + DP attention, PD disaggregation, cache-aware router,
separate prefill/decode pools, rigorous transport / KV accounting.

PD, remote KV, and complex gateways add operational surface. Use them when the workload demands it, not
because they look good on a diagram.
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Benchmark-and-tune runbook

@ Start from one engine with realistic traffic traces.

@ Measure TTFT, ITL, queue depth, active KV usage, and tokens/s/GPU.

© Enable the cheap wins first: continuous batching, prefix caching, chunked prefill, CUDA graphs / overlap.
@ If MoE: evaluate EP backends and expert locality.

@ If long prompts dominate: evaluate PD disaggregation and remote / host KV strategies.

© Re-benchmark with the exact feature combination you intend to ship.
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Summary and takeaways




Summary

@ The serving problem is not faster kernels; it is orchestrating prefill, decode, routing, and KV memory
under variable workloads.

@ Core ideas: continuous batching, paged KV, chunked prefill, prefix reuse, speculation, guided decoding.

@ The major architectural trend is disaggregation: engines, routers, planners, and KV tiers as separate
cooperating components.

@ Framework selection is workload-driven:

e VLLM — broad open serving

SGLang — frontier traffic, MoE, reasoning
TensorRT-LLM — NVIDIA-specialized peak performance
Dynamo / gateways — multi-node orchestration

e LMCache / HiCache — when KV economics dominate
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Four things to remember

@ Prefill and decode are different workloads. Treating them identically causes bad serving designs.

@ KV cache is the new working set. Most serving problems are really memory-residency and cache-locality
problems.

© Schedulers encode product priorities. Low cost, low p99, and high throughput are not the same objective.

© The serving stack is modular. Engine, router, control plane, and cache tier evolve separately.
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Discussion prompts

@ For a given traffic mix, when should we prefer chunked prefill over full PD disaggregation?
@ How should a cache-aware router value a worker with a hot prefix versus one that is slightly less loaded?
@ For sparse MoE models, where is the true bottleneck: compute, expert dispatch, all-to-all, or KV?

@ How should we benchmark guided decoding or tool calling without fooling ourselves?
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End of Lecture 18

Fundamentals and Overview of High-Performance Inference Frameworks
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