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Methodology:

Efficient small agentic AI

The way we see it:

ÅTrain large, compress to small models

ÅMost LMs will be small and specialized

ÅNeed 1 giant LLM

ÅA lot of tool usage, multi-modal models

Å Instruction following is important, MMLU is not

Åb±L5L!Ωǎ ǳƴƛǉǳŜ ǇƻǎƛǘƛƻƴΥ 5ƛǎǘƛƭƭŀǘƛƻƴ Ҍ ŦŜŀǘǳǊŜǎ
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Model Efficiency
Why we need it?

ωGoal: Maximize throughput (tokens/sec) - minimize Time-to-First-Token (TTFT) by post-traning optimization techniques.

ωTraining vs. Inference: Pre-training is strictly compute-bound

ωAutoregressive generation is memory-bandwidth bound 

ωentire LLM from HBM to SRAM to generate single token

ωTensor Cores sit largely idle while waiting for memory fetches, 

especially at batch size = 1

ωCan we find a better way to train and serve models? 

@https://www.vrushankdes.ai/diffusion-policy-inference-optimization/part-ii---cuda-
kernel-optimization-tips



Model Efficiency

ωAlgorithmic Acceleration: Speculative Decoding (reduces latency without modifying model weights).

ωStructural Compression: Pruning (physically removing redundant layers, heads, or dimensions).

ωRecovery: Knowledge Distillation (KD) - healing the network.

ωArchitectural Optimization: Neural Architecture Search (NAS) (discovering hardware-optimal topologies).

ωWeights/activation Representation: Quantization (FP8, INT4, NVFP4) τ not covered

ωMost are implemented in https:// github.com/NVIDIA/Model-Optimizer

QuantizationDistillationPruning
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Speculative Decoding

"Write drunk, edit sober."  τ Peter De Vries (often misattributed to Ernest Hemingway)



Speculative Decoding
Intuition: Draft, Then Verify

ωEvaluating K proposed tokens in parallel takes roughly the same time as generating 

1 token autoregressively due to memory bandwidth limits.

ωDraft Phase: A small/fast "Draft" model guesses the next K tokens.

ωVerify Phase: The massive "Target" model verifies all K tokens simultaneously in a 

single forward pass.

ωIf a token is correct, keep it; 

ωif wrong, discard it and its successors, using the Target's correction.

ωShifts decoding from a memory-bound operation to a compute-bound operation.

ωWe spend more compute and GPU energy but improve user throughput.

We can increase processed tokens with minimal effect on latency



Lossless Verification
Rejection sampling

ωSpeculative Decoding guarantees the exact same output distribution as the 

target model. 

ωIt is mathematically lossless.

ωLet ήὼ be the draft probability and Ðὼ be the target probability.

ωIf Ðὼ ήὼ, accept the drafted token with probability 1.

ωIf Ðὼ ήὼ, accept it with probability equal to the ratio.

ωAcceptance probability ‌ ÍÉÎρȟ ȡ

ωTypically 2.5-3.5 token efficiency

ωSimplest approach is n-grams



Lossless Verification
Recovery and Resampling

ωWhat happens when a drafted token is rejected?

ωAll subsequent drafted tokens in that sequence branch are 

immediately discarded.

ωTo ensure the final output matches the Target's distribution, we 

resample the corrected token from a normalized residual 

distribution.

ωResample from Ð  θÍÁØπȟὴὼ ήὼ

ωThe closer the Draft model's distribution ήὼ aligns with the Target 

ὴὼ, the higher the acceptance rate.

On-policyOff-policy



Expected Speedup

ωSpeedup depends on two factors: the Acceptance Rate † and the Draft Model Cost (ὧ).

ωIf the draft model is too large, ὧ grows, eliminating the speedup.

ωIf the draft model is too small or poorly aligned, ‌ drops, wasting the Target's verification compute.

ωEquation: Expected Speedup 3

https:// arxiv.org/pdf/2602.23881v1



Speculative Decoding
Summary

ωMemory bound generation to compute bound.

ωGreat for small concurrency setups ς agentic AI, personal use.

ωComplexity: n-gram -> MTP -> Eagle/Meduza -> External Drafter.

ωEfficiency: External Drafter -> MTP (during training) -> Eagle/Meduza ->  n-

gram.

ωMore information: https://developer.nvidia.com/blog/an-introduction-to-

speculative-decoding-for-reducing-latency-in-ai-inference/

ωhttps://github.com/NVIDIA/Model-

Optimizer/blob/main/examples/speculative_decoding/example.ipynb 
@https://www.vrushankdes.ai/diffusion-policy-inference-optimization/part-ii---cuda-

kernel-optimization-tips
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SOTA Advances

ωMaintaining a separate draft model doubles memory overhead and requires exact tokenizer alignment.

ωMedusa ς unconditional drafter: adds multiple parallel classification heads to the target model to predict ὸ ρȟὸ ς ȣ tokens 
simultaneously without a separate drafter.

ωEAGLE - auto-regressive drafting: drafts in the continuous feature space (hidden states) rather than discrete token space, vastly 
improving acceptance rates.

ωTree Attention: Verifies multiple branches of drafted possibilities simultaneously using customized attention masks.

ωMTP ς Multi token prediction ς can even improve model pre-training

Meduza Eagle



New/promising ideas

SuffixDecoding: Extreme Speculative Decoding for Emerging AI 
Applications, https://arxiv.org/pdf/2411.04975 DFlash: Block Diffusion for Flash Speculative Decoding, 

https://arxiv.org/abs/2602.06036

TiDAR: Think in Diffusion, Talk in Autoregression, https://arxiv.org/abs/2511.08923



MTP
Multi-Token Prediction

Deep Seek R1, used MTP:
FastMTP: Accelerating LLM Inference with
Enhanced Multi-Token Prediction, https://arxiv.org/pdf/2509.18362

Nemotron 3 ς Super uses MTP, draft 3, accept 2.5

Qwen3.5 ς trained with MTP ς draft 8, accept 5.5



ά
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Model Compression

"The sculpture is already complete within the marble block, before I start my work. It is already there, I just have to 
chisel away the superfluous material." > τ Michelangelo



Pruning types

ωIdentify and permanently remove redundant parameters.

ωUnstructured Pruning: Setting individual weights to zero. Creates sparse 

matrices but is hard to accelerate without specialized hardware

ωSemi-structured sparsity: sparsity pattern follows a strict pattern (e.g., 2:4 

sparsity). Supported in Ampere+ GPUs. 

ωStructured Pruning: Removing entire attention heads, MLP dimensions, or 

layers. Shrinks dense matrices, providing immediate out-of-the-box speedups. 

Works on all hardware

ωThe Core Question: How do we estimate the importance of a parameter?

2:4 Semi-structured sparsity



Pruning ς notable works

13k+ citations7k+ citations

3.5k+ citations 5.4k+ citations

1.3k+ citations



Challenges: 

ÅA diverse family of LLM sizes is required to balance cost and quality trade-offs across use 
cases.

ÅCommon model sizes: 1B, 3B, 8B, 13B, 70B, 405B, etc.

ÅCurrent method: train each model size from scratch, leading to high computational costs.

Key Insight:

ÅTrain Large ς Compress Small: Significantly reduce training time by compressing the 
largest model into smaller versions. 
  Use compute to train even larger model.

ÅDeployment scenario might change, PMs to decide while we train:

ÅFit to single small GPU (A10G)

ÅFit to single large GPU (H100)

ÅFit to a single node

ÅDifferent context length, batch size, precision, Visioτlanguage, Omni/Audio

ÅWe can take any model (e.g. Llama) and make it more efficient on GPUs hardware by 
targeting specific scenario.

ÅLets you train standard architecture, then find better parameter distribution.  

Model Compression

Token Throughput
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Model Compression
Motivation

Standard discrete model serving:

LLaMa 3 ς 15T tokens

13B

7B

3B

5B

10B

13B

7B

3B

5B

10B

Cost to serve:
(INT4)

6.5GB

5.0GB

3.5GB

2.5GB

1.5GB

Cost to train 
(USD $):

1.5$/hr A100

Compute budget

A
c
cu

ra
cy

Discrete 
model 
serving

ωTotal for 5 models:

4.2M

3.2M

2.2M

1.6M

1.0M

~12.0M 19GB

13B

7B

3B



ωPre-trained LLaMa2-7B

ω!ƴŀƭȅȊŜ ŀŎǘƛǾŀǘƛƻƴΩǎ ŜȄǇŜŎǘŀǘƛƻƴ ǇŜǊ ƘŜŀŘ

ωWiki calibration data, magnitude as a metric

Activations 
per head

Normalized activations
 per heads

Sorted normalized activations 
per heads

Model Compression
Importance analysis



15%
energy

20%
energy

25%
energy

40%
energy

Attention heads

18%
energy

21%
energy

23%
energy

38%
energy

MLP layers

Model Compression
Importance analysis
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Minitron: Pruning and Distillation for LLMs

Sharath Turuvekere Sreenivas, Saurav Muralidharan, Raviraj Joshi, Marcin Chochowski, Mostofa Patwary, 
Mohammad Shoeybi, Bryan Catanzaro, Jan Kautz and Pavlo Molchanov

NeurIPS 2024



Motivation

Standard discrete model serving: 
LLaMa 3 ς 15T tokens

13B

7B

3B

5B

10B

ω Total for 5 models:

Cost to serve:
(INT4)

6.5GB

5.0GB

3.5GB

2.5GB

1.5GB

19GB

Cost to train 
(USD $):

1.5$/hr A100

13B

7B

3B

5B

10B

Pruning: 

4.2M          ς  original training

0.06M        ς only 200B tokens

53x reduction

0.04M        ς only 200B tokens

55x reduction

ω Total for 5 models: 4.4M ς 2.7x reduction

4.2M

3.2M

2.2M

1.6M

1.0M

~12M

Compute budget
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c
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Discrete 
model 
serving

13B

7B

3B



Methodology:

1. Train a Large Model: Begin with a high-capacity model.

2. Parameter Ranking: Rank internal parameters by importance.

3. Neural Architecture Search: Find optimal architecture for a given budget.

4. Parameter Reduction: Prune less-essential parameters to meet size constraints.

5. Retraining with Distillation: finetune with guidance from large model.
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Minitron approach:

Details: άLLM Pruning and Distillation in Practice: The Minitron !ǇǇǊƻŀŎƘέ, NVIDIA, arxiv: https://arxiv.org/abs/2408.11796, 2024

Accuracy vs training cost:

Compact Models via Pruning and Distillation
Overview



Llama-Nemotron-4B



Finding optimal architecture
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Figure 3: Overview of our neural architecture search algorithm. RT refers to retraining.

L ightweight Neural ArchitectureSearch: Figure 3 provides an overview of our search strategy
forýndingoptimal architectureconýgurations.Given a search space and parameter budget (left side
of theýgure),weenumerate all feasible architectures meeting theparameter budget. At this stage,
whileitôs possible to further reduce the search space size using strategies such as genetic search
and/or Bayesian optimization, we found that sticking to commonly used neuron, head and embedding
dimensions, along with a reasonably narrow target parameter range (less than 1 billion) was sufýcient
to obtain tractable solution sets (less than 20 candidates). The feasible candidates then undergo
lightweight retraining (ᶊ1.8B tokens in this work). Weshow in Figure 10 that this retraining stage
stabilizes relative rankings and helps usýndamore accurate candidate to train further. Wenote that
parameter-efýcientýne-tuningtechniques such asLoRA [23] can also beapplied at this stage; we
leave the exploration of such techniques to future work.

3 Retraining

Weuse the term retraining to refer to the accuracy recovery process following pruning. In this paper,
we explore two retraining strategies: (1) conventional training, leveraging ground truth labels, and (2)
knowledge distillation using supervision from the unpruned model (teacher).

Retraining with Knowledge Distillation: Knowledge Distillation (KD) involves transfer of knowl-
edge from alarger or more complex model called the teacher to asmaller/simpler model called the
student [20]. The knowledge transfer is achieved by having the student model mimic the output
and/or the intermediate states of the teacher model. In our case, the the uncompressed and pruned
models correspond to the teacher and student, respectively.

Theoutput probability distribution of an LLM for agiven token x i is computed as:

p(x i , ) =
exp x i

P |V |
j = 1 exp

x j

where is thesoftmax temperature and |V | is the vocabulary size. Logit-based KD loss across the
sequence of all output tokens is represented as

L logits =
1

l

lX

k= 1

Loss(pk
t (x, ), pk

s (x, ))

here, pk
t (x, ) and pk

s (x, ) represent the teacher and student probability distributions on the kt h

token, respectively, and l represents the sequence length.

For distillation, weexplore various loss functions, and several combinations of intermediatestates
and mappings across the Transformer model as the loss components, along with their respective
trade-offs. This is illustrated in Figure 4. The intermediate state-based KD loss across asequence of
Transformer-speciýchidden states is represented as

L i s =
1

l

X

k2 H

lX

i = 1

Lossk (hk i
t , hk i

s )

wherehk i
t and hk i

s represent thekt h teacher and student hidden state for the i t h token, respectively,
and l represents the sequence length; H is the set of chosen intermediate states. The mismatch

5

Challenge: many possible architectures for a given budget

Goal: find the best uniform architecture

Method:

Å Search space: identify possible candidates for different dimensions

Å  ILP: search for possible architectures under the given budget

Å  Light finetuning: to pick the best model



Distillation

Original training data is available:

Nemotron-4-15B ς NVIDIA model

ωDistillation only requires 100B tokens 

Original training data is NOT available:

Mistral-NeMo-12B; LLaMa-3.1-8B

ωTeacher finetuning is required ~100B tokens

ωDistillation only 100-300B tokens

Pretrained 
model

(Mistral-NeMo-12B, 
LLaMa 3.1 8B etc)

Corrected 
Teacher

Teacher
Correction

(127B)

Pruning

StudentMinitron  model

Distillation
(<400B)



KullbackςLeibler Divergence
Measure of difference between model outputs

ÅKL divergence is used to measure how well the student model 
(approximate distribution) mimics the teacher model (true 
distribution)

Å Its minimization through backprop guides the student to learn from 
the teacher's state

ÅThe formula for the Kullback-Leibler divergence between two 
probability distributions, with P representing the true distribution 
and Q representing an approximate or model distribution is:

Example of hard and soft teacher labels

Class A Class B Class C

Hard labels 1 0 0

Logits 2.0 0.5 -1.0

Probabilities 
after softmax 0.785 0.175 0.039



Results

Observations:

ÅDepth pruning results in faster model

ÅWidth pruning has higher accuracy

ÅDepth pruning significantly affects reasoning ς GSM8k drop 16.8 vs 41.2



Insights



Benefits:

ÅFaster Model Derivation: 40x-160x faster generation of smaller models compared to training from scratch.

ÅFull training typically requires 15-25T tokens; compression reduces this to just 0.1-0.4T tokens.

ÅEfficient Model Family Training: 2.5x-3x faster to produce an entire model family.

ÅHigher Accuracy: +18% improvement in MMLU, resulting in more precise and capable models due to compressing the larger 
model.

ÅBetter hyper-parameter distribution by NAS.

Learnings:

ÅReasonable target compression is 2x, otherwise iterative

ÅDepth vs Width pruning for LLaMa-3-8B pruning:

ÅDepth pruning results in faster model

ÅWidth pruning has higher accuracy

ÅDepth pruning significantly affects reasoning ς GSM8k drop 16.8 vs 41.2

- Many attention layers can be removed

Summary



Nemotron-H
Hybrid Attention-Mamba models from NVIDIA

Hybrid Mamba + Attention LLM

ω56B trained on 20T tokens

ω5:1 ratio attention to Mamba

ωOn RTX 5090 (FP4), fits only 1k context

What if need to fit 1M context?

 1) Training from scratch

 2) Compression

ω5ǊƻǇǇŜŘ р !ǘǘƴ ƭŀȅŜǊǎ όŦǊƻƳ мл Ҧ рύ

ωRemoved 10 Mamba & 5 FFN layers

ωUniform 6.25% FFN compression

ω47B fits 1M context in 32GB GPU

ω100B tokens

ω+20% faster, and improves some benchmarks!



Hybrid LLMs:

ÅNemotron-H with 8B and 47B variants: fp4 for 5090 with 64k context. ~May 2025.

ÅNVIDIA-Nemotron-Nano-v2 is a 9B model compressed from 12B. August 2025.

ÅMore to come.

Learnings:

Å5ƻƴΩǘ ǎŜŜ ǊŜŀǎƻƴǎ ǿƘȅ ƴƻǘ ǘƻ Řƻ ƛǘΦ 

ÅWe focus on +20/30% model params and then compress.

ÅAccuracy is higher, efficiency is the focus. 

ÅBefore we did only Base model compression.

ÅLatest model is Reasoning model compression, 
we found need some RL/DPO on top to recover accuracy.

Å<100B tokens for compression, 20T for training. 

ÅBenchmarks look great, what is the catch? 

Recent models



Follow ups



On-policy distillation ς reverse KL
Distillation data from student

ω"By three methods we may learn wisdom: First, by reflection, which is noblest; Second, by 
imitation, which is easiest; and third by experience, which is the bitterest." > τ Confucius

ω"An expert is a person who has made all the mistakes that can be made in a very narrow 
field." > τ Niels Bohr (Nobel Prize-winning physicist)

ωNormal distillation: use general text corpus for distillation

ωKey idea: generate data by student ς judge by Teacher 

https:// thinkingmachines.ai/blog/on-policy-distillation/



Semi structured 2:4 sparsity


