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NeMo RL Overview 
RL framework for any scale - from single GPU experiment to large model post-training.



Nemotron RL in NeMo-RL



Nemotron RL Architecture Overview
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NeMo RL acts as the training loop controller to manage training and compute,
routes rollout collection through NeMo Gym



Training: Megatron-Core
● Module inside the Megatron-LM repo
● Used primarily for large and fast pretraining, but adapted for RL 

training
● Supports various training parallelism(EP, CP, TP, DP etc…) and 

precisions(FP8, BF16)
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Without Optimizations

Inference: vLLM

Slide taken from https://docs.google.com/presentation/d/1_q_aW_ioMJWUImf1s1YM-ZhjXz8cUeL0IJvaquOYBeA/edit?slide=id.g351f0c84ff2_0_1214#slide=id.g351f0c84ff2_0_1214
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Megatron Bridge: Megatron <-> Hugging Face

● Bidirectional Conversion: Convert models between Hugging Face Transformers and Megatron 
formats.

○ HF → Megatron: For post-training.
○ Megatron → HF: For deployment or exporting to inference engine in RL.

● Core API - AutoBridge: A single high-level entry point (AutoBridge) that automatically detects the 
HF model architecture and handles the conversion.

● Parallelism-Aware & On-the-Fly: Megatron Bridge performs a on-the-fly, multi-gpu, 
parallelism-aware conversion of models and checkpoints between HF and Megatron formats.

● Memory Efficient: Unlike traditional converters, it performs per-parameter streaming-like 
conversion, which avoids requiring a single GPU and full in-memory loading of both the 
Megatron-Core and HF models, making it memory efficient.



Nemotron RL Architecture Overview
NeMo RL acts as the training loop controller to manage training and compute,

routes rollout collection through NeMo Gym

Learn more in our docs
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https://docs.nvidia.com/nemo/gym/latest/tutorials/nemo-rl-grpo/index.html


Environments: NeMo-Gym

Rollout
orchestration
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● Orchestrates the tools and 
reward calls

● Treats rollout engines as 
inference servers

● Supports many different 
environments, single turn and 
multiturn



NeMo-Gym Environments
Examples of ready-to-use environments used in Nemotron training - growing through community contribution

Domain Environment Description Value

Instruction 
Following Instruction Following

Instruction following datasets targeting 
IFEval and IFBench style instruction 
following capabilities

Improve on benchmarks like IFEval and 
IFBench

Coding Mini SWE Agent Software development with 
mini-swe-agent orchestration

Improving software development 
capabilities, like SWE-bench

Coding Code Gen Competitive programming by executing 
submitted code against unit tests Improve LiveCodeBench, SweBench

Tool Use Workplace Assistant Workplace assistant agent incorporating 
multi-step tool use Improve multi-step tool-using capability

Knowledge Equivalence LLM Judge Short answer questions with 
LLM-as-a-judge

Improve knowledge-related benchmarks 
like GPQA / HLE

Search Google Search Multi-choice question answering problems 
with search tools integrated

Improve knowledge-related benchmarks 
with search tools

Math Math with Judge Math dataset with math-verify and 
LLM-as-a-judge

Improve math capabilities including AIME 
24 / 25



Putting it all together with 
NeMo-RL



Ray for Orchestration, Single Controller

● Ray is an abstraction on top of slurm/k8s that we use for scheduling
● It follows the single-controller pattern: driver gives workers instructions

run_grpo_nemo_gym.py
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Environment Management: uv + ray

● uv is a super fast python package manager
● It allows us to quickly create isolated virtual environments for potentially conflicting environments
● Ray natively integrates with uv to make it easy to propagate project dependencies to workers
● uv keeps our dependencies in sync
● Gives ability for each environment to have their own environment

# Local run
uv run examples/run_grpo_nemo_gym.py

# Multi-node run (same UX)
uv run examples/run_grpo_nemo_gym.py



Cluster Workflow with Ray
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Cluster Workflow with Ray

  2. Assign GPUs to the 3 stages
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NeMo-RL Internals
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How NeMo-RL orchestrate SPMD workers
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Challenges in RL 
Infrastructure

● Part 1 - Train Inference Mismatch

● Part 2 - What to run?

○ Colocated

○ Disaggregated

■ Inflight weight update

■ N steps off

● Part 3 - Looking Forward

○ Dynamic Load Balancing

○ Heterogenous Inference Workers
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Train Inference Mismatch

● Train and inference uses different kernels(megatron-core 
vs vLLM)

○ This can lead to numerics mismatch measured by 
logprob error

● Solving this fully requires batch invariant kernels which 
can have speed impact

● Important to track and control the error
○ Good rule of thumb is to keep it under 1.05

● The longer the generation length, more chances of 
problematic token mismatch
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Tracking Logprob Error

● Simple metric has caught many bugs!
● E.g. Tie embeddings bug



Challenges in Modern 
RL Infrastructure

● Part 1 - Train Inference Mismatch

● Part 2 - What to run?

○ Colocated

○ Disaggregated

■ Inflight weight update

■ N steps off

● Part 3 - Looking Forward

○ Dynamic Load Balancing

○ Heterogenous Inference Workers
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Colocated RL

● Train and Inference share the same GPUs
○ GPUs all do the same thing, rollout <-> train

● For the same GPU count, can train a bigger model
○ E.g. more GPUs for FSDP

● More suitable for fully synchronous RL
○ Nano-v3 is trained with colocated fully on policy 

RL
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Challenges with Colocated RL

Baseline: Sync
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● Memory management
○ Inference engine can hold onto GPU 

memory that needs to be offloaded before 
training

○ E.g. NCCL buffers, CUDA graphs
● Poor total GPU utilization with long tail 

generations
● Hard to scale independently, more inference 

gpus also means more training gpus
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Disaggregated RL

● Train and Inference share the different GPUs
○ Training and Generation can happen together
○ Important to choose the number of inference and 

training gpus wisely so they overlap
● Usually 2-3x performance gain when paired with async
● Better for scaling to large jobs
● More suitable for asynchronous RL but also more 

complex
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Disaggregated + Async RL

● If the algorithm can handle staleness then we can 
queue N steps of prompts in advance

○ Allows for train <-> inference time to be 
overlapped
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Naive Disaggregated + Async RL with 1 step off



Disaggregated + Async RL - N-step Off
- Intuitively, *step-off” means training will not 

be “blocked” by generation, since generation 
has some lead time 

- As N increases
- the more “cushion” it buys for 

generation so it does not block training.
- That also means training is more 

“off-policy”, which can have accuracy 
impact
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Disaggregated + Async RL Inflight Weight update

2-step off Training Generation Load Weight

2-step off + Inflight weight update
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Challenges in Modern 
RL Infrastructure

● Part 1 - Train Inference Mismatch

● Part 2 - What to run?

○ Colocated

○ Disaggregated

■ Inflight weight update

■ N steps off

● Part 3 - Looking Forward

○ Dynamic Load Balancing

○ Heterogenous Inference Workers



Core Problem: Long tail generations

● Some generations can be very long
○ This can cause stalls in the other 

inference workers
● Must eventually wait for these long 

generations to finish
● Figuring out how to handle these samples is 

key to rollout efficiency (70-80% of end to end 
training time)

Figure from https://arxiv.org/pdf/2509.18521v3  

https://arxiv.org/pdf/2509.18521v3


Dynamic Load Balancing
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● Instead of statically assigning inference work
○ Queue new requests on engines with 

less work
○ Move requests from busy engines to 

empty ones
● Applies to both Sync and Async RL
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Heterogenous Inference Workers

● Change parallelisms on for different inference workers

Engine 0
TP8

Engine 2
TP2

Engine 3
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Engine 4
TP2

Engine 5
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Engine 1
TP8

Better for latency

Better for throughput

Move long requests



Thank you!

Megatron-Bridge: https://github.com/NVIDIA-NeMo/Megatron-Bridge 

Megatron-LM: https://github.com/NVIDIA/Megatron-LM 

NeMo-RL: https://github.com/NVIDIA-NeMo/RL 

NeMo-Gym: https://github.com/NVIDIA-NeMo/Gym 

https://github.com/NVIDIA-NeMo/Megatron-Bridge
https://github.com/NVIDIA/Megatron-LM
https://github.com/NVIDIA-NeMo/RL
https://github.com/NVIDIA-NeMo/Gym

