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Continuing From The Previous Part

What The Next Presenter Will Discuss

▶ NeMo RL architecture: Megatron-Core, vLLM,
Megatron-Bridge, NeMo-Gym

▶ Ray orchestration and the single-controller
pattern

▶ train–inference mismatch and logprob error
tracking

▶ colocated vs. disaggregated RL placement

▶ async RL: N-step off, inflight weight update

▶ long-tail generations, dynamic batching, CPU
bottlenecks

What this part covers

▶ the Nemotron Nano v3 post-training recipe that
runs on that infrastructure

▶ chat template as a token-level protocol

▶ SFT data factory across many domains

▶ multi-environment RLVR with curriculum

▶ GenRM-based RLHF with verbosity control

Connection

The next presenter will show you how the system runs. This part shows you what the system runs — the data,
the recipe, and the algorithm design decisions behind Nemotron Nano v3.



Nemotron Was Trained In Multiple Stages

SFT
behavior shaping

chat + tools
+ control

RLVR I
verifiable
capability

many envi-
ronments

RLHF
helpfulness

chat alignment

RLVR II
refresh breadth

post-RLHF

install the interface
(template, tools, reasoning control)

push on tasks with
mechanical or judge-able reward

use a large, generative reward
model

for chat helpfulness

Recover the reasoning abilities

Read it this way

The idea of post-training is to build the best model – this often requires many iterations and stages to ensure all
the capabilities are improved without interference.

Source: Nemotron 3 Nano Technical Report, §3.1–§3.3.



Tech report result snapshot: Figure 1

Recreated from the report’s Figure 1 annotations and caption.



Chat Template
Deep Dive on Data, Chat Template, RLVR, and GenRM-based RLHF



Starting Point: The Chat Template

The Importance of the Chat Template

▶ The chat template is central to reasoning mode, reasoning-off mode, and tool-integrated reasoning

▶ Tool-integrated reasoning depends on the template’s materialization choices of the previous thinking turns

▶ Multi-step and multi-turn behavior are partly determined by how prior reasoning is serialized

Source: Nemotron 3 Nano Technical Report, §3.1.1.



Concrete starting point: Qwen3-Coder base template plus Nemotron
extensions

Starting point

▶ start from the Qwen3-Coder chat template

▶ keep its instructions and prompt format

▶ add Nemotron-specific extensions on top

What Are The Extensions?

▶ <think> and </think> tags

▶ reasoning truncation rules

▶ reasoning-budget support (Not in Nano, but
in Super)

▶ no-thinking support

Why inherit + extend?

Reuse a strong coder/tool template, then bolt on the reasoning control that Nemotron-style post-training needs.



Concrete example: single-turn with thinking mode

API input (chat completions)

{
"messages": [

{"role": "system",
"content": "You are a terse assistant

that thinks deeply."},
{"role": "user",
"content": "Write a haiku about whales."}

],
"add_generation_prompt": true

}

chat template fills in model generates

Serialized prompt (what the model sees)

<|im_start|>system
You are a terse assistant that thinks deeply.
<|im_end|>
<|im_start|>user
Write a haiku about whales.<|im_end|>
<|im_start|>assistant
<think>
... model generates reasoning here ...

What to notice

Everything in blue is filled in by the chat template. The model generates
from orange onward—inside the <think> segment.



Concrete example: no-thinking mode vs. thinking mode

chat template fills in model generates

Thinking mode (enable_thinking: true)

<|im_start|>user
Write a haiku about whales in New York
<|im_end|>
<|im_start|>assistant
<think>
Okay, let me check the weather ...
</think>
I’ll tailor the haiku to the weather.
<tool_call>
<function=get_weather>
<parameter=location>New York, NY</parameter>
<parameter=unit>celsius</parameter>
</function>
</tool_call>
<|im_end|>

No-thinking mode (enable_thinking: false)

<|im_start|>user
Write a haiku about whales in New York
<|im_end|>
<|im_start|>assistant
<think></think>
I’ll tailor the haiku to the weather.
<tool_call>
<function=get_weather>
<parameter=location>New York, NY</parameter>
<parameter=unit>celsius</parameter>
</function>
</tool_call>
<|im_end|>

Same conversation, different prefill

Left: template inserts <think> and the model generates reasoning + </think> before acting. Right: template inserts <think></think> — the
model generates directly, skipping reasoning entirely.



Concrete example: tool definitions in the serialized prompt

API input (tool definition)

"tools": [{
"type": "function",
"function": {

"name": "get_weather",
"description": "Get the current

weather in a given location",
"parameters": {

"type": "object",
"properties": {

"location": {
"type": "string",
"description": "City and

state, e.g., ’San Francisco,
CA’"

},
"unit": {

"type": "string",
"enum": ["celsius",

"fahrenheit"]
}

},
"required": ["location", "unit"]

}
}

}]

How it appears in the system message

# Tools
You have access to the following functions:
<tools>
<function>
<name>get_weather</name>
<description>Get the current weather in a given
location</description>
<parameters>
<parameter>
<name>location</name>
<type>string</type>
<description>City and state, e.g., ’San Francisco,
CA’</description>
</parameter>
<parameter>
<name>unit</name>
<type>string</type>
<enum>["celsius", "fahrenheit"]</enum>
</parameter>
<required>["location", "unit"]</required>
</parameters>
</function>
</tools>

System Prompt Materialization

The template converts OpenAI-style JSON tool definitions into a rigid XML schema
inside the system message.



Concrete example: what a tool call looks like end to end

chat template fills in model generates

System message includes format instructions

If you choose to call a function ONLY
reply in the following format with
NO suffix:

<tool_call>
<function=example_function_name>
<parameter=example_parameter_1>
value_1
</parameter>
</function>
</tool_call>

<IMPORTANT>
Reminder:
- Function calls MUST follow the

specified format
- Required parameters MUST be specified
- You may provide optional reasoning

BEFORE the function call, but
NOT after

</IMPORTANT>

What the model actually generates

<|im_start|>user
Write a haiku about whales in New York
<|im_end|>
<|im_start|>assistant
<think>
Let me check the weather first.
</think>
I’ll tailor the haiku to the weather.
<tool_call>
<function=get_weather>
<parameter=location>
New York, NY
</parameter>
<parameter=unit>
celsius
</parameter>
</function>
</tool_call>
<|im_end|>

Reasoning before, never after

The model can emit natural language before the <tool_call> block,
but nothing after it. This rule is enforced by the template instructions
in the system message.



Multi-step semantics: keep reasoning inside the current user turn

User turn
initial request

Assistant step 1
reasoning trace + tool call

Tool response
returned within same task flow

Assistant step 2
retain current-turn, previous
assistant step thinking tokens

Rule

For multi-step, the thinking tokens for the current user turn are retained across all previous assistant steps. Additional thinking tokens are added
as the number of steps for that user query grows.

Why keep them?

For tool integrated reasoning, retaining the thinking tokens for a single "user task" helps adherence to the original plan. We drop across user turns
so that we don’t run out of context.



Multi-turn semantics: drop old reasoning across turns

Turn 1, Step 1-N assis-
tant
user request + assistant
reasoning + tool calls +
answer

Turn 2 user
new user message arrives

Rule
drop all prior thinking tokens
before the current user turn

Turn 2, Step 1 assis-
tant
fresh <think> segment
only

Rule

For multi-turn, the thinking trajectory gets truncated across turns. All prior thinking tokens before the current user turn are dropped.

Why drop them?

Keeps chain-of-thought from becoming long-lived conversation state. Reasoning stays local to the current turn, since we look at each user turn as
a different but related "task" for the model to solve with multiple environment interactions/tool calls.



Concrete example: step 2 — tool result comes back, assistant continues

chat template fills in model generates

Recap: step 1 ended with model’s tool call

<|im_start|>user
Write a haiku about whales in New York
<|im_end|>
<|im_start|>assistant
<think>
Let me check the weather first.
</think>
I’ll tailor the haiku to the weather.
<tool_call>
<function=get_weather>
<parameter=location>New York, NY</parameter>
<parameter=unit>celsius</parameter>
</function>
</tool_call>
<|im_end|>

This is the same as the previous slide. The model’s <|im_end|>
signals it is done and waiting for a tool result.

Step 2: template inserts result, model thinks then answers

<|im_start|>user
<tool_response>
{"location": "New York, NY",
"temperature": 17, "unit": "celsius",
"condition": "overcast clouds"}

</tool_response>
<|im_end|>
<|im_start|>assistant
<think>
It’s 17C and overcast. I’ll weave that in.
</think>
Gray clouds over bay,
Whales sing through New York’s silence---
Tides dream of the sea.
<|im_end|>

Still the same user turn

Template prefills <think> (open). Model reasons about the tool
result, closes </think>, then answers. Step 1’s thinking tokens are
still in context above.



Concrete example: next user turn — thinking gets truncated

chat template fills in model generates

Turn 1 history (thinking dropped)

<|im_start|>user
Write a haiku about whales in New York<|im_end|>
<|im_start|>assistant
<think> ... DROPPED ... </think>
I’ll tailor the haiku to the weather.
<tool_call>
<function=get_weather>
<parameter=location>New York, NY</parameter>
<parameter=unit>celsius</parameter>
</function></tool_call>
<|im_end|>
<|im_start|>user
<tool_response>
{"location": "New York, NY", ...}
</tool_response>
<|im_end|>
<|im_start|>assistant
<think> ... DROPPED ... </think>
Gray clouds over bay, ...
<|im_end|>

Turn 2 (new user message — fresh thinking)

<|im_start|>user
Also include Miami<|im_end|>
<|im_start|>assistant
<think>
Let me check Miami’s weather ...
</think>
I’ll add a Miami verse.
<tool_call>
<function=get_weather>
<parameter=location>Miami, FL</parameter>
<parameter=unit>celsius</parameter>
</function></tool_call>
<|im_end|>

Truncation = drop prior-turn thinking

Gray text : thinking from turn 1 is stripped by the template. Tool calls,
tool results, and answers remain. Turn 2 gets a fresh <think> prefill
— the model reasons from scratch for the new task.



Tool calling format is deliberately rigid XML

Required XML tool-call format

▶ tool calls must live inside <tool_call>...</tool_call>
▶ an inner <function=...>...</function> block is mandatory
▶ each argument becomes its own

<parameter=...>...</parameter> block
▶ required parameters must be present

For training

The verifier gets a crisp target language: tool calls are structurally
obvious, not “semantically inferred.”

For inference

Easier to parse, easier to judge, easier to hook into downstream
runtime systems.



The chat template is the model’s API contract

It is the interface to the post-trained model

▶ the model was trained on data serialized through
this template

▶ not following it breaks the model — incorrect
framing, missing tags, or wrong prefills produce
unpredictable behavior

▶ every downstream system (API servers, agent
frameworks, evaluation harnesses) must respect
this contract

It unifies training and serving

▶ same template materializes SFT data, RLVR
rollouts, and inference requests

▶ no gap between how the model is trained and
how it is used

▶ every design decision in the template (thinking
tags, tool XML, budget injection, truncation rules)
directly affects model controllability

Why spend so many slides on this?

it is the single source of truth that determines what the model can do, how you control it, and whether it works
correctly at inference time.



SFT and the Synthetic Data Factory
Deep Dive on Data, Chat Template, RLVR, and GenRM-based RLHF



SFT installs the interface for the model

What changed from earlier generations

▶ much broader and higher-quality SFT data

▶ heavy emphasis on multi-step and multi-turn
agentic tasks

SFT has to teach all this before RL starts
▶ reasoning mode vs. non-reasoning mode

▶ tool formatting and tool-integrated reasoning

▶ multi-step and multi-turn structure

▶ handling truncated thinking traces when the
model runs out of budget

Think of it this way

SFT is where the model becomes operable as a chat + reasoning + tool system. RL then builds on that interface.

Source: Nemotron 3 Nano Technical Report, §3.1 and §3.1.1.



Common synthetic-data recipe across SFT domains

1. Seed source
documents, GitHub is-
sues, personas, English
data

2. Teacher generation
answers, reasoning
traces, tool trajectories,
multi-turn chats, transla-
tions

3. Task-specific verifi-
cation
compiler, executor,
judge, language-ID,
moderation, schema
checks

4. Post-process +
pack
drop malformed sam-
ples, filter repetition,
blend domains

Recurring pattern

Every domain follows the same loop: seed → synthesize → verify → mix.

Source: Nemotron 3 Nano Technical Report, §3.1.2–§3.1.5.



Filtering after every synthetic pipeline

Structural validity

▶ malformed examples
are removed

▶ e.g. missing tool
definitions when tool
calls are present

Reasoning quality

▶ aggressively filter
repetition

▶ repeated n-grams signal
low-quality traces

Compliance

▶ license and governance
checks

▶ judge / executor /
compiler filters in many
domains

Narrative filter

▶ internal audits found
some teacher outputs
with undesirable political
or nationalistic slant

▶ targeted filters remove
them

Broader point

Synthetic-data quality is not just about correctness—format discipline, behavior quality, and content governance all matter.

Source: Nemotron 3 Nano Technical Report, §3.1.3.



Math and code: seed sources and teacher distillation

Competition Math

▶ seeds: DAPO and SkyWorks math datasets —
competition-level problems (AMC, AIME, Olympiad-style)

▶ teacher: GPT-OSS-120B generates reasoning traces
▶ also create tool-integrated math traces using Python

execution + GPT-OSS-120B

Competition Coding

▶ seeds: competitive programming problems with unit tests
▶ teacher: DeepSeek-R1-0528 generates solution traces

Terminal Use

▶ seeds: verifiable shell tasks derived from code, math, and
SWE data

▶ teachers: Qwen3-Coder-480B and Kimi-K2-Instruct via
Terminus agents to generate action trajectories

Formal Proofs

▶ autoformalize 580K theorems into Lean 4; prove with
Goedel-Prover-V2-32B

▶ keep only compiler-verified successes (300K proofs)
Source: Nemotron 3 Nano Technical Report, §3.1.2.



Software engineering: from GitHub issues to agent trajectories

Seed sources

▶ real GitHub issues from SWE-Gym, R2E-Gym, and
SWE-rebench

▶ Super adds agentic programming: 20K CLI queries from
NeMo Data Designer (24 action types) + 15K synthesis tasks
with AGENTS.md specs

▶ 3K challenging SWE tasks with pre-existing repos + 10K
web-dev tasks (Node.js, no pre-existing code)

Trajectory distillation

▶ harnesses: OpenHands, SWE-Agent, Mini-SWE-Agent
▶ teachers: Qwen3-Coder-480B-A35B-Instruct and other

open-source agentic LLMs
▶ filter by execution success — the verifier is whether the code

actually works

Multi-step action sequences

These domains teach code exploration, issue reproduction, and bug
fixing — not one-shot text answers.

Sources: Nemotron 3 Nano Report, §3.1.2; Super Report, §3.1.1.



Agentic tool use: the three-agent SDG pipeline

User Simulator
given a customer sce-
nario + domain policy
produces one customer
message at a time
decides when the task is
complete

Agent
conditions on domain
policy + tool schemas
emits text or a tool call
reasoning traces are
generated here

Environment Simulator
returns tool results con-
ditioned on policy, sce-
nario, tool definitions,
and conversation state

customer text tool call

tool resultassistant text

How it works

▶ three LLM-based models run in a closed loop
▶ each grounded in the same domain context: policy text, tool

JSON schemas, and a customer scenario
▶ the loop runs until the user simulator signals COMPLETE or an

error terminates the trajectory

Per-domain grounding

▶ domains: event ticketing, health care, hospitality, ride sharing,
banking, . . .

▶ each has its own policy.md + tools.jsonl
▶ scenarios test both covered and uncovered customer requests

Source: Nemotron 3 Nano Technical Report, §3.1.2.



Science, multilingual, and other domains

Science

▶ seeds: Nemotron v2 questions + scientific articles, annotated
by domain and level

▶ graduate-level subset retrieved via vector DB
▶ NeMo Data Designer generates paraphrases and format

variants
▶ GPT-OSS Python traces + LLM-judge filtering
▶ produces MCQ, open-ended QA, and tool-integrated reasoning

traces

Multilingual

▶ translate English post-training data into French, Spanish,
Italian, German, Japanese

▶ teacher: Qwen2.5-Instruct; skip code, XML tags, URLs

Also in the mix

▶ CUDA: PyTorch ↔ CUDA C pairs, compiler-verified
▶ GenSelect: “pick the best solution” tasks that train the model

as a generative reward model
▶ Chat + IF + Safety: LMSYS/WildChat answers, persona-based

IF, moderation-filtered safety
Source: Nemotron 3 Nano Technical Report, §3.1.2.



SFT mixture: breadth is the point

Domain Percent Why it matters

Chat 28.6% conversational surface area and general helpfulness
Code 20.7% code generation and reasoning-heavy program synthesis
Science 12.8% retrieval-grounded reasoning and tool-integrated science QA
Math 9.9% hard reasoning tasks
Multilingual 7.4% translated and multilingual instruction-following behavior
Math with tools 4.9% explicit tool-mediated reasoning
GenSelect 3.0% candidate comparison
SWE 3.0% software engineering trajectories
Conv. Agent / Formal Proofs /
Long Context / Terminal Use

2.0 / 2.0 /
2.0 / 1.5%

narrow but strategically important behaviors

Why so many domains?

The point is not balance for its own sake—it is to install a broad agentic interface layer before RL begins.

Source: Nemotron 3 Nano Technical Report, Fig. 5 and §3.1.4.



Tech report result snapshot



Thinking mode with budget control is now a product feature



Special Highlight: Exact reasoning-control recipe in SFT

One source trajectory becomes multiple supervision views

Full reasoning view prompt → full reasoning trace → post-
reasoning response

Reasoning on/off random 10%: strip the reasoning trace and
keep the response

Budget control random 3%: truncate the reasoning trace
to sampled budgets, then continue with the
original post-reasoning response

What the percentages mean

▶ 10% is the explicit reasoning-off control
signal

▶ 3% is the explicit budget-control signal

▶ the rest of the data still teaches full
reasoning traces

Details

The answer after truncation is not
regenerated—training keeps the original
post-reasoning response.

Source: Nemotron 3 Nano Technical Report, §3.1.5.



What a budget-controlled example teaches

Prompt
solve a problem

Original full trace
step 1 → step 2 → step 3 → step 4
→ step 5

Original answer
final response

Sample a budget
e.g. keep only the first
two reasoning steps

Budgeted training view
prompt → truncated trace → same
final answer

What the model learns

“Even with less visible reasoning, land in the same answer format and target.” That teaches budgeted reasoning behavior, not just shorter text.

Source: Nemotron 3 Nano Technical Report, §3.1.5.



SFT hyperparameters and what they imply

Training setup

▶ 13K training steps

▶ batch size 64

▶ sequence packing to 256K

▶ learning rate 5 × 10−5

▶ warmup 800 steps

▶ sequence-level MoE load-balancing
regularizer coefficient 10−4

Reading

▶ long sequence packing matters because the
template now carries long traces, long contexts,
and tool histories

▶ still supervised training, but on a data distribution
much closer to real agentic use than classic
instruction tuning

Source: Nemotron 3 Nano Technical Report, §3.1.6.



Multi-Environment RLVR
Deep Dive on Data, Chat Template, RLVR, and GenRM-based RLHF



The central RL claim: unified multi-environment RLVR

What the report says

▶ train on all environments simultaneously

▶ this gives stable gains across all benchmarks

▶ single-environment training can cause unrecoverable
degradation elsewhere

▶ there are two RLVR stages: one after SFT and one
after RLHF

The real novelty

Not just “doing RL”—it is doing joint RL on a
diverse verifiable environment set with a
curriculum that preserves breadth.

Source: Nemotron 3 Nano Technical Report, §3.2.



The RLVR environment set

Competition Math
17K + 104K tasks

Competition Coding
22K tasks after filtering

Question Answering
135K STEM MCQ tasks

Structured Outputs
9K JSON-schema tasks

Instruction Following
46K + 3K tasks

Long Context
12K multi-doc QA tasks

Workplace Assistant
26 tools, 5 DBs, 690 tasks

Conversational Agent
banking-style tool use, 1K
tasks

Common thread

▶ every environment has a verifier or a
judge

▶ some are benchmark-like; others are
heavily synthetic and agentic

▶ no single one is broad enough to cover
the full post-training target



Environment details I: math, coding, QA, structured outputs

Environment Scale Construction / reward details

Competition Math 17K + 104K DAPO and SkyWorks math datasets
Competition Coding 22K competitive coding problems; unit tests capped to reduce verification cost
Question Answering 135K difficult STEM MCQ tasks generated from reference documents
Structured Outputs 9K synthesize (schema, document) pairs; reward only exact schema adherence; no semantic-

content reward

Good example of the pattern

Structured outputs: synthesize tasks from documents and schemas, hand them an exact verifier, and you have an RL environment.

Source: Nemotron 3 Nano Technical Report, §3.2.1.



Environment details II: instruction following, long context, and tool use

Instruction Following

▶ environment 1 refreshes IFBench-style prompt constraints
(46K tasks)

▶ environment 2 uses an LLM judge for subtle multi-turn
instruction following (3K tasks)

Long Context

▶ generated from multi-document synthesis data
▶ each question must rely on at least five documents
▶ total input limited to 32K tokens

Agentic Tool Use

▶ Workplace Assistant: multi-step environment with five
databases, 26 tools, 690 tasks

▶ Conversational Agent: banking-style tool tasks such as
account disputes and card unblocks

▶ both are verified through executed tool calls and resulting DB
state

Source: Nemotron 3 Nano Technical Report, §3.2.1.



Curriculum starts with profiling the SFT checkpoint

1. Profile tasks
run the SFT check-
point across all RL
tasks

2. Remove solved
tasks
drop tasks with 100%
pass rate

3. Fix domain ratios
keep stable domain
shares in every batch

4. Apply difficulty cur-
riculum
sample from easier to
harder tasks over time

Key idea

The model does not train on the raw environment distribution. The environment pool gets re-profiled through the
current checkpoint’s abilities, then turned into a curriculum.

Source: Nemotron 3 Nano Technical Report, §3.2.2.



Gaussian pass-rate curriculum

Mechanics

▶ keep a fixed domain ratio in every batch

▶ within each domain, model the target pass-rate
distribution as a Gaussian

▶ early training samples higher pass-rate
(easier) tasks

▶ later training shifts toward lower pass-rate
(harder) tasks task difficulty

sampling weight
early late

Effect

Avoids collapsing onto easy tasks while keeping all
domains alive.

Source: Nemotron 3 Nano Technical Report, §3.2.2 and Fig. 6.



Batch-wise pass rates across the RL curriculum



RLVR algorithm: synchronous GRPO plus stability levers

Core optimizer setup

▶ synchronous GRPO

▶ masked importance sampling to reduce
training–inference mismatch

▶ 128 prompts/step and 16 generations/prompt

▶ batch size 2048; updates remain on-policy

Length + MoE handling

▶ max generation length 49K

▶ overlong filtering

▶ freeze MoE router weights

▶ use aux-loss-free load balancing and expert-bias
updates

Source: Nemotron 3 Nano Technical Report, §3.2.5.



RLVR surpasses a heavily fine-tuned SFT baseline



RLHF and GenRM
Deep Dive on Data, Chat Template, RLVR, and GenRM-based RLHF



Why RLHF is still needed after RLVR

What RLVR is good at

▶ tasks with verifiable reward: exact answers, schema
adherence, executed DB state, judge-able constraints

▶ broad capability gains when many such environments
are trained together

What RLHF targets

▶ key chat benchmarks

▶ helpfulness where reward is not naturally exact or
mechanistic

How they fit together

RLVR broadens the model on tasks you can score
mechanically. RLHF pushes on overall chat
quality. The second RLVR pass keeps chat
alignment from swallowing everything else.

Source: Nemotron 3 Nano Technical Report, §3.3.



Bradley–Terry RM versus GenRM

Traditional Bradley–Terry reward model

▶ usually predicts a scalar preference between
two responses

▶ compact and efficient, but easier to overfit or
hack

Generative reward model

▶ reasons through strengths and weaknesses of both
candidates

▶ emits two helpfulness scores and a ranking
score

▶ recent work (cited in the report) argues GenRMs
generalize better than Bradley–Terry models

Why pay the compute cost?

NVIDIA bets that a stronger judge reduces reward hacking risk enough to justify the extra expense during RLHF.

Source: Nemotron 3 Nano Technical Report, §3.3.1.



GenRM input-output contract

Input to GenRM
conversation history +
new user request

Candidate response 1
assistant answer A

Candidate response 2
assistant answer B

GenRM
reason

about both
then score

helpfulness score
for response 1

helpfulness score
for response 2

ranking score
for the pair

Score ranges

▶ helpfulness scores range from 1 to 5

▶ ranking score ranges from 1 to 6

▶ 1 means response 1 is far superior; 6
means response 2 is far superior

More than “A beats B”

The judge decomposes each pair into
per-response helpfulness plus a relative ranking.

Source: Nemotron 3 Nano Technical Report, §3.3.1.



How the GenRM itself is trained

Initialization + RL setup

▶ initialize from Qwen3-235B-A22B-Thinking-2507
▶ convert it into a GenRM with GRPO
▶ 128 prompts/batch, 8 generations/prompt
▶ 1 gradient step on the full batch

Worth noting

▶ NVIDIA is not just using RL to train the assistant
▶ they also spend a dedicated RL stage training the judge itself
▶ that tells you how much reward-model quality matters to the whole

recipe

Source: Nemotron 3 Nano Technical Report, §3.3.1.



GenRM training reward

Equation from the report

R = −C1Iformat − |Ph1 − Gh1| − |Ph2 − Gh2| − C2|Pr − Gr|

Constants

▶ C1 = 10
▶ C2 = 1

Format term

Penalize malformed structured output.

Helpfulness terms

Match two separate helpfulness labels, one for
each candidate response.

Ranking term

Match the relative preference label for the pair.

Source: Nemotron 3 Nano Technical Report, Eq. (1).



GenRM training data sources

Data sources

▶ HelpSteer3

▶ commercially-friendly subset of
arena-human-preference-140k

▶ a synthetic safety blend

Augmentation

▶ duplicate each sample by swapping response
positions

▶ explicit attempt to reduce positional bias

Figure 10

As GenRM RL training scales, performance improves
on RM-Bench, JudgeBench, and an internal
validation set.

Source: Nemotron 3 Nano Technical Report, §3.3.1 and Fig. 10.



GenRM and RLHF numbers

Recreated from the report’s RLHF/GenRM constants and Figure 10 trend statement.



Synthetic safety preferences for GenRM training

Chosen Rejected

Harmful
prompt

safe, aligned re-
sponse

unsafe output (via
jailbreak or direct
prompting)

Safe prompt normal helpful re-
sponse

over-refusal (un-
necessary refusal
via refusal tem-
plates)

How pairs are generated

▶ seed prompts from the same distribution as SFT safety
data

▶ five open-source models generate candidate responses

▶ chosen and rejected are paired per prompt

Two failure modes, one dataset

The GenRM must learn to reward safe
responses to harmful prompts while also
penalizing over-refusal on safe prompts.
Both are trained as preference pairs in the
same safety blend.

Why over-refusal matters

A model that refuses everything is safe but
useless. The rejected side of safe-prompt
pairs explicitly teaches the judge that
unnecessary refusal is a failure mode.

Source: Nemotron 3 Nano Technical Report, Appendix D.



How GenRM is used inside RLHF

The comparison-budget problem

▶ RLHF uses 128 prompts, 16 responses per prompt
▶ all-pairs would need 120 GenRM calls per prompt—too expensive
▶ instead: a circular comparison graph with exactly 16 comparisons
▶ each response appears twice in different positions to reduce positional

bias

From comparisons to reward

▶ GenRM returns si, sj , and sr for a pair
▶ if si = sj , a ranking-based tiebreaker is applied
▶ base reward for response ri is the average of its two pairwise match

scores

Circular comparison intuition

r1

r2

r3

r4

r5

r6

· · · extend the ring to all 16 responses

Source: Nemotron 3 Nano Technical Report, §3.3.2.



Why base reward alone drives verbosity upward

The observation

▶ response length grows fast during RLHF under
only the base reward

▶ most of the growth is in the reasoning trace

▶ only the final answer gets judged by GenRM

Not purely reward hacking

▶ more hidden reasoning genuinely helps on
math and coding

▶ but ordinary chat prompts usually do not need
long hidden traces

Why verbosity control matters

This is not cosmetic. The reward channel only partially sees the model’s computation, so unchecked reasoning
growth is a real problem.

Source: Nemotron 3 Nano Technical Report, §3.3.2.



Group Relative Length Control (GRLC)

Intuition

▶ split each response into a reasoning part
and an answer part

▶ compare lengths within the group of
responses to one prompt

▶ reward shorter responses relative to peers,
not relative to one global target length

Equations from the report

w
(think)
i

= 1 −
ℓ

(think)
i

− ℓ
(think)
min

ℓ
(think)
max − ℓ

(think)
min

w̃
(think)
i

= w
(think)
i

−
1
N

N∑
j=1

w
(think)
j

Ri = R
base
i + λthinkw̃

(think)
i

+ λansw̃
(ans)
i

▶ same construction is applied to answer length
▶ zero-mean centering stabilizes reward scale within the group

Source: Nemotron 3 Nano Technical Report, Eq. (4)–Eq. (6).



Thank You!
Deep Dive on Data, Chat Template, RLVR, and GenRM-based RLHF



What to explore next

Open resources

▶ Nemotron 3 Nano v3 technical report

▶ Nemotron 3 Super technical report

▶ Released SFT datasets and RL environments

▶ NeMo RL / NeMo Gym (open source)

Open questions

▶ how far can async RL push N-step off-policy
without accuracy loss?

▶ can GenRM replace Bradley–Terry RMs entirely?

▶ how to scale the environment portfolio beyond
8–20 environments?

▶ what is the right balance between SFT breadth
and RL depth?



End of Lecture 16
Case Study: Post-Training of Nemotron Nano v3 and NeMo RL
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