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Lecture 15: RL Algorithms for Post-Training
From REINFORCE to PPO, GRPO, GSPO, CISPO — and how they power near-frontier reasoning

and agent models (2025–2026)
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Roadmap

Narrative arc
1 Why RL for post-training? What changed in 2025 that made RL the capability engine.
2 Mathematical foundations: policy gradients, baselines, GAE, importance sampling, clipping.
3 PPO: the canonical trust-region recipe and its strengths/limits for long-CoT.
4 GRPO family: critic-free reasoning RL — GRPO, DAPO, Dr.GRPO, REINFORCE++, GSPO.
5 Off-policy and long-context RL: CISPO, partial rollouts, trajectory reuse.
6 Agent RL: multi-turn, tool-using trajectories and environment-centric training.
7 Reward engineering: verifiers, graders, composite objectives, reward hacking.
8 Systems and scaling: infrastructure, scaling laws, distillation, deployment.
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Why RL became the capability engine



The 2025 post-training pipeline

Base
model

Protocol SFT
+ vertical SFT

Reasoning RL
/ agent RL

Distill / fuse
+ ship

Demonstrations
+ preference seeds

Verifiers, judges,
tests, environments

Successful traces
+ failure logs

Multi-stage pattern
Cold-start SFT stabilizes format and protocol. RL discovers stronger reasoning and agent strategies.
Distillation/fusion recovers latency and controllability. Public examples: DeepSeek-R1, Kimi k1.5/K2, Qwen3,
MiniMax-M1/M2.5.

Key shift
Before 2025, RL was alignment polish. From 2025 on, RL is the capability engine — it discovers behaviors no
static labeler wrote down.

Scalable AI: Bridging Theory, Understanding, and Practice 4 / 44



SFT vs. RL: behavioral cloning vs. policy improvement

SFT (behavioral cloning)
learns from fixed expert demonstrations
cannot improve beyond the data
no mechanism for exploration or self-correction
label is written before training

RL (policy improvement)
model generates its own data, scored by verifiers
can discover solutions not in any demonstration set
learns to search, self-verify, and recover from errors
“label” is created after the model acts

Empirical evidence (Chu et al., 2025)
“SFT Memorizes, RL Generalizes”: on held-out math distributions, RL-trained models maintained accuracy while
SFT models dropped ∼15–20% — even when both were trained on the same task family.
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Three forces that made RL viable at scale

1. Verifiable domains
Math: exact answers.
Code: unit tests.
Agents: environment scores.
High-precision reward ⇒ reliable
gradient signal from rollouts.

2. Long-CoT as search
Extended chain-of-thought lets
models execute a learned search
policy:
plan → check → revise → commit
RL rewards the outcome of search,
not just each step.

3. Systems matured
Rollout fleets, async schedulers,
disaggregated training-inference, replay
buffers, long-context serving.
>10× throughput gains reported
(MiniMax, 2025–2026).

Result
DeepSeek-R1, Kimi k1.5, Qwen3, MiniMax-M1 all frame RL as the primary source of capability gain in
post-training — not merely a final polish.
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Mathematical foundations



The RL loop in LLM post-training

Prompt set
/ task pool

Current policy
πθ

Sample rollouts
(completions / trajectories)

Verifiers, graders,
environments

Policy update
θ ← θ′

LLM-specific vocabulary
State st = (x , y<t): prompt + generated prefix (+ tool outputs, context in agent settings)
Action at = yt : next token (or structured tool call, code patch, browser action)
Policy πθ(at | st): model distribution over next action
Trajectory τ : one completion or multi-turn rollout
Reward R(τ): verifier score, test pass rate, environment outcome, judge rating

Critical difference from SFT
The training data distribution is no longer fixed — it depends on the current policy, the prompt sampler, and
the reward computation, all of which co-evolve.
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Objective, policy gradient, and REINFORCE

Expected-return objective
J(θ) = Ex∼D, y∼πθ(·|x)[R(x , y)].

Policy gradient via the log-derivative trick (REINFORCE)

∇θJ(θ) = Eτ∼πθ

[
R(τ)

∑
t

∇θ log πθ(at | st)

]
.

If a trajectory gets high reward, increase probability of all its actions; if low, decrease.

The problem: extreme variance
With binary rewards (pass/fail), trajectories of thousands of tokens, and heterogeneous prompt difficulty, raw
REINFORCE gradients are dominated by noise. Everything that follows is about taming that variance.
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Why raw REINFORCE variance is catastrophic for LLMs

Variance of the REINFORCE estimator
The single-sample gradient estimate is ĝ = R(τ)

∑T
t=1 ∇θ log πθ(at | st).

Each of the T terms contributes variance, and the scalar R multiplies all of them, so:

Var
[
ĝ
]

= Var
[
R(τ)

∑T
t=1 ∇θ log πθ(at | st)

]
= O(T ).

R and the log-probs are correlated (both depend on the sampled trajectory), so there is no clean factorization —
but the O(T ) scaling is robust: each additional token adds at least one more random term to the sum.

Why O(T ) is devastating for LLM reasoning
A 4,000-token math response with binary R ∈ {0, 1}: every token inherits the same scalar reward.
Pass (R =1): pushes all tokens up equally — filler, wrong intermediate steps, correct steps.
Fail (R =0): gradient is exactly 0. That trajectory teaches nothing.
No per-token credit assignment; noise grows linearly in chain-of-thought length.
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Baselines and advantage: the key to variance reduction

Baseline identity
For any b(st) independent of at : Eat [b(st)∇θ log πθ(at | st)] = 0.
So replacing R(τ) with R(τ) − b(st) preserves the expected gradient while reducing variance. The question
becomes: better than what?

Value, Q, and advantage
V π(s) = Eπ[Gt | st =s], Qπ(s, a) = Eπ[Gt | st =s, at =a], Aπ(s, a) = Qπ(s, a) − V π(s).

A > 0: this action was better than average from this state. A < 0: worse. This is the quantity every algorithm
wants.

Where different algorithms get advantage
PPO: learned critic + GAE. GRPO: group-relative reward normalization. REINFORCE++: batch-global
normalized reward. SPO: persistent tracker + global normalization.
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GAE: trading bias for variance

TD residual and GAE formula
Starting from the temporal-difference residual δt = rt + γVϕ(st+1) − Vϕ(st):

ÂGAE(γ,λ)
t =

T−t−1∑
l=0

(γλ)lδt+l .

Bias–variance knob
λ ≈ 0: trust critic heavily ⇒ low variance, more
bias
λ ≈ 1: near Monte Carlo ⇒ low bias, higher
variance

LM reasoning special case
Sparse-verifier setups often use γ =1, λ=1: GAE
propagates the final outcome reward through the whole
trajectory, minus the critic baseline.
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GAE extremes: what λ actually controls

λ = 0: one-step TD advantage
Âλ=0

t = δt = rt + γVϕ(st+1)− Vϕ(st ).

One step ahead only. Low variance, but biased if Vϕ is inaccurate — common on long-CoT.

λ = 1: Monte Carlo advantage (with γ =1, the LM default)

Âλ=1
t =

T−t−1∑
l=0

δt+l =
∑T

t′=t
rt′︸ ︷︷ ︸

Gt (actual return)

−Vϕ(st ).

Telescoping collapses the sum: full Monte Carlo return minus critic baseline. Unbiased if Vϕ is calibrated, but high variance because Gtdepends on all future randomness.

Why γ =1, λ=1 dominates reasoning RL
Sparse terminal reward (rT =R(τ), rt =0 otherwise) ⇒ Ât = R(τ)− Vϕ(st ): every token’s advantage is “outcome minus how promising this
prefix looked.”
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The off-policy problem: why we need importance sampling

The practical situation
We now know how to estimate advantage. But there is a timing problem:

1 Generate a batch of rollouts with the current policy πθold .
2 Compute rewards and advantages.
3 Start updating parameters: θold → θ.

After even one gradient step, πθ ̸= πθold . The batch was sampled from πθold , but we are now optimizing πθ. Can
we still use that batch, or must we throw it away and resample?

Why this matters at scale
A single rollout batch for reasoning RL can take minutes to hours (long-CoT, tool use, agent environments).
Discarding it after one gradient step is enormously wasteful. We want to reuse data across multiple updates —
but the data is from the wrong distribution. Importance sampling provides the mathematical correction: it
re-weights old samples so they approximate expectations under the current policy.

Scalable AI: Bridging Theory, Understanding, and Practice 13 / 44



Importance sampling and trust regions

The IS correction

Ea∼πθ
[f (a)] = Ea∼µ

 πθ(a)
µ(a)︸︷︷︸

importance weight

f (a)

 .

If πθ would choose a more often than µ did, that sample counts more; if less, it counts less. For a full trajectory: w(τ) =
∏

t
πθ (at |st )
µ(at |st ) —

products over thousands of tokens can explode or vanish.

Controlling the damage: trust regions
KL penalty: maxθ E[R]− β E[KL(πθ∥πref)] — penalize moving too far.
Clipping: truncate rt (θ) = πθ(at |st )/µ(at |st ) to [1−ε, 1+ε] — cap the correction.

Do not confuse the three policies
Current πθ : being optimized (numerator of ratios). Behavior/old µ: generated the batch (denominator). Reference πref : KL anchor
(often a stable SFT checkpoint). These are three different models that play different roles.
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Ingredient view of modern post-training RL

Not a strict genealogy — these methods share and remix ingredients freely.

Method Advantage / baseline Policy clip Key ingredient

PPO critic + GAE token ratio critic value at each prefix
GRPO group-relative (r̄q, σq) + KL token ratio no critic; group std norm
R++ batch-global mean/std token ratio no per-prompt grouping
DAPO GRPO-style asym. token clip decoupled clip, dyn. sampling, token loss, overlong

shaping
Dr.GRPO group mean (no 1/|oi |, no σq) token ratio removes length & std bias
GSPO group-relative seq. ratio clip geom-mean ratio matches reward granularity
CISPO GRPO-style (via DAPO) clipped IS weights all tokens trainable; off-policy reuse
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PPO: the canonical trust-region recipe



PPO objective and mechanics

Clipped surrogate objective
For state-action pairs (st , at) from behavior policy πθold :

LPPO(θ) = E

[∑
t

min
(
rt(θ) Ât , clip(rt(θ), 1−ε, 1+ε) Ât

)]
, rt(θ) = πθ(at | st)

πθold (at | st)
.

Three ingredients
1 Advantage via critic + GAE: a value network Vϕ estimates expected future reward from each prefix.
2 Policy ratio: compares the new policy to the behavior policy that generated the batch.
3 Clipping: truncates the ratio to [1−ε, 1+ε], preventing overly large updates on stale data.

Mental model
PPO = “take small, stable steps toward better actions.” Every method in this lecture modifies one of these three
ingredients.
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How PPO clipping works: case-by-case

The clipped objective is min
(
rt Ât , clip(rt , 1−ε, 1+ε)Ât

)
. Let ε = 0.2 (typical).

Case 1: Ât > 0 (good action)
We want to increase πθ(at |st), so rt rises.

rt = 1.0: both terms equal, normal gradient
rt = 1.15: both terms equal, normal gradient
rt = 1.25: clipped term = 1.2Ât

min = 1.2Ât (gradient stops)
⇒ cannot push probability up past the 1+ε ceiling.

Case 2: Ât < 0 (bad action)
We want to decrease πθ(at |st), so rt falls.

rt = 1.0: both terms equal, normal gradient
rt = 0.85: both terms equal, normal gradient
rt = 0.75: clipped term = 0.8Ât

min = 0.8Ât (gradient stops)
⇒ cannot push probability down past the 1−ε floor.

Geometric intuition
Clipping creates a flat region in the surrogate loss beyond [1−ε, 1+ε]. The optimizer has zero gradient there, so it
never strays too far from the behavior policy in a single update. This is a cheap surrogate for a hard trust-region
constraint.
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PPO for LLMs: strengths and failure modes

Strengths
low-variance advantage from learned critic
mature ecosystem (OpenRLHF, verl, TRL)
works well with dense/intermediate rewards
cleanest bridge to standard RL theory

Failure modes in long-CoT
critic nearly doubles memory/compute
value prediction is noisy on long, revisionary chains
binary outcome rewards make critic targets unstable
stale ratios accumulate across thousands of tokens

Is PPO obsolete?
No. Open-Reasoner-Zero (Mar 2025) showed that vanilla PPO with γ =1, λ=1, rule-based rewards, and no KL
penalty reproduces R1-Zero-like scaling. PPO remains a strong baseline when you can afford the critic and have
informative intermediate signals. But for sparse-reward, long-trajectory reasoning, critic-free methods gained
traction — not because PPO is wrong, but because the critic-learning problem is hard and expensive in that
regime.

Scalable AI: Bridging Theory, Understanding, and Practice 18 / 44



GRPO and the critic-free reasoning RL family



GRPO: group-relative advantage without a critic

Core idea
For prompt q, sample a group of G completions from the old policy. Score each with a verifier. Estimate
advantage by comparing within the group:

Âi = ri − mean(r1, . . . , rG)
std(r1, . . . , rG) .

Objective (PPO-style clipping retained)

JGRPO(θ) = E

[
1
G

G∑
i=1

min
(

πθ(oi | q)
πθold (oi | q) Âi , clip

(
πθ(oi | q)

πθold (oi | q) , 1−ε, 1+ε

)
Âi

)
− βKL

]
.

In practice, the sequence-level signal is distributed across tokens for gradient computation.

Why GRPO became the default for reasoning RL
No value network to train. Natural fit for verifiable tasks with multiple samples per prompt. Prompt-local
normalization handles heterogeneous difficulty automatically.
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Mathematical intuition: GRPO advantage as empirical value estimation

What the group mean is estimating

r̄ =
1
G

G∑
i=1

ri ≈ Ey∼πθold
(·|q)[R(q, y)] = V πθold (q).

So Âi = (ri − r̄)/σ is a Monte Carlo advantage estimate using siblings as baseline — no critic needed.

Variance and the zero-signal problem
Var[Âi ] ≈

G + 1
G

= 1.

Good: variance = 1 regardless of reward scale. Bad: when all ri are equal, σ → 0 and Â is undefined (the zero-signal group problem).

Leave-one-out (RLOO): why exclude yourself?
GRPO includes sample i in its own baseline r̄ , shrinking its own advantage. RLOO uses only the other samples:

b−i =
1

G − 1

∑
j ̸=i

rj , ÂRLOO
i = ri − b−i .

Unbiased even for small G; avoids self-referential shrinkage.
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DeepSeek-R1: the public catalyst

DeepSeek-V3
Base

R1-Zero
(pure GRPO RL)

Cold-start
long-CoT SFT

Reasoning RL
+ preference RL

Distill
+ release

R1-Zero: emergent reasoning from pure RL
RL on base model without prior SFT
emerged: self-reflection, backtracking, self-verification
rule-based rewards only: accuracy + format

R1: multi-stage refinement
R1-Zero had readability and language-mixing
problems
SFT + further RL stages fixed style while
preserving reasoning
“discover with RL, package with SFT” became a
2025 pattern

Cautionary finding
DeepSeek reported reward hacking: reward increased while CodeForces performance decreased — the central
warning of all judge-shaped RL. Side evaluations independent of the training reward are essential.
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GRPO failure modes and the 2025 fix-up literature

Observed instabilities in naive GRPO
Zero-signal groups: all-correct or all-wrong ⇒ Â ≈ 0 ⇒ rollout compute wasted
Length bias: 1/|oi | normalization encourages longer (often incorrect) outputs
Entropy collapse: symmetric clipping over-suppresses exploratory tokens
Token/sequence mismatch: reward is per-sequence, optimization per-token

GRPO-family fixes (directly motivated by these failures)
DAPO decoupled clipping + dynamic sampling + token-level PG loss + overlong reward shaping
Dr.GRPO removes 1/|oi | length norm and σq division that bias toward longer outputs
GSPO sequence-level ratio via geometric mean matches reward granularity

REINFORCE++ is a parallel lineage, not a GRPO fix-up: it avoids per-prompt grouping entirely, using batch-global normalization instead.
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GRPO vs. REINFORCE++: different baseline strategies

GRPO: group-relative normalization
Sample G completions per prompt q:

ÂGRPO
i =

Ri − R̄q

σq
, σq = std({Rj}G

j=1).

Advantage defined within each prompt group. Includes explicit KL
term: L = LPG + βKL.

REINFORCE++: batch-global normalization
One response per prompt (k =1); normalize across the entire batch:

ÂR++
i =

Ri − R̄batch

σbatch
, R̄batch =

1
N

N∑
j=1

Rj .

No per-prompt grouping, no group std. Per-token KL folded into
reward: R′

i = Ri − β
∑

t
KL(t).

Key structural difference
GRPO: “better than other attempts at this prompt?” R++: “better than the batch average across all prompts?”
GRPO is less sensitive to prompt difficulty variation. R++ avoids per-group degeneracies (σq→0 when all group rewards equal).

Note: REINFORCE++ w/ Baseline variant
Later versions introduce a “w/ Baseline” variant for G >1 reasoning: subtract group mean first, then normalize by batch-level std of
subtracted values — a hybrid of both strategies.
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Dr.GRPO: where the length bias enters the gradient

Standard GRPO per-sample loss (simplified)

Li (θ) =
1
|oi |

|oi |∑
t=1

Âi · log πθ(oi,t | q, oi,<t ).

The 1
|oi | normalizes by response length. This seems innocuous.

The hidden bias
Two completions for the same prompt: o1 (correct, 200 tokens) and o2 (wrong, 2000 tokens).

o1: Â1 > 0, but 200 tokens contribute Â1/200 per token to the gradient.
o2: Â2 < 0, but 2000 tokens contribute |Â2|/2000 per token — 10× smaller signal.

The optimizer under-penalizes long wrong answers. Over many updates the policy learns: longer is safer.

Dr.GRPO fix
Remove 1/|oi |. Gradient becomes

∑
t

Âi · ∇ log πθ(oi,t ) — every token in a wrong response contributes the full penalty, regardless of length.
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DAPO: four targeted repairs for long-CoT RL

1 Clip-Higher (asymmetric clipping): εlow < εhigh so the policy can more freely increase probability on
advantageous tokens. Preserves exploration diversity.

2 Dynamic Sampling: discard prompt groups with zero reward variance; resample until the batch has
informative signal. Focuses training on the current competence frontier.

3 Token-Level Loss: aggregate gradient by token count, not by sample. Long chains of thought are not
automatically diluted.

4 Overlong Reward Shaping: replace hard truncation penalty with a soft, length-aware penalty. Distinguishes
productive long thinking from pathological overthinking.

Nature of the contribution
DAPO is not a new RL family — it is a diagnostic-and-repair package for the specific pathologies of long-CoT
GRPO. Widely adopted through the verl framework.
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DAPO Clip-Higher: the math of asymmetric clipping

Standard PPO clipping (symmetric)
Lsym

t = min
(

rt Ât , clip(rt , 1−ε, 1+ε)Ât
)

.

rt can move at most ε in either direction. Exploration and exploitation equally constrained.

DAPO clipping (asymmetric, e.g. εlow =0.2, εhigh =0.28)
Lasym

t = min
(

rt Ât , clip(rt , 1−εlow, 1+εhigh)Ât
)

.

Ât > 0: ratio can rise to 1.28 before clipping (vs. 1.20 symmetric). Ât < 0: still clipped at 0.80 — bad actions suppressed as before.

Why asymmetry helps exploration
Entropy collapse (policy becoming too deterministic) is a bigger risk than instability in reasoning RL. Loosening the upward clip lets the policy
promote rare but useful tokens — like “wait, let me reconsider.”
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GSPO: sequence-level ratios for sequence-level rewards

The token-ratio instability problem
Per-token ratios rt (θ) = πθ(yt | st )/πθold (yt | st ). Joint ratio:

∏
t

rt . Even if each rt ∈ [0.98, 1.02], over T =4000 tokens:
0.984000 ≈ 10−35 to 1.024000 ≈ 1034. Token-level clipping cannot control the joint ratio.

GSPO: geometric-mean ratio

si (θ) =

(
|yi |∏
t=1

rt (θ)

)1/|yi |

= exp

(
1
|yi |

|yi |∑
t=1

log rt (θ)

)
.

Averages log-ratios, so outlier tokens cannot dominate. Clipping applied to si , matching the granularity of the sequence-level reward.

Why this stabilizes MoE RL
MoE token-level logprobs have extra variance from expert routing. Log-space averaging smooths this noise. Key ingredient in Qwen3’s
large-MoE reasoning RL.
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Comparison of 2025 reasoning RL methods

Method Baseline Granularity Main benefit Main concern

PPO learned critic + GAE token classical low-variance up-
dates

critic cost; value error on long-CoT

GRPO prompt-group
mean/std

token (impl.) no critic; simple reasoning
RL

length bias; zero-signal groups

DAPO GRPO + 4 fixes token stabilized long-CoT RL more heuristics; still GRPO family
Dr.GRPO group mean, no biasing

norms
token fixes length/efficiency bias less battle-tested

REINFORCE++ batch-global mean/std token no per-prompt grouping;
avoids group degeneracies

loses prompt-local difficulty nor-
malization

GSPO group-relative seq. re-
ward

sequence stable long-response MoE RL newer; less widely reproduced

SPO persistent KL-adaptive
tracker

token no group sync; better
throughput

requires careful tracker tuning

SAPO GRPO-style + soft
gate

token smooth off-policy suppres-
sion

small marginal gain vs. DAPO

Choosing a method
Critic + dense rewards? PPO. Verifier, multi-sample? GRPO/DAPO. Long MoE responses? GSPO. Off-policy reuse? CISPO.
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Off-policy RL and long-context training



On-policy vs. off-policy: the cost–correctness trade-off

On-policy
Generate with the current policy.
Low bias, high rollout cost.
Simplest for short-horizon reasoning.

Off-policy / reused trajectories
Update on data from an older checkpoint.
Lower cost via trajectory reuse.
Requires importance sampling or corrections.
Crucial when rollouts are expensive.

The fundamental tension
More reuse ⇒ cheaper training per token, but also more reuse ⇒ higher off-policy error.

Long-context reasoning and agent RL force training onto this frontier. Three linked quantities govern feasibility:
reuse factor (updates per generated batch), policy staleness (drift from behavior policy), and correction quality
(accuracy of importance ratios).
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Kimi k1.5: context length as an RL scaling axis

Core insight
Kimi k1.5 argues that scaling the context window during RL — up to 128k tokens — is itself a major driver of
reasoning gains. Longer rollout windows let the policy hold more partial derivations, revisit earlier branches, and
behave more like iterative search.

Partial rollouts
Reuse large chunks of previously generated trajectories
and continue from intermediate prefixes. Avoids
regenerating entire long trajectories after every policy
update.

Long2short distillation
Use long-CoT reasoning to generate strong supervisory
traces, then distill into shorter-CoT models for
deployment. RL discovers; distillation packages.

Bundle, not a single trick
Kimi k1.5 attributes gains to the combination of long context + online mirror descent + smart prompt selection +
explicit length control — not any single ingredient.
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CISPO: clipped importance sampling for off-policy reuse

MiniMax diagnosis
PPO/GRPO-style clipping permanently zeros gradients for tokens whose ratio exits the clip band — often discourse tokens (“wait”, “let me
reconsider”) important for exploration.

Key idea: clip the weight, not the update
∇J(θ) ≈ E

[
w̄ Â∇ log πθ(τ)

]
,

w̄ is a clipped importance weight (bounded, never zeroed). All tokens remain trainable.

Hybrid lineage
REINFORCE-style off-policy objective + GRPO’s group-relative advantage + DAPO’s token-level PG loss — a practical remix, not a clean
descendant of any single method.

MiniMax-M1 results
Hybrid-attention MoE + CISPO + RL on diverse problems incl. sandboxed SWE. 1M native context, 512 H800s, 3 weeks, ∼$535k.
Outperformed GRPO/DAPO at high reuse ratios.
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PPO vs. CISPO: what gets clipped and why it matters

PPO gradient (per token)

∇θLPPO
t =

{
rt(θ) Ât · ∇θ log πθ(at | st) if rt(θ) ∈ [1−ε, 1+ε]
0 otherwise (clipped out)

Once a token’s ratio exits the clip band, its gradient is exactly zero. That token stops learning entirely for this
update, even if it is important.

CISPO gradient (per token)
∇θLCISPO

t = clip(wt , wmin, wmax)︸ ︷︷ ︸
bounded IS weight

· Ât · ∇θ log πθ(at | st),

where wt = πθ(at |st)/µ(at |st) is the importance weight. The gradient is always nonzero — the IS weight is
bounded but never zeroed. Off-policy tokens contribute a down-weighted signal instead of no signal.

Practical consequence
At reuse factor k =4 (4 updates per batch), PPO clips out ∼30–50% of tokens by later epochs. CISPO keeps all
tokens trainable with bounded variance. This is why CISPO dominates at high reuse ratios.
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Agent RL: multi-turn, tool-using optimization



From completions to agent trajectories

Reasoning RL
One prompt → one completion → one reward.

τ = (y1, . . . , yT )

Agent RL
Actions and observations interleave:

τ = (s0, a1, o1, s1, a2, o2, . . . , sK )

Actions: text, tool calls, code patches, browser ops, memory
edits. States include: conversation, retrieved docs, workspace,
tool outputs, compressed context.

Why this changes the optimization problem
Extreme latency variance: one API-heavy trajectory may take 100× longer than an easy one
Harder credit assignment: an early bad retrieval poisons 50 downstream steps
Composite reward: task success + tool correctness + latency + safety must all be balanced
Non-stationary environment: external APIs and tools change faster than the policy
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Kimi K2 and MiniMax M2.5: agent RL at scale

Kimi K2
joint RL over real and synthetic environments
large-scale agentic data synthesis
SWE tasks, tool-using workflows
environment becomes a training data generator

MiniMax M2.5 / Forge
decouples trainer from agent scaffold
standardized interfaces: init, execute, postprocess,
reward
agents can be black-box executables
∼40× speedup via tree-structured prefix merging +
async scheduling

Composite reward for agents
R = α Rtask + β Rprocess − γ Clatency − δ Ctool − η Cunsafe.

MiniMax M2.5 explicitly reports process reward and latency-aware reward as first-class components. Denser
process signals reduce credit-assignment difficulty in long multi-turn trajectories.
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Agent RL failure modes

Failure Mechanism Mitigation

Tool farming policy games reward by calling tools in
exploit patterns

adversarial reward audit; tool-count penal-
ties

Context bloat model keeps irrelevant context because re-
ward ignores cost

explicit latency/token-budget reward terms

Environment overfit great on training scaffold, poor transfer to
new tools

diverse environment portfolio; held-out
envs

Credit leakage process reward accidentally rewards busy
activity, not progress

outcome-gated process rewards

Non-stationary tools external APIs change faster than the policy environment versioning; robustness testing

Operational principle
The agent scaffold must be versioned and evaluated like training data. Frontier post-training is moving toward
environment portfolios, not single reward sources.
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Reward taxonomy for post-training

Reward type Examples Strength Failure mode

Outcome exact answer, pass/fail tests, task
completion

very precise sparse; delayed credit

Process step validity, partial progress, check-
pointed tests

denser signal easy to game

Format JSON validity, citation schema, lan-
guage consistency

stabilizes outputs can dominate substance

Judge LLM grader, reward model, rubric
score

broader coverage bias, drift, hacking

Cost latency, token budget, tool count product realism can suppress exploration
Safety refusal correctness, policy compliance risk control can over-penalize

Design preference
Use verifiers where you can, judges where you must. Combine as R = αRverifier + βRjudge, with verifier dominating.
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Programmable graders: executable reward logic

# schematic grader example
def grade(sample, item):

score = 0.0
if exact_answer(sample, item):

score += 0.7
if valid_json(sample):

score += 0.1
if cites_required_fields(sample):

score += 0.1
if under_token_budget(sample):

score += 0.1
return min(score, 1.0)

Why graders matter
explicit, auditable, composable
same pattern: frontier labs and commercial APIs (OpenAI RFT)
fastest path to useful RL is often better graders, not new
algorithms

Reward hacking patterns
Format gaming, judge flattering, tool spam, length farming, dataset
leakage. Always run side evals independent of training reward.
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Curriculum and prompt sampling are part of the algorithm

The gradient-signal problem
If prompts are too easy ⇒ all samples correct ⇒ advantages ≈ 0 ⇒ no learning signal.
If prompts are too hard ⇒ all samples wrong ⇒ advantages ≈ 0 ⇒ no learning signal.
Maximum signal comes from prompts at the current competence frontier.

2025 prompt-sampling strategies
dynamic filtering of zero-signal groups (DAPO)
difficulty-balanced prompt sets across math, code, STEM, agents
explicit hard-example mining and synthesis
curriculum schedules that expand difficulty as policy improves
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End-to-end RL system architecture

Prompt sampler Rollout engine Reward / grader
service Trainer Checkpoint /

policy registry

Environments / tools Replay logs /
distillation store

Training-inference disaggregation
Rollout wants high-throughput serving. Training wants
dense tensor-parallel backprop. Optimal stacks differ ⇒
separate them.

Precision and logprob parity
MiniMax traced a major RL instability to precision
mismatch between rollout and training logprobs. Fix:
FP32 for the LM output head. All IS/trust-region
methods assume exact logprob agreement.
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Scaling laws for RL compute

ScaleRL (Oct 2025): >400,000 GPU-hours of compute-performance curves
Stable RL recipes follow predictable scaling trajectories, analogous to pretraining scaling laws. Small pilot runs can
estimate the shape of larger runs, and algorithmic changes can be judged by their effect on the asymptote vs.
compute efficiency.

Changes the asymptote
prompt/task distribution
reward/verifier precision
model architecture limits
environment richness

Changes compute efficiency
loss aggregation, normalization
off-policy reuse ratio
scheduling and rollout throughput
clipping and baseline variants

Do not confuse “learns faster” with “will ultimately learn more”
Much of 2025 RL work improved efficiency without necessarily changing the final frontier under enough compute.
The true scaling lever is often reward and environment quality, not the algorithm label.
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Open-source RL stacks (2025–2026)

Stack Emphasis Lecture relevance

verl large-scale RLVR training
engine

DAPO released on top; strong fit for grouped rollouts

NeMo-RL environment-centric RL environment server as first-class training component
OpenRLHF open RLHF / RLVR stack PPO, REINFORCE-like, and generalized post-training

Every rollout should log
prompt, environment state, sampled actions, model logprobs, observations, reward components (not just the final
scalar), policy version. These logs serve four roles: online RL training, offline diagnosis of reward hacks, distillation
into SFT corpora, and research on better algos.

Frameworks encode assumptions
Choosing a stack partly determines which experiments are easy to run.
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Distillation, fusion, and deployment

RL discovers; distillation packages
After RL finds stronger behaviors, harvest: successful long-CoT solutions, high-quality tool traces, failure-to-fix
recoveries, concise answers distilled from long reasoning. Feed them back into SFT or preference training for
cheaper models. RL and SFT are complements, not substitutes.

Qwen3: thinking-mode fusion
Four-stage pipeline: long-CoT cold start → reasoning RL → thinking-mode fusion → general RL. Goal: one
deployable model with controllable reasoning budget — short mode for cheap requests, medium for common hard
tasks, long/agent mode for frontier problems. Trade-off: fusion improves breadth but can slightly degrade peak
specialized reasoning.

Safety in RL loops
RL amplifies any loophole via optimization pressure. Treat reward design like security design: sandboxed
environments, adversarial eval suites, non-regression gates before checkpoint promotion.
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Summary

1 RL became a capability engine because verifiers, long-CoT exploration, and rollout systems all matured
simultaneously.

2 PPO remains a strong baseline when you can afford a critic and have informative intermediate signals.
3 GRPO made critic-free reasoning RL practical at scale. DAPO, Dr.GRPO, REINFORCE++, and GSPO

each fix specific instabilities.
4 CISPO and related off-policy ideas matter when trajectories are long, environments are expensive, or MoE

routing adds variance.
5 Agent RL turns post-training into an environment systems problem: async scheduling, prefix merging,

process reward, and composite objectives.
6 The true scaling lever is often reward and environment quality, not the algorithm label.
7 RL does not replace SFT — it discovers stronger policies that are later distilled, fused, and deployed as

controllable assistants.
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What a near-frontier RL program looks like

1 Build a verifier-rich environment portfolio.
2 Run cheap pilot sweeps to identify stable recipes and scaling trends.
3 Scale rollout throughput and reward services together.
4 Continuously audit reward hacking with held-out evaluations.
5 Distill good traces and refresh the prompt mixture.
6 Revisit the algo only after checking whether reward, data quality, or prompt distribution is the real bottleneck.
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End of Lecture 15
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