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Lecture 13: The Data Powering Post-Training
SFT Data Engineering and RL Environments

Behavior-vertical corpora, synthetic curation, verifiers, environments, and RL infrastructure (2025+)
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Roadmap

The storyline
1 SFT data: what the training examples look like and what they teach
2 Behavior verticals: what SFT corpora look like across 8 capability slices (from Lecture 12)
3 Curation pipeline: human authoring → synthetic generation → filtering → release engineering
4 Limits of imitation: why copying expert examples is not enough for multi-step tasks
5 RL environments & verifiers: tasks the model can actually attempt, with automated pass/fail checks
6 RL infrastructure: rollout systems, environment servers, distillation, safety guardrails
7 Assembling the stack: how data, verifiers, and RL fit together in practice

Core lens
Post-training is a data-and-feedback stack: protocol SFT sets defaults, vertical SFT teaches domain skills, and
environments with verifiers let you explore and scale beyond the high water mark set by SFT.
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Where Lecture 13 sits

Lecture 12 (taxonomy + evaluation)
structured chat templates
preference modeling + RLVR
8 evaluation verticals
benchmark vs. product evaluation

Lecture 13 (data + environments)
concrete training record formats per vertical
data engineering: filtering, versioning,
decontamination
why static labels are not enough; moving to
interactive feedback
verifiers and environments as sources of reward at
scale

Shift in perspective
Same verticals as Lecture 12, but now we ask: What data and feedback would actually cause a model to
improve on each behavior?
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Big picture: the post-training stack

Base
model

Protocol SFT
+ vertical SFT

Online RL/RFT
(with verifiers)

Strong instruct
model

Pre-training
corpus

SFT corpora
(vert. mixtures)

Environments
+ verifiers

Two kinds of “data”
SFT data: fixed examples showing the right format, tone, and tool usage.
Environment data: the model tries things, gets scored, and learns from the results—search, error recovery, and
task completion.
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Static data vs executable feedback

Static datasets (SFT / preference)
records are (x , y) or (x , y+, y−)
label is fixed at authoring time
teaches protocol and style

Executable environments (RL / RFT)
state evolves with the model’s actions
reward from tests, parsers, simulators, or judges
enables exploration and credit assignment
teaches error recovery: try → observe → fix
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From capability taxonomies to data taxonomies



Why start from behavior verticals?

Lecture 12 verticals (8 slices)
Knowledge; STEM & reasoning; Coding; Instruction following; Long context; General agent; Search agent;
Multilingualism.

Data engineering questions per slice
What context must the model condition on? (roles, tools, state, documents)
What artifact must it produce? (text, JSON, tool call, patch, citation list)
What makes an example high quality? (correctness, calibration, safety, constraint satisfaction)
Can we build an executable verifier? (if yes, we can scale with sampling and RL)
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A data taxonomy needs extra axes

Capability vertical is only one axis
The same vertical (e.g., coding) can appear as:

single-turn: write a function
multi-turn: ask clarification + refine
multi-step/trajectory: search repo → edit → run tests →
repair

Minimum useful axes for a post-training
record

Interaction: 1-turn / multi-turn / trajectory
Control: text-only / tools / sandboxed
execution
Verification: none / weak judge / strong
deterministic
Difficulty: easy / medium / hard / adversarial
Language: EN + long-tail languages
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What is supervised fine-tuning data?



Definition: SFT is behavior cloning over structured contexts

Training objective
An SFT example is a structured context x (messages, tools, metadata) and a target continuation y :

max
θ

E(x,y)∼DSFT

[ |y|∑
t=1

mt log pθ(yt | x , y<t)
]

mt ∈ {0, 1} is a per-token indicator that masks non-target tokens (user turns, system prompts, tool outputs) so
the loss trains only on the assistant’s continuation.

Interpretation
SFT is behavioral cloning: the model maximizes the likelihood of curated continuations. This fixes defaults—tone,
formatting, tool-call syntax, refusal style—but the model cannot learn any strategy absent from the training data.
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What is (and isn’t) in SFT data

Typically included
system messages and policy reminders
tool catalogs with JSON schemas
multi-turn dialogs with state tracking
structured outputs (JSON/XML/SQL)
short rationales or “plan then answer”
“abstain + ask clarifying questions” patterns

Protocol SFT vs vertical SFT
Protocol SFT: teaches roles, refusal policy, tool-call syntax, output formatting.
Vertical SFT: teaches domain skills for each of the 8 capability slices.
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Anatomy of an SFT record

Minimum fields
messages: list of {role, content}
optional tools: name + description + schema
optional metadata: vertical, difficulty, language,
source
optional mask: token-level labels (train or ignore)

Why fields matter
Same text can be different data depending on
role/template.
Tools must be serialized exactly as in serving.
Metadata powers slice-level mixture weights and
regression analysis.

See: chat templates + structured outputs in Lecture 12.

https:

//platform.openai.com/docs/guides/structured-outputs
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Example: minimal chat SFT row

{
"messages": [

{"role": "system", "content": "You are a helpful assistant. Follow policies."},
{"role": "user", "content": "Summarize the key idea of dropout in 2 sentences."},
{"role": "assistant", "content":

"Dropout randomly zeroes a subset of activations during training, \
which prevents co-adaptation and acts like model averaging. \
At test time, scaling restores the expected activations, improving generalization."}

],
"metadata": {"vertical": "knowledge", "difficulty": "medium", "lang": "en"}

}

What makes it SFT?
A single “good” continuation is labeled. No reward, no interaction, no preference pair.
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Example: multi-turn tool-use SFT row

{
"tools": [{

"name": "search",
"description": "Search the web and return snippets with URLs.",
"parameters": {"type":"object","properties":{"q":{"type":"string"}}}

}],
"messages": [

{"role":"system","content":"Use tools when needed. Cite sources."},
{"role":"user","content":"Find the release year of CUDA and cite a source."},
{"role":"assistant","content":"I’ll search for CUDA’s release year."},
{"role":"assistant","tool_call":{"name":"search","arguments":{"q":"CUDA released year"}}},
{"role":"tool","content":"...snippet+url..."},
{"role":"assistant","content":"CUDA was first released in 2007. [source]"}

],
"metadata": {"vertical":"search_agent","verifier":"grounding_check"}

}
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Quality dimensions for SFT data

Five dimensions that matter
1 Correctness: factual, logical, or functional accuracy (is it verifiable?)
2 Constraint adherence: formats, style, policies, tool schemas
3 Coverage: diversity over intents, domains, languages, edge cases
4 Calibration: appropriate uncertainty, hedging, and abstention
5 Robustness: stable under prompt perturbations; not template-overfit

Rule of thumb
If you don’t measure a dimension, the training will quietly optimize a proxy instead—typically verbosity,
confidence, or aesthetic style. Verifiers help because they keep at least correctness honest.
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Mixture design: the hidden hyperparameter

Why mixtures matter
SFT minimizes cross-entropy on a weighted corpus:

DSFT =
K∑

k=1

wkDk ,
∑

k

wk = 1

Changing wk changes what the model does by default: how it uses tools, how often it refuses, which languages it
handles well.
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Data biases propagate through SFT

The problem
SFT is behavioral cloning: the model reproduces whatever patterns appear in the training data. If the data is biased, the
model is biased—and the bias is often invisible at training time.

Common sources
Annotator demographics: narrow labeler pool → model
defaults to that group’s norms
Topic coverage: over-represented regions crowd out
others; model is confidently wrong outside them
Style/tone: if most examples hedge, the model hedges
everywhere

and Downsteam Effects
Refusal skew: cautious labels → refuses benign queries;
sparse labels → complies with harmful ones
Tool-use rigidity: fixed orderings in traces → failures
when tools change

Implication for mixture design
Changing weights wk shifts which biases dominate. Evaluate per-slice.
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Behavior-vertical SFT corpora (the 8 slices)



The vertical atlas: how SFT differs across behaviors

Vertical Typical input context Target output Example of verification

Knowledge/factuality query, optional docs, search tools answer (direct or grounded in re-
sults)

citation/entailment checks + judge

STEM & reasoning problem statement + constraints final answer + steps (optional) symbolic/math checks, unit tests
Coding repo context, errors, tests patch/diff + explanation compile/tests/lint
Instr. following multi-constraint prompt strict format (JSON/XML/etc.) schema/regex validators
Long context long docs, multi-doc context summary + citations + queries span matching, retrieval checks
General agent stateful task dialog + tools plan + tool calls + recovery task success in sandbox
Search agent browsing tool + source constraints sourced synthesis grounding checks, citation parsers
Multilingual locale instructions + cultural norms correct in language + style back-translation + human audit
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Knowledge vertical



Knowledge SFT: data and challenges

Target behaviors: three modes
1 No retrieval available: answer from parametric knowledge—best answer the model has, with hedging when uncertain
2 Decide whether to search: learn when a query needs retrieval (time-sensitive facts, niche domains, specific numbers)

and invoke the search tool
3 After search: ground the answer entirely in the retrieved results—cite sources, do not blend in parametric guesses that

contradict the evidence

Record types
closed-book QA: question → best-effort answer + hedging
tool-decision QA: question → search call (or not) → answer
doc-grounded QA: passage bundle → answer + span citations

Core difficulty
The model must learn when to call search, not just how to use results. Once search is called, it must commit to the
retrieved evidence—not average it with its own priors.
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Knowledge SFT: example records

Closed-book (no retrieval)
{"messages": [

{"role": "user",
"content": "What is the half-life of carbon-14?"},

{"role": "assistant",
"content": "About 5,730 years. This is well-established
and used as the basis for radiocarbon dating."}

], "loss_mask": "assistant_only"}

Search-decision → grounded answer
{"messages": [

{"role": "user",
"content": "Who won the 2026 Australian Open men’s final?"},

{"role": "assistant", "tool_calls": [
{"name": "web_search", "args": {"q": "2026 Australian Open
men’s final winner"}}]},

{"role": "tool", "content": "Jannik Sinner defeated ..."},
{"role": "assistant",
"content": "Jannik Sinner won the 2026 Australian Open
men’s final [1]. ..."}

], "loss_mask": "assistant_only"}
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Knowledge SFT: curation and pitfalls

Training data for each mode
Closed-book: expert answers with honest hedging; no
fabricated detail
Search decision: paired examples—queries that need
search vs. queries the model can answer directly
Grounded: RAG traces where the answer cites only
retrieved passages; contradicting the evidence is
penalized

Verification
citation parser: every citation maps to a provided
source
entailment checks: claims must follow from cited
passages
search-decision audit: did the model call search
when it should have (and not when it shouldn’t)?

Failure modes
model blends parametric knowledge into
grounded answers, contradicting sources
model calls search for everything (lazy) or never
(overconfident)
“citation laundering”: citations present but
irrelevant
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STEM and reasoning vertical



Reasoning SFT: data and the role of verification

Target behaviors
solve constrained problems; check intermediate steps when allowed
catch arithmetic and logic mistakes before committing an answer
restate assumptions; ask clarifying questions when the problem is ambiguous

Record types
final-answer demonstrations with verifier-backed correctness labels
“plan then solve” with short, inspectable reasoning traces
tool-augmented math: invoke CAS / calculator / unit checker within the protocol
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Reasoning SFT data: how recent models build it

Where reasoning SFT data comes from
DeepSeek-R1: run RL on the base model (R1-Zero); select highest-reward CoT traces as a “cold-start” SFT set;
fine-tune; then rejection-sample the improved model to build a second SFT set.
Qwen 3: curate ∼4k problems with verified answers; sample K candidate solutions; keep only those passing the verifier.
A second SFT stage fuses thinking/non-thinking modes via /think tags.

Key SFT curation principles
1 a verifier (symbolic checker, unit test, numeric equivalence) decides which candidates become SFT data
2 rejection sampling (K candidates, keep verified passes) turns a noisy generator into a high-precision dataset
3 difficulty filtering removes problems the model already solves at high pass rate
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Reasoning SFT: example record

Verified chain-of-thought (rejection-sampled)
{"messages": [

{"role": "user",
"content": "Find all integers n such that n^2 + 3n + 5
is divisible by 121."},

{"role": "assistant",
"content": "<think>
121 = 11^2. Need n^2+3n+5 = 0 (mod 121).
First solve mod 11: n^2+3n+5 = 0 (mod 11).
Discriminant: 9-20 = -11 = 0 (mod 11).
So n = (-3)/2 (mod 11) = (8)(6) = 48 = 4 (mod 11).
Double root at n=4 (mod 11). Check: 16+12+5 = 33 = 0.
Lift to mod 121 via Hensel: ...
n = 48 (mod 121) or n = 92 (mod 121).
</think>
The integers are n = 48 (mod 121) and n = 92 (mod 121)."}

],
"verifier": "sympy_mod_check",
"verdict": "pass",
"loss_mask": "assistant_only"}

The verifier checks the final answer symbolically. The chain of thought is kept as-is from the model’s own generation—not hand-written.
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Reasoning SFT data: how recent models build it

Where reasoning SFT data comes from
DeepSeek-R1: run RL on the base model (R1-Zero); select highest-reward CoT traces as a “cold-start” SFT set;
fine-tune; then rejection-sample the improved model to build a second SFT set.
Qwen 3: curate ∼4k problems with verified answers; sample K candidate solutions; keep only those passing the verifier.
A second SFT stage fuses thinking/non-thinking modes via /think tags.

Key SFT curation principles
1 a verifier (symbolic checker, unit test, numeric equivalence) decides which candidates become SFT data
2 rejection sampling (K candidates, keep verified passes) turns a noisy generator into a high-precision dataset
3 difficulty filtering removes problems the model already solves at high pass rate

SFT ̸= RL
These slides describe how supervised data is built. RL training that uses verifiers as online reward is covered later but the
core ideas are very similar. You will notice how we usee the same verifiers for SFT and RL.
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Coding vertical



Coding SFT: data shapes

Target behaviors
produce correct code under a build/test harness
read and modify existing codebases (multi-file context)
explain changes; respect style and linting constraints
recover from compiler errors and failing tests

Record types
function synthesis: spec → implementation
code review: diff → feedback / fix
repo tasks: issue + context → patch + tests
agent traces: search → edit → run tests → repair
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Coding SFT: example record

Repo-level bug fix — psf/requests PR #6437, Docker sandbox
{"repo": "psf/requests", "pr": 6437, "env": "docker",
"messages": [
{"role": "system", "content": "Fix the failing test. Repo at /repo."},
{"role": "user", "content": "test_parse_header_links fails:

expected [{’url’:’http://...’,’rel’:’next’}], got []."},
{"role": "assistant", "tool_calls": [

{"name":"bash","args":{"cmd":"grep -n parse_header requests/utils.py"}}]},
{"role": "tool", "content": "142: def parse_header_links(value): ..."},
{"role": "assistant", "content": "Regex misses whitespace in <>.",
"tool_calls": [{"name":"file_edit","args":{

"path":"requests/utils.py","line":145,
"old":"re.findall(r’<([^>]*)>’)",
"new":"re.findall(r’<\\s*([^>]*)\\s*>’)"}}]},

{"role": "tool", "content": "Edit applied."},
{"role": "assistant", "tool_calls": [

{"name":"bash","args":{"cmd":"pytest tests/test_utils.py"}}]},
{"role": "tool", "content": "48 passed, 0 failed"}

],
"tests_fixed": ["test_parse_header_links"],
"tests_not_broken": 47,
"verdict": "pass", "loss_mask": "assistant_only"}

The full test suite runs 48 tests: the 1 that was failing now passes, and the 47 that were already passing still pass. Both conditions must hold
for the trajectory to enter the SFT set.
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Coding SFT data: MiniMax M2.5’s SWE pipeline

How MiniMax builds coding SFT tasks at scale
1 mine merged GitHub PRs with associated tests
2 build a runnable Docker environment per PR

(agent-driven, with self-correction)
3 extract fail-to-pass tests (must flip after patch) and

pass-to-pass tests (must stay green)
4 model attempts the fix in a sandbox; keep only patches

passing both test sets
Result: 140k+ SFT tasks, 10k+ runnable PRs, 10+
languages.

Task augmentation
Same PR reused as: bug-fix, test-writing (SWE-Test),
code-review, merged-commit difficulty boost.

SFT vs. RL boundary
This pipeline produces offline SFT examples: the
model generates candidate patches, tests filter them,
and only passing patches enter the training set. No
policy gradient is computed here. The same Docker
environments and test suites are reused for online
RL (covered later).

minimax.io: Post-training for agent models
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Instruction following vertical



Instruction-following SFT: data shapes

Target behaviors
satisfy multiple constraints simultaneously (format + content + style + length)
produce strict structured outputs (JSON schemas, XML, SQL)
refuse or ask clarifying questions when constraints conflict

Canonical record families
constraint-satisfaction: “do X and Y but not Z” → answer
structured outputs: schema + example → valid JSON
“tool form filling”: natural language → API call arguments

Why it matters
A correct answer in the wrong format is still wrong from the caller’s perspective—the output must satisfy all
stated constraints, not just be factually right.
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Instruction-following SFT: example records

Multi-constraint satisfaction
{"messages": [

{"role": "user", "content": "List exactly 3 benefits of exercise.
Bullet points. No sentence > 10 words. End with ’health’."},

{"role": "assistant", "content": "- Improves cardiovascular fitness over time.\n
- Reduces stress and boosts mood.\n- Strengthens bones for long-term health."}

],
"constraints": [{"type":"bullet_count","expected":3},

{"type":"max_sentence_length","max_words":10},
{"type":"ends_with","token":"health"}],

"all_constraints_pass": true}

Structured output
{"messages": [

{"role": "user", "content": "Extract: ’Alice (age 30) and Bob (42) live
in NYC.’ Return JSON: [{name, age, city}]."},

{"role": "assistant",
"content": "[{\"name\":\"Alice\",\"age\":30,\"city\":\"NYC\"},
{\"name\":\"Bob\",\"age\":42,\"city\":\"NYC\"}]"}

], "schema_valid": true}
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Instruction-following SFT: automatic checks dominate

Hard verifiers
JSON schema validation
regex / exact-string constraints
length and count constraints (paragraphs, bullets)
forbidden tokens (e.g., no markdown)

Synthetic generators
generate random constraint sets; ensure
non-contradictory
generate “challenge” prompts that break naive
heuristics

Judge usage (careful)
LLM judges can score style but are unreliable for
constraint satisfaction—a regex or schema validator is
both cheaper and more accurate.

Common failure modes
overspecification: model learns to always output
JSON, even when not asked
template overfitting: brittle to prompt
paraphrases
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Long-context vertical



Long-context SFT: data and faithfulness

Target behaviors
actually use the long context: select, compare,
synthesize—not just accept it
respect constraints buried in the middle
(“lost-in-the-middle” problem)
cite specific spans or section headers so answers are
traceable

Record types
multi-doc QA with span citations
structured summarization (key changes, risks)
long-dialog memory: stable facts across many turns

Curation
human-authored tasks with unambiguous ground
truth and mid-context constraints
synthetic doc bundles with controlled distractors
and cross-doc questions

Verification & pitfall
Span-match and contradiction checks keep the model
honest. Without them, it learns to “sound
comprehensive” while making things up. LLM judges
score coherence only after faithfulness checks pass.
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Long-context SFT: example record

Multi-document QA with span citations
{"messages": [

{"role": "user",
"content": "[Doc A: 2024 IPCC summary, 12 pages] ...
[Doc B: 2025 Nature study on permafrost] ...
[Doc C: EU policy memo, unrelated distractor] ...
Question: Do Doc A and Doc B agree on the projected
permafrost thaw rate by 2050?"},

{"role": "assistant",
"content": "They partially disagree. Doc A projects 25%
thaw by 2050 under SSP2-4.5 [A, sec 3.2]. Doc B’s
field data suggests 30-40% is more likely due to
abrupt thaw events not modeled in IPCC [B, Fig 4].
Doc C is not relevant to this question."}

],
"citations": [

{"doc": "A", "span": "sec 3.2", "claim": "25% thaw"},
{"doc": "B", "span": "Fig 4", "claim": "30-40% thaw"}

],
"distractor_ignored": true,
"span_match_pass": true}

The distractor document (Doc C) tests whether the model anchors to relevant sources only. The span-match verifier checks that cited sections
actually contain the claimed information.
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General agent vertical



Agentic SFT data: how Kimi K2 builds tool-use examples

Kimi K2’s SFT synthesis pipeline (Jul 2025)
1 gather 3,000+ real MCP tool specs from GitHub
2 cluster by category; generate 20,000+ synthetic tool

variants
3 create thousands of synthetic agents (system prompts ×

tool subsets)
4 simulate multi-turn usage with diverse synthetic “users”
5 judge all trajectories; keep only those passing quality

rubrics
For math and code tasks, they also run real execution
environments (not simulated) and merge verified traces into
the SFT set.

Behaviors the SFT data covers
ReAct-style reasoning: observe context, decide
which tool to call, interpret output
recovery from tool errors and partial results
appropriate termination (avoid infinite loops)

SFT verification filters
Tool-call schema validity, task completion,
step-budget compliance. These checks gate which
trajectories enter the SFT set. The same checks
later serve as online RL reward (covered in the RL
section).

https://arxiv.org/abs/2507.20534
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Agentic SFT: example trajectory

Multi-turn tool use with error recovery
{"tools": [{"name": "get_weather", "params": {"city": "str"}},

{"name": "book_flight", "params": {"from","to","date"}}],
"messages": [
{"role": "user",
"content": "Book me a flight to somewhere warm this weekend."},

{"role": "assistant", "tool_calls": [
{"name": "get_weather",
"args": {"city": "Miami"}},

{"name": "get_weather",
"args": {"city": "San Diego"}}]},

{"role": "tool", "content": "Miami: 82F sunny"},
{"role": "tool", "content": "San Diego: 74F cloudy"},
{"role": "assistant",
"content": "Miami is 82F and sunny. Want me to book?"},

{"role": "user", "content": "Yes, Saturday."},
{"role": "assistant", "tool_calls": [

{"name": "book_flight",
"args": {"from":"SFO","to":"MIA","date":"2026-03-07"}}]},

{"role": "tool",
"content": "Error: no flights on 2026-03-07. Try 03-06."},

{"role": "assistant",
"content": "No Saturday flights. Friday 03-06 is available.
Should I book that instead?"}

],
"tool_schema_valid": true, "task_complete": true}

The error recovery turn (no flights → suggest alternative) is exactly the kind of behavior that requires trajectory-level data, not single-turn QA.
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Search agent vertical



Search-agent SFT data: MiniMax WebExplorer

MiniMax WebExplorer SFT pipeline (M2.1 /
M2.5)

1 sample hard factual questions requiring multi-hop web
search

2 agent browses, extracts evidence, writes cited answer
3 verify: citation well-formedness, evidence coverage

(≥1 cite per claim), span match for critical facts
4 keep only passing trajectories as SFT data; rejected

ones recycled as negative examples

Target behaviors (general)
bind every factual claim to a source, not just paste
URLs
report uncertainty when sources disagree or are absent

SFT verification cascade
Grounding checks (citation parser, evidence coverage,
span match) run first. LLM judges score writing
quality only after grounding checks pass. You cannot
rely on the judge alone for grounding.

Failure modes
aggressive summarization drops evidence
judge rewards persuasive style over accuracy

Note: WebExplorer trajectories can reach 200k tokens,
which also makes them ideal RL environments
(covered later).
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Search-agent SFT: example trajectory

Multi-hop web search with citations
{"messages": [

{"role": "user",
"content": "What company acquired the maker of the
drug that treats high-altitude pulmonary edema?"},

{"role": "assistant", "tool_calls": [
{"name": "web_search",
"args": {"q": "drug treat high-altitude pulmonary edema"}}]},

{"role": "tool",
"content": "Nifedipine is used to treat HAPE. [src: WHO]"},

{"role": "assistant", "tool_calls": [
{"name": "web_search",
"args": {"q": "nifedipine manufacturer company"}}]},

{"role": "tool",
"content": "Nifedipine was developed by Bayer. [src: FDA]"},

{"role": "assistant",
"content": "Nifedipine treats high-altitude pulmonary edema
[1]. It was developed by Bayer [2], which has not been
acquired---Bayer AG remains independent.
[1] WHO drug formulary [2] FDA drug label"}

],
"hops": 2,
"citations_valid": true,
"evidence_coverage": 1.0}

Two search hops: first resolve the drug, then its maker. The model must compose results across hops, not just paste a single search result.
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Multilingual vertical



Multilingual SFT: preserving ability under EN-heavy post-training

Target behaviors
follow instructions in the user’s language with correct
tone
preserve domain terminology; avoid “translationese”
answer culturally grounded queries without
anglocentric defaults

Record types
bilingual instruction following (same constraints,
different languages)
localized agent trajectories (tool names + UI in locale)
cross-lingual reasoning: solve in L, report in M

Why regressions happen
Tool use, coding, and reasoning SFT is overwhelmingly
English. Without a stable multilingual slice in every
training stage, SFT overwrites the multilingual
knowledge the base model already has.

Verification
back-translation checks for meaning preservation
script/encoding checks; tokenization audits
cross-lingual consistency: same answer across
languages
native-speaker review for tone and domain
terminology
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Multilingual SFT: example records

Bilingual instruction following
{"messages": [

{"role": "user", "content": "Explique en francais: qu’est-ce que la
photosynthese? Repondez en 2 phrases maximum."},

{"role": "assistant", "content": "La photosynthese est le processus par lequel
les plantes convertissent la lumiere, l’eau et le CO2 en glucose et oxygene.
Elle se deroule dans les chloroplastes des feuilles."}

],
"language_detected": "fr",
"constraint_check": {"max_sentences": 2, "pass": true},
"back_translation_score": 0.94}

Cross-lingual reasoning
{"messages": [

{"role": "user", "content": "Solve in English, answer in Japanese:
What is 17 * 23?"},

{"role": "assistant", "content": "<think>17*23 = 340+51 = 391</think>
391 desu."} // actual output in Japanese script

], "answer_language": "ja", "numeric_check": true}
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How SFT data are curated (human + synthetic)



The SFT curation pipeline

Spec
(vert. + rubric)

Author /
Generate

Filter &
Verify

Normalize
+ pack

Mix +
release

Eval slices + regressions
drive iterations

Key point
Filtering and verification are the bottleneck. How good your verifier is determines how much of the synthetic data
actually helps.
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Human curation: roles and workflows

Who contributes?
generalist labelers (instruction following, style, safety)
domain experts (medicine, law, math, security)
“operator” annotators (agent traces in tool UIs)
reviewers/adjudicators (resolve disagreements)

Workflow primitives
authoring: write ideal responses/trajectories
editing: fix synthetic drafts
grading: label correctness, policy compliance
adversarial: probe failure modes; create hard
negatives

Human time is scarce
Humans focus on what machines cannot check: hard-to-verify domains, policy-sensitive behavior, and writing the
rubrics that synthetic pipelines then scale.

Scalable AI: Bridging Theory, Understanding, and Practice 40 / 92



Human rubric design: making quality measurable

A good rubric separates independent axes
correctness: factual or functional accuracy
helpfulness: addresses the actual intent; asks clarifications when needed
format: schema validity, constraint satisfaction
safety: correct refusal behavior; no unsafe compliance
calibration: appropriate uncertainty and abstention

Vague rubrics produce style-optimized data
When the rubric is unclear, annotators fall back on their own preferences—usually verbosity and confidence. LLM
judges trained on those labels amplify the same biases.
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Synthetic SFT: generation strategies

Why synthetic data dominates modern SFT
Synthetic generation lets you produce millions of examples, target rare edge cases, and re-generate quickly when a
rubric changes or a new failure mode is discovered.

Generation methods
self-instruct prompt expansion (with strong filtering)
teacher-student distillation: frontier model produces
drafts
environment-generated SFT traces: run agent in
sandbox, log trajectory, keep verified outputs as
supervised examples
programmatic templates: parameterized constraints,
math problems, schemas

Pitfalls
distribution collapse: prompts all look the same
teacher artifacts: students inherit stylistic quirks
hidden leakage: synthetic data accidentally
contains eval items
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LLM-as-judge: role and limitations

Effective uses
style, clarity, tone, coherence scoring
pairwise comparisons on subjective rubric axes
triage: select examples for human review

Not a substitute for deterministic verification
LLM judges exhibit same-family bias, reward persuasive phrasing over factual accuracy, and are sensitive to prompt
wording. For objective correctness, always run deterministic checks first; use judges only for residual subjective
dimensions.

Recommended cascade
Hard filters (schema / tests / grounding) → judge (style / coverage) → human audit on disagreements.
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Outcome verification and rejection sampling (SFT workhorse)

Rejection sampling for SFT data
Sample K candidate completions for the same prompt, run a verifier V , and keep only those passing:

D′ = {(x , yk) : (x , {y1, . . . , yK }) ∼ D, V (x , yk) = 1}

This is how SFT datasets are built at scale: generate many, keep the verified best.

Verifiers used for SFT filtering
coding: tests and compilation
math: equivalence checks
instruction following: schema/regex
agent tasks: task success predicate

SFT-specific payoff
Rejection sampling turns a weak teacher into
high-precision SFT data.

Looking ahead
The same verifiers reappear as online reward signals
when we move to RL (next major section).
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Verifier cascades: filter cheaply, verify expensively

Cascade stages (increasing cost)
1 Syntax: JSON parse, tool-call schema validation
2 Static analysis: regex constraints, lint, type checks
3 Execution: run tests, sandbox, retrieval
4 Judge: only for remaining ambiguous cases

Why cascade
Cheap checks reject obvious failures early, so you only pay for expensive checks (execution, judges) on candidates
that might actually be correct.
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Decontamination: avoid training on your eval

Contamination routes
direct inclusion of benchmark items
synthetic derivatives (prompt paraphrases of eval questions)
web crawl contamination via public solutions

Practical defenses
strict hashing / fuzzy matching against eval sets
isolate generators from eval corpora (fresh sources for search tasks)
keep “quarantine” and lineage metadata for every generated item
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Diversity controls: prevent synthetic collapse

Why collapse happens
Teacher models tend to produce high-probability outputs. Without constraints, synthetic prompts drift into
repetitive templates and safe, generic topics.

Controls that work
prompt generators with latent variables (domain, difficulty, language, tool availability)
diversity penalties: n-gram / embedding dedupe within shards
coverage quotas: enforce minimum counts per slice
adversarial prompts: include “trap” cases and rare constraints
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Safety and privacy filters in SFT

Safety and privacy are first-class data requirements
SFT must include explicit refusal behavior and safe completion templates alongside capability data.

Privacy / PII
remove personal identifiers; redact sensitive text
suppress memorization risks (rare strings)
keep provenance metadata for audits

Safety
classify harmful requests; attach correct refusal
include “safe alternative” continuations
red-team prompts added as hard negatives
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Normalization: templates, tokenization, and loss masks

Normalization steps
canonicalize role names and tool-call structure
enforce one chat template version per dataset release
compute token-level masks: train only on assistant tokens (plus selected reasoning tags, if any)
run schema validation and render tests on serialized prompts

Why normalization is critical
A template bug silently changes what the model learns and can break tool use, safety, or multilingual behavior.
Getting the template wrong is a behavioral bug, not just a formatting issue.
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Versioning and invalidation: treating data like code

Operational primitives
immutable dataset shards with content hashes
lineage graph: source → transformations → release
“invalidation lists” for problematic items discovered later
metrics dashboards by slice (vertical, language, tool, difficulty)

Operational necessity
Post-training is iterative: data is continuously added, removed, and reweighted based on eval regressions. Without
versioning and lineage, you cannot figure out which data change caused a behavior change.
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Packaging: what a release artifact actually contains

A usable SFT dataset release (internal or open)
chat template version and serializer
tool schema catalog versions
shard manifests with hashes + sizes
metadata schema: vertical, language, difficulty, source, verifier tags
train/val/test splits with contamination controls
audit logs: filter pass rates, judge distributions, human review stats
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Why SFT is not enough



Limitation 1: SFT cannot discover strategies absent from the data

Behavioral cloning reproduces only demonstrated strategies
If no training example shows backtracking, query reformulation, or selective tool retry, the model has zero
probability of producing those behaviors after SFT.

Concrete cases where this matters
debugging: trying multiple edits, reading failure logs, revising based on the error
search: reformulating a query after the first results are irrelevant
agent tasks: deciding to abandon a failing plan rather than repeat it
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Limitation 2: covariate shift compounds over trajectories

Train-time vs. test-time state distribution
SFT trains on expert-written states. At inference the model visits its own (often incorrect) states. In multi-step
tasks—agents, code repair, multi-hop reasoning—errors compound because the model has never seen or practiced
recovery from its own mistakes.

On-policy training closes this gap
RL rollouts let the model train on states it actually produces, including error states. This directly addresses the
distribution mismatch that SFT cannot fix.
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Limitation 3: SFT memorizes, RL generalizes

Experimental evidence (Chu et al., 2025)
Two controlled environments—a card-arithmetic game (GeneralPoints) and a real-world navigation task
(V-IRL)—train on one rule variant and one visual variant, then test on held-out variants.

SFT: accuracy on held-out rule and visual variants drops sharply as training compute increases—the model
memorizes the training distribution.
RL (outcome-based reward): accuracy on unseen variants increases with compute, and visual recognition
itself measurably improves.

SFT is still necessary—as RL initialization
Without prior SFT, RL training produces unstable outputs and converges slowly. SFT fixes the output format and
protocol; RL then optimizes task success within that format. The roles are complementary and sequential, not
interchangeable.

https://arxiv.org/abs/2501.17161
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Limitation 4: conflicting annotator labels create incoherent defaults

Annotator disagreement is systematic, not noise
Different annotators resolve the same tradeoff differently: verbose vs. concise, cautious vs. confident, strict refusal
vs. helpful compliance. Averaging these contradictions via cross-entropy produces a model that hedges rather than
committing to any coherent policy.

Standard decomposition
SFT for unambiguous protocol defaults (formatting, tool syntax, refusal templates)
preference learning (DPO/RLHF) for subjective tradeoffs where annotator labels express relative quality
verifiers for objective correctness (deterministic, not subject to annotator variance)
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So what additional data do we need?

Beyond SFT
Preference data: y+ vs y− for subjective quality and safety
Verifier-labeled outcomes: pass/fail signals for objective tasks
Interactive rollouts: trajectories with state, actions, rewards
Failure traces: logs, tool errors, model self-corrections

Key transition
Once success can be measured automatically, optimizing against that measurement (RL) outperforms copying
examples (SFT). Chu et al. (2025) additionally show that adding sequential verification-revision steps during RL
amplifies generalization: more verification iterations ⇒ faster out-of-distribution performance growth.
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What RL environments are (and how they differ from
SFT)



RL environment: minimal definition for LLMs

Environment as a simulator of interaction
An RL environment provides:

st
at−→ (ot+1, rt+1, done)

For LLM agents, st is the token sequence so far: conversation history, tool outputs, retrieved documents, and any
scratchpad content.

Actions
Actions can be:

token emissions (assistant text)
structured tool calls (JSON arguments)
high-level actions in a wrapper (click, type, open file)

Scalable AI: Bridging Theory, Understanding, and Practice 57 / 92



What environments add beyond SFT

Three capabilities that require interaction
1 Multi-step credit assignment: the model can learn which steps in a trajectory actually mattered, not just

whether the final output looked right.
2 On-policy exploration: training data comes from what the model itself does, including states that expert

demonstrations never showed.
3 Adaptive stopping: the model learns when to keep going vs. when to commit an answer, based on what it

has observed so far.

Net effect
Environments shift training from “reproduce an expert demonstration” to “maximize a success predicate through
trial and feedback.”
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Environment types in modern post-training

Common environment families (2025–2026)
Execution sandboxes: MiniMax builds a Docker sandbox per GitHub PR, with fail-to-pass and pass-to-pass
test suites
Tool simulators: Kimi K2 synthesizes 20k+ tool variants and runs multi-turn agent trajectories against them
Web/browsing sandboxes: MiniMax WebExplorer runs multi-hop browsing tasks with trajectories up to
200k tokens; DeepSeek-V3.2 synthesizes agentic tool-use tasks at scale
Math/reasoning: DeepSeek-R1 and Qwen 3 use symbolic checkers and numeric equivalence verifiers
Safety environments: adversarial prompts with refusal correctness checks

Key property
Good environments log everything: every action and observation is recorded so you can replay, debug, and distill
successful runs.
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RL training data: G rollouts per prompt

Key difference from SFT
In GRPO/DAPO, the model generates G independent rollouts for each prompt. A rollout is a single-turn completion (math)
or a multi-step trajectory (agent). Each rollout runs through the environment and receives a reward. The advantage is
computed relative to the group mean, so the gradient comes from the contrast between successes and failures on the same
prompt. Groups where all G rollouts succeed or all fail are discarded (DAPO dynamic sampling).

Math: G=4 rollouts (single-turn, no tools)
{"env": "math_verifier", "prompt": "Solve: x^3 - 6x^2 + 11x - 6 = 0",
"group_size": 4,
"rollouts": [

{"id":0, "text":"<think>Factor: (x-1)(x-2)(x-3)=0</think> x=1,2,3", "reward":1},
{"id":1, "text":"<think>Rational root: try 1,2,3...</think> x=1,2,3", "reward":1},
{"id":2, "text":"<think>Try x=1: 0. Divide...</think> x=1, x=4", "reward":0},
{"id":3, "text":"<think>Quadratic formula on cubic?</think> x=2,3", "reward":0}

],
"group_mean_reward": 0.5, "reward_source": "sympy_check"}

Rollouts 0–1 get positive advantage, 2–3 get negative. Each rollout here is a single completion—the “environment” is just the verifier applied
to the final answer.
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RL training data: multi-step rollouts

Code sandbox: G=3 rollouts (multi-step trajectories)
{"env": "docker/psf-requests-6437", "max_steps": 15, "group_size": 3,
"rollouts": [

{"id": 0, "trajectory": [
{"action":"bash grep -n parse utils.py", "result":"line 142: ..."},
{"action":"file_edit line 145: fix regex", "result":"applied"},
{"action":"pytest tests/ -x", "result":"1 passed"}],

"reward": 1.0},
{"id": 1, "trajectory": [

{"action":"bash cat utils.py", "result":"...full file..."},
{"action":"file_edit line 150: wrong fix", "result":"applied"},
{"action":"pytest tests/ -x", "result":"1 FAILED"}],

"reward": 0.0},
{"id": 2, "trajectory": [

{"action":"bash grep -n parse utils.py", "result":"line 142: ..."},
{"action":"file_edit line 145: partial fix", "result":"applied"},
{"action":"pytest tests/ -x", "result":"1 passed"}],

"reward": 1.0}
],
"group_mean_reward": 0.67, "reward_source": "test_suite"}

Same structure: G rollouts per prompt, reward from the environment, advantage from the group contrast. The only difference is that each
rollout is now a multi-step trajectory (search → edit → test) instead of a single completion.
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Environment design

Why API alignment matters
If the training environment presents tools differently from production (schemas, error messages, rate limits), the
model learns habits that break when deployed.

Best practices
include realistic failure modes: timeouts, invalid arguments, partial results
enforce resource budgets: step limits, token limits, tool-call counts
version the environment alongside the model and tool catalog
Be diverse, make sure the model is exposed as much feedback as possible to make it robust and generalize
better when we serve
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Reward sources: deterministic, learned, and hybrid

Deterministic rewards
unit test pass/fail
schema validity
exact match / numeric equivalence
task completion predicate

Learned rewards
preference models (humans or judges)
rubric graders trained on annotated examples

Hybrid rewards (most common)
deterministic checks gate correctness
learned judge scores style/helpfulness
safety constraints act as hard penalties

Scalable AI: Bridging Theory, Understanding, and Practice 63 / 92



Reward shaping: what modern algorithms actually do

Why shape at all?
Sparse binary rewards (correct/incorrect) produce zero-gradient batches and slow learning on hard problems. Every recent
system adds shaping—but each technique introduces its own failure modes.

DAPO (ByteDance / SIA, 2025): four mechanisms on top of GRPO
1 Dynamic sampling: discard prompt groups where all G samples are correct or all incorrect (zero advantage ⇒ zero

gradient); re-sample until the batch has reward variance
2 Overlong reward shaping: truncated sequences get a soft length penalty instead of a hard −1
3 Token-level loss: normalize per token, not per sequence, so long chains of thought are weighted fairly
4 Clip-Higher: asymmetric clipping (εlow < εhigh) allows increasing good-action probability more freely, preventing

entropy collapse

Other patterns
Per-step process rewards (MiniMax CISPO): each intermediate step gets its own advantage, not just the final outcome
Prompt difficulty filtering (Kimi k1.5): drop prompts with very high pass rates to prevent farming easy reward
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Reward shaping: risks

Shaped rewards change the optimal policy
Unless shaping is the shaped reward can make a different policy optimal. In practice the model may game
intermediate signals—emit redundant tool calls for step bonuses, pad outputs to hit length targets, or exploit
format loopholes.

Mitigations
potential-based shaping (provably preserves the optimal policy under the original reward)
hard constraints (penalties, step budgets) instead of positive reward for intermediate steps
entropy bonuses or Clip-Higher to prevent mode collapse without adding fake reward signal
audit intermediate behaviors per-slice before scaling—aggregate reward can hide per-task gaming
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Logging and replay: environments create new datasets

Every rollout becomes training data
A rollout trace contains:

serialized prompt/context (messages + tools + state)
actions (tokens/tool calls)
observations (tool outputs, errors)
rewards and verifier decisions

Two uses
online RL: update policy from on-policy rollouts
offline distillation: convert successful traces into new SFT data
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Environments are engineering projects

Requirements beyond ML
Security: sandboxing, no data exfiltration, no unsafe execution
Reproducibility: deterministic seeds, stable dependencies, cached verifier results
Throughput: batched tool calls, parallelism across tasks, amortized startup
Observability: structured logs, failure clustering, cost tracking

Open-source stacks like verl and NeMo-RL already treat environment servers and rollout orchestration as core
components.

https://github.com/NVIDIA/NeMo-RL
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Verifiers and reward signals in RL loops



Verifier: definition and distinction from judges

Definition
A verifier V maps a prompt x and a proposed output y (or trajectory) to a score:

V (x , y) ∈ {0, 1} (binary) or R (graded)

In multi-step environments, V may also check intermediate states (schema validity, partial progress).

Verifier vs. judge
Verifier: checks objective correctness (tests, parsers, symbolic equivalence). Run it twice, get the same answer.
Judge: scores subjective qualities (helpfulness, style) using a learned model or LLM. Results depend on how the
judge was trained and prompted.
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Verifier desiderata: precision over recall

Why precision dominates
A false positive tells the model “good job” for a wrong answer—that directly teaches bad behavior. A verifier that
sometimes rejects correct outputs (lower recall) is much less harmful than one that lets wrong outputs through
(lower precision).

Desiderata
High precision: few incorrect outputs pass
Stability: small prompt perturbations do not flip decisions
Low cost: can run at scale (millions of rollouts per training run)
Decomposability: supports staged checks (syntax → static → execution)
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Verifier patterns by vertical

Deterministic verifiers
coding: compile/tests/lint
instruction following: schema/regex
reasoning/math: equivalence checks, unit checking
agents: task success predicates in sandbox

Hybrid verifiers
knowledge/search: grounding + entailment +
judge
long context: span checks + contradiction checks
multilingual: back-translation + native-speaker
audits
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Verifier-backed RL: RLVR and RFT

Core objective
Given a verifier V , optimize the policy to maximize expected verified reward:

max
θ

Ex∼D Ey∼πθ(·|x)[V (x , y)]

This is the idea behind RL with Verifiable Rewards (RLVR) and grader-based Reinforcement Fine-Tuning (RFT).

Contrast with preference-based RL (RLHF)
Verifier-based rewards are deterministic and reproducible; scaling requires more rollouts, not more human labels.
The bottleneck shifts from annotation throughput to verifier precision and rollout infrastructure.

https://platform.openai.com/docs/guides/reinforcement-fine-tuning
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Direct verification vs. reward models

Direct verification
execute the test / parser / simulator
reward is ground truth (for that task definition)
preferred whenever tasks are executable

Learned reward models
trained on preference pairs or rubric labels
cheaper per sample than humans, but
approximate
susceptible to gaming (Goodhart’s law)

Hybrid approach
Use direct verifiers for anything you can check objectively; use learned reward models for the rest (style,
helpfulness, safety nuance).
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Training graders for non-deterministic verification

Grader as a supervised model
When deterministic checks are unavailable, teams train graders (often LLM-based) on:

human rubric labels (gold standard)
adjudicated multi-judge outputs (silver)
hard negatives from red teaming (adversarial robustness)

Calibration is mandatory
Grader scores must be checked against human judgments and audited for systematic bias. Without this, the RL
loop ends up optimizing for the grader’s quirks, not actual quality.
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Ensembles and disagreement: trustworthy reward signals

Ensemble strategies
multiple independent judges; reward = median or majority vote
disagreement triggers human review or conservative reward (zero)
adversarial judge prompts reduce prompt-sensitivity

Disagreement as an uncertainty signal
High disagreement tells you the reward is noisy in that region. Down-weighting or excluding those slices keeps RL
from overfitting to noise.
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Reward hacking: the default failure mode of RL

Examples
schema verifier: output syntactically valid JSON with nonsense content
test-suite verifier: exploit weak or insufficient tests (coverage gaps)
judge-based reward: write persuasive fluff that scores well but says nothing

Mitigations
strengthen verifiers: more tests, fuzz testing, property-based checks
randomize: vary prompts and test cases across rollouts to prevent memorization
hold out private evals the policy never trains against
monitor reward vs. held-out metrics; divergence signals hacking
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Curriculum design via verifier difficulty

Idea
Start with easy tasks where the model succeeds often and verifiers are reliable. Gradually introduce harder tasks
and longer horizons as performance improves.

Implementation
bucket tasks by current pass rate; up-weight the frontier bucket
adaptive sampling: spend compute on tasks the model almost passes (that’s where it learns the most)
always retain a stability suite (instruction following, multilingual, safety) to prevent regressions
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Verifiers bridge SFT and RL

One verifier, two uses
Offline (SFT): rejection-sample candidates to create high-precision supervised data
Online (RL): compute per-rollout reward for policy optimization

So the same verifier controls both SFT data quality and RL reward quality.

Practical implication
Improving the verifier pays off twice: better SFT data and better RL rewards, from the same investment.
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RL infrastructure and rollout systems



RL infrastructure: the systems problem

Why it is expensive
Each gradient step needs many rollouts, and each rollout may call tools, run code, or hit external services. The
training loop is I/O-bound and heterogeneous, not just compute-bound.

Core requirements
high-throughput sampling (distributed inference, e.g. vLLM)
scalable environment execution (sandboxed, cached, parallelized)
reliable reward computation (verifier microservices)
stable optimization (KL control, reward normalization, clipping)
observability (per-slice metrics, regression detection, hacking alerts)
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System diagram: online RL loop for an LLM agent

Policy (LLM) Environment
servers

Verifier
service

Trainer
(PPO/GRPO)

rollouts

traces

reward

update

Replay buffer Reference policy

data KL ref

Where complexity lives
Most of the engineering work is in the arrows: serialization, caching, batching, timeouts, and safety checks.

Scalable AI: Bridging Theory, Understanding, and Practice 79 / 92



Rollout engines: batching and latency hiding

Why rollouts dominate cost
Inference is the main expense, and environments add latency (network calls, code execution).

Engineering patterns
micro-batching across tasks and steps (vLLM-style)
async execution: overlap environment waits with token generation
speculative decoding for cheap drafts (when supported, but making sure to keep it lossless)
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Environment servers: isolation and determinism

Why environment servers exist
You want to scale execution and tool calls independently from model inference, with isolation and reproducibility.

Best practices
sandbox execution (containers, seccomp, no network unless needed)
deterministic seeds + stable dependencies for tests
explicit time and memory budgets
structured logs for every step (inputs, outputs, errors)
Proper virtualization and isolation (i.e. model shouldn’t issue commands that delete stuff on an unvirtualized
fs or kills host processes, etc.)
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Training algorithms: what recent models actually use

Algorithm landscape (2025–2026)
GRPO (DeepSeek-R1, Qwen 3 early): sample K completions per prompt; group mean reward as baseline, no value
network. ∼10× faster than PPO.
DAPO (ByteDance/SIA): GRPO + dynamic sampling, overlong reward shaping, token-level loss, Clip-Higher. Beats
R1-Zero on AIME 2024 in 50% fewer steps.
GSPO (Qwen 3 Instruct/Coder/Thinking): sequence-level importance ratios and clipping. Stabilizes MoE training
without router replay.
CISPO (MiniMax M2.5): clipped importance-sampling with per-step process rewards for long agentic trajectories (up
to 200k tokens).
PPO + KL penalty (OpenRLHF, earlier systems): clipped surrogate with learned value network; the textbook baseline.

What matters more than the algorithm name
Stable entropy control, reward normalization per task/difficulty, and credit assignment at the right granularity (GAE for
PPO; group norm for GRPO; sequence-level for GSPO; per-step for CISPO).
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GRPO vs. GSPO: why sequence-level matters for MoE

GRPO: token-level ratios
Ratio πθ(at |st )

πθold (at |st ) per token.

variance grows with sequence length
rewards are sequence-level (pass/fail), but updates are
per-token—misaligned
Can suffer from train-inference mismatch as different
routing choices are used for rollouts and training

GSPO: sequence-level ratios (Qwen 3)
si (θ) =

(
πθ(yi | x)

πθold (yi | x)

)1/|yi |

Clip and optimize at the sequence level.
token-level router shifts cancel in the geometric mean
more tolerant of precision mismatches across devices
used for Qwen 3 Instruct, Coder, and Thinking models
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Router replay (R3): fixing training–inference mismatch

The problem
In MoE RL, rollouts run on an inference engine and gradient updates on a separate training engine. Even for the
same input, the two engines can route tokens to different experts (different parallelism, numerics, batching). This
training–inference mismatch inflates importance ratios and can cause training collapse.

R3: record and replay routing masks
During inference rollouts, record which expert handles each token (the routing mask). During the training forward
pass, replay those same masks instead of recomputing routing. This forces identical expert assignments across
both phases, reducing KL divergence between them by roughly an order of magnitude.

Trade-off: R3 vs. GSPO
R3 fixes the mismatch directly but adds engineering complexity (routing mask storage, engine coupling). GSPO
avoids the problem by operating at sequence level, where per-token routing noise washes out in the geometric
mean—no masks needed.
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Multi-environment training: mixture as a control knob

Modern RL is multi-task
Train on a mixture of environments (code, instruction following, tool-use, reasoning) to avoid overfitting and
regressions.

Scheduler responsibilities
allocate rollout budget per environment and difficulty bucket
maintain “stability suite” environments (anti-regression)
implement curriculum: shift sampling toward hard tasks over time
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Safety in RL loops

Why RL introduces safety risk
The optimizer searches for anything that increases reward. Without guardrails, it may find unsafe actions, exploit
verifier blind spots, or work around tool restrictions.

Guardrails
Environment-level: no external network access, tool allowlists, resource caps
Reward-level: hard penalties for policy violations (unsafe compliance, refusal failures)
Probing: red-team environments that test jailbreak resistance under optimization pressure
Audit: reproducible traces for any high-reward trajectory
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RL infrastructure: open-source and production

Open-source frameworks
NeMo-RL (NVIDIA): modular RL framework with pluggable environment servers
verl (volcengine): distributed RLHF/RLVR with rollout engines and reward pipelines
OpenRLHF: community PPO/DPO stack with multi-GPU support

Production frameworks disclosed
MiniMax Forge: processes millions of samples/day at 200k-token contexts; addresses
throughput–stability–flexibility triangle
Qwen 3: GRPO with parallel multi-rollout exploration, dynamic entropy control, and off-policy training

https://github.com/volcengine/verl

https://github.com/NVIDIA/NeMo-RL

https://github.com/OpenRLHF/OpenRLHF
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Distillation: three mechanisms, one goal

1. Rejection-sampling distillation (offline, off-policy)
Run the RL-trained model on prompts, keep only outputs that pass a verifier, and add them to the SFT set. The
student never sees the teacher’s logits—only the filtered text.
DeepSeek-R1 does this twice: once after RL stage 1, once after RL stage 2.

2. On-policy distillation (online, logit-level)
The student generates a completion, and the loss minimizes KL(πstudent(· | x) ∥ πteacher(· | x)) token by token.
Because the student samples on its own distribution, it learns to match the teacher in states it actually visits—not
just on pre-recorded examples.
Qwen 3 uses this: student and teacher run side by side; gradients come from logit divergence on the student’s own tokens.

3. Off-policy distillation (offline, imitation)
The student trains on the teacher’s pre-generated outputs via standard SFT loss. Cheaper than on-policy (no live
teacher inference), but subject to the same covariate-shift limitation as any SFT.
Qwen 3 uses both: on-policy for reasoning, off-policy for thinking/non-thinking mode fusion. Reports ∼10× less GPU than RL with
comparable math/code accuracy.
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Putting infra and data together: the flywheel

Train / RL
in environments

Evaluate
by slices

Mine failures
+ cluster

Curate new
SFT + verifiers

The flywheel
Find where the model fails, build a verifier for that failure, and train again.
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Recurring patterns in modern post-training



Four patterns that distinguish strong post-training stacks

1. Verifier-centric scaling
More samples ⇒ more signal. Building a better verifier usually helps more than switching RL algorithms.

2. Trajectory data for agentic behavior
Single-turn SFT cannot teach state tracking, error recovery, or stopping decisions. Agentic capabilities require
multi-step trajectory data (SFT) and environment-based RL, followed by distillation of successful traces.

3. Multi-slice stability suites
Optimizing one vertical (e.g., coding RL) can harms others. A fixed stability suite (instruction following, safety,
multilingual, long context) must stay in every training mix and evaluation gate.
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Summary

1 SFT is behavioral cloning: it fixes protocol, format, and tool syntax but cannot produce strategies absent
from the training data.

2 SFT curation at scale means synthetic generation + verifier-based filtering. Kimi K2 synthesizes 20k+ tool
variants; MiniMax mines 140k+ coding tasks from GitHub PRs. Rejection sampling is the primary
mechanism.

3 Each vertical requires different verifiers—unit tests, symbolic checkers, citation parsers, schema
validators—used for both offline SFT filtering and online RL reward.

4 RL adds capabilities SFT cannot provide: on-policy exploration, error recovery from self-generated states,
and direct optimization of outcome predicates (DeepSeek-R1 GRPO, Qwen 3 GRPO, MiniMax CISPO).

5 Verifiers are the shared scaling lever: higher-precision verifiers yield both better SFT data (offline) and better
RL reward signal (online).

6 RL infrastructure is a systems problem: MiniMax Forge processes millions of samples/day at 200k-token
contexts; DeepSeek-V3.2 allocates >10% of pre-training compute to post-training RL.

7 Strong models come from a closed loop: evaluate → identify failures → build or improve verifiers → curate
SFT data → run RL → distill → repeat.
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References and public materials (2025–2026)



Pointers (2025–2026 public)

DeepSeek-R1 technical report (Jan 2025): https://arxiv.org/abs/2501.12948

DeepSeek-V3.2 technical report (Feb 2026): https://huggingface.co/deepseek-ai/DeepSeek-V3.2

Qwen 3 blog (Apr 2025): https://qwenlm.github.io/blog/qwen3/

Kimi K2 technical report (Jul 2025): https://arxiv.org/abs/2507.20534

MiniMax Forge / M2.5 post-training: https://minimax.io/news/forge-scalable-agent-rl-framework-and-algorithm

“SFT Memorizes, RL Generalizes” (ICML 2025): https://arxiv.org/abs/2501.17161

verl (RL training + rollout engine): https://github.com/volcengine/verl

NeMo-RL (environment-centric RL framework): https://github.com/NVIDIA/NeMo-RL

OpenRLHF (open RLHF/RLVR stack): https://github.com/OpenRLHF/OpenRLHF
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End of Lecture 13
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