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Lecture 12: Intro to the LLM Post-Training Lifecycle and Evaluation
Structured data, chat templates, preference modeling, RLVR, and modern evaluation
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Roadmap

The storyline
1 Structured data and chat templates: how messages become token sequences
2 Tool use, structured outputs, and world interaction: what the model does with tools and how it reasons

about environment state
3 Lifecycle: pre-training → preference modeling → RLVR
4 Post-training evaluation (modern benchmarks)

One idea to keep in mind
Post-training is changing the distribution of token sequences the model is trained to produce.
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Big picture: where “post-training” sits

Pre-training Base model
Post-training

(SFT + pref + RLVR)

Internet text, code,
books, docs

(unstructured)

Conversations,
tool schemas,

preference pairs
(structured)

Instruct model

Core distinction
Pre-training learns broad representations from unstructured sequences.
Post-training teaches the model to behave in a protocol: roles, turns, tools, schemas, and success criteria.
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Post-training as structured data



Unstructured vs structured training data

Pre-training (unstructured)
A single token sequence x1:T from a corpus mixture:

max
θ

Ex1:T

[
T∑

t=1

log pθ(xt | x<t)

]
No explicit field or instructions It only sees tokens and
learns statistical regularities.

Post-training (structured)
Each example has explicit structure:

Chat turns: (system, user, assistant, tool, . . . )
Tool catalogs: name + description + JSON schema
Preference pairs: (x , y+, y−)
Trajectories: multi-step plans + tool calls + outputs
Verifiers: deterministic graders (unit tests, parsers)

Key implication
If the behavior you want is a protocol, you must represent the protocol in tokens and train on it. Unstructured
corpora contain implicit structure (Q&A pages, code comments), but a base model won’t reliably distinguish
system vs user authority, call the correct tool among many, or adhere to a strict schema.
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So how does structured data become tokens?

The problem
We just said: if the behavior you want is a protocol, you must represent it in tokens and train on it. But
structured data—messages with roles, tool schemas, preference pairs—is not a flat string. How do we turn it into
a token sequence the model can learn from?

Answer: the chat template
The chat template is the serialization format that converts structured objects (messages, tools, metadata) into a
single token sequence with special delimiters. It is the bridge between the developer’s API and the model’s training
objective.

Everything downstream depends on this
Loss masking: which tokens get gradients is determined by the template’s role delimiters
Tool injection: schemas become literal tokens via the template
Evaluation: a mismatch between training template and inference template is a distribution shift and affects
eval accuracy
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The chat template: messages → tokens → loss

Goal
Convert a list of messages into a single token sequence:

{(ri , ci )}n
i=1 −→ x1:T

where each message has a role ri (system/user/assistant/tool/...) and content ci .

Why you should care
Two models can have the same weights but behave differently if their chat templates differ.

separators / sentinel tokens
whether tool schemas are in-band or out-of-band
whether tool outputs are tagged as tool-role messages
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Concrete example: messages → materialized tokens

Developer-facing API object

messages = [
{"role": "system",
"content": "You are a support agent."},

{"role": "user",
"content": "Refund order #A-1930."},

]
tools = [{
"type": "function",
"function": {

"name": "order_lookup",
"description": "Fetch order details.",
"parameters": {"type":"object",

"properties":{
"order_id":{"type":"string"}},

"required":["order_id"]}
}

}]

Materialized token string (illustrative)

<|system|>
You are a support agent.
# Tools
## order_lookup
Fetch order details.
Parameters: {"type":"object",

"properties":{"order_id":
{"type":"string"}},

"required":["order_id"]}
<|end|>
<|user|>
Refund order #A-1930.
<|end|>
<|assistant|>

Key point
The tool catalog is injected into the system prompt as literal text—name, description, and full JSON schema all become tokens the model
conditions on. Format varies by provider/model, but the principle is universal: tools are prompt tokens.
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What the model generates (tool call → tool result → response)

Continuing the materialized token stream

<|assistant|>
I’ll look that up for you.
<|tool_call|>
{"name":"order_lookup",
"arguments":{"order_id":"A-1930"}}

<|/tool_call|>
<|tool|>
{"status":"delivered",
"days_since_delivery":3, "refundable":true}

<|/tool|>
<|assistant|>
Your order was delivered 3 days ago and is
eligible for a refund. Store credit or
original payment?
<|end|>

Training objective
Cross-entropy only on assistant spans:

LSFT = −
∑
t∈asst

log pθ(xt | x<t )

System, user, and tool-result tokens are context only (masked
out of loss).

What gets supervised?
Natural-language assistant text
The tool-call JSON (name + args)
Reasoning tokens (if present)

The tool result is never supervised—it comes from the
environment.

https://developers.openai.com/api/docs/guides/function-calling/
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Loss masking: which tokens get gradients?

Loss masking is part of the protocol
After materialization, you create a token-level mask
mt ∈{0, 1} and optimize:

L(θ) = −
T∑

t=1

mt log pθ(xt | x<t)

Supervised spans typically include:
Assistant natural-language tokens
Tool-call tokens (name + arguments)
Reasoning / chain-of-thought tokens

Context-only tokens (masked out)
System prompt (including injected tool schemas)
User messages
Tool results (come from the environment, not the
model)

Why masking matters
The mask determines what the model learns to
produce vs what it learns to condition on. Getting this
wrong—e.g., supervising tool results—teaches the
model to hallucinate environment outputs.
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Parsing the output: tool-call and reasoning extractors

The chat template serializes structured data into the token stream. The serving layer must parse structured objects back out:

Tool-call parsing
The model emits tokens like:

<|tool_call|>
{"name":"order_lookup",
"arguments":{"order_id":"A-1930"}}

<|/tool_call|>

The serving layer must:
1 Detect delimiter in the token stream
2 Extract content until <|/tool_call|>
3 Parse JSON into a FunctionCall object
4 Validate arguments against schema
5 Route to the correct tool executor

On failure (malformed JSON, unknown function, schema violation): retry,
error to model, or surface to user.

What can go wrong
Partial delimiters: model starts <|tool_c then switches to
text. Does not use the special tokens.
Malformed JSON: trailing comma, truncation
Hallucinated tools: invents a function not in catalog
Multiple calls: parallel tool calls need array handling
Interleaved text: reasoning mixed with tool tokens

Delimiter design matters
Special tokens (<|tool_call|>) = single token id, easy to detect.
Text-based (“‘json) = multi-token, ambiguous. This is why these
sentinels are marked as special tokens – it ensures they get
tokenized together as one unit.
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Reasoning parsers: extracting chain-of-thought

Modern reasoning models (o1, DeepSeek-R1, Qwen3) emit thinking blocks parsed separately from the answer:

Reasoning block in the token stream

<|assistant|>
<|thinking|>
The user wants a refund for A-1930.
Check if order exists and within
return window. Call order_lookup.
If delivered > 30 days ago, no refund.
<|/thinking|>
I’ll look that up for you.
<|tool_call|>
{"name":"order_lookup",
"arguments":{"order_id":"A-1930"}}

<|/tool_call|>

What the reasoning parser must do
1 Detect <|thinking|> / <|/thinking|> boundaries
2 Extract reasoning (for logging, debugging, safety)
3 Strip from user-facing response
4 Handle interleaving: think → tool call → think → answer

Training implication
Reasoning tokens are supervised during training (model learns how to
think), but serving decides whether to expose them. Some pipelines
mask reasoning tokens to avoid constraining style; others supervise to
teach step-by-step patterns.
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The full parse pipeline: generation → structured output

Raw token
stream

Delimiter
detection

Segment
extraction

JSON / text
parsing

Structured
API response

Segments the parser must separate
Reasoning blocks: internal CoT (may be hidden)
Tool calls: name + JSON args (routed to executor)
Assistant text: NL response (returned to user)
Structured output: final JSON conforming to schema

Training ↔ parsing coupling
The parser and chat template are two sides of the same contract:
training serializes data into tokens; serving parses data out of tokens. If
you change delimiters or add a segment type, both sides must update
in lockstep.
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Schemas are tokens: why small changes matter (1/2)

Two “semantically identical” schemas produce different token sequences because the tokenizer sees bytes, not JSON semantics:

Version A
{"type":"object",
"properties":{

"order_id":{"type":"string"},
"units":{"type":"string",

"enum":["c","f"]}},
"required":["order_id","units"]}

≈ 40 tokens (GPT-4o tokenizer)

Version B (“same” schema, different text)

{"type": "object",
"properties": {

"orderId": {"type": "string"},
"units": {"type": "string",

"enum": ["Celsius", "Fahrenheit"]}},
"required": ["orderId", "units"]}

≈ 50 tokens—25% more, different ids

Three changes, three distribution shifts
order_id → orderId: different BPE splits (underscore vs camelCase produce different token ids)
"c" → "Celsius": 1 token becomes 3; changes probability mass the model must assign
Spaces after colons: extra whitespace tokens shift every subsequent token position

If the model was trained on A, switching to B is a distribution shift—even though the API behavior is identical.
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Schemas are tokens: why small changes matter (2/2)

Each tool’s full schema is injected into the system prompt as text. Even 2 small tools add substantial token overhead:

<|system|>
You are a support agent.
# Tools
## order_lookup
Fetch order details.
Parameters: {"type":"object","properties":{"order_id":{"type":"string"}},...}
## issue_refund
Process a refund for an order.
Parameters: {"type":"object","properties":{"order_id":{"type":"string"},

"method":{"type":"string","enum":["credit","original"]}},...}
<|end|>

These 2 tools ≈ 130 tokens. With 50 tools (production-scale), the catalog alone can use 3000+ tokens—before any conversation starts.

Context budget impact
Total context C is shared: C = Cmsgs + Ctools + Cretrieval + Cgen
More tools ⇒ less room for conversation history and retrieved evidence
⇒ earlier truncation.

Operational rules
Canonical schemas: deterministic key ordering, no extra
whitespace
Version templates + schemas like code
Stable naming conventions chosen early
Small “router” tool set; load specialized tools dynamically
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Tool use, structured outputs, and world interaction



Structured outputs and schema-driven decoding

Structured Outputs (JSON Schema)
Request that the model’s output adheres to a supplied JSON Schema.

From “prompting a format” to a formal contract
Eliminates brittle parsing failures
Enables verifiable rewards (schema validator as reward)

Inference-time constraint ̸= training
Schema-driven decoding constrains invalid tokens at inference, but
does not ensure semantic correctness—valid JSON with wrong
values.

The low-probability path problem
If the model was never trained on a schema structure, constrained decoding forces it down low-probability token paths—quality degrades
even though output is syntactically valid. Best practice: include deployed schemas in post-training data (SFT, preference pairs, RLVR with
schema verifiers) so the model assigns high probability to constrained outputs.

https://developers.openai.com/api/docs/guides/structured-outputs/
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Low-probability decoding: concrete examples

Example 1: unfamiliar schema

{"diagnosis": "...",
"icd10_code": "...",
"confidence": 0.0-1.0,
"differential": ["...", "..."]}

Model has no distribution over valid ICD-10 codes ⇒ valid JSON,
nonsensical values.

The fix: train on the contract you deploy
1 SFT: include examples with the exact deployed schema
2 Preference pairs: correct vs incorrect values within valid schema
3 RLVR: schema validator + semantic checks as verifier

Aligns the model’s probability mass with the constrained decoding
surface: high-probability paths, not forced low-probability ones.
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Security and the end-to-end tool protocol

The tool calling protocol
1 User request → model decides to call a tool
2 Tool call emitted (name + JSON args)
3 Tool result returned as a tool-role message
4 Model produces final response (optionally strict JSON)

Evaluation hook
Measure at each boundary: tool selection accuracy, argument validity,
tool-result usage, schema adherence.

Tool output is untrusted input
Tool outputs can contain adversarial strings (override system
instructions, data exfiltration, unsafe tool use).

Wrap tool outputs as tool-role messages
Keep system instructions separated and high-priority
Filter tool outputs from untrusted sources
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Tool calling is world interaction

The bigger picture
Tool calling is not just “generate JSON and parse a response.” The model interacts with a massive, partially observable world through a
narrow interface. Each tool call is an action; each tool result is a tiny observation from a world with countless latent variables.

What the model must learn
1 User intent: what does the user actually want?
2 Action selection: which tool advances the goal?
3 State interpretation: tool result is a compressed

observation—reconstruct world state from a small JSON payload
4 Planning under uncertainty: decide next action given incomplete

information

The world behind the API
A single order_lookup call hides:

Warehouse inventory state
Shipping carrier status
Payment processor state
Customer history across systems
Policy rules (return windows, fraud flags)

Model sees {"status":"delivered"} and must infer what actions
are possible.
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From protocol to dataset: the “gold trace” view

A post-training episode is a trace
Inputs: messages + tool catalogs + retrieved evidence
Actions: assistant tokens (including tool calls)
Observations: tool outputs
Outcome: verifier / preference label

Reusable across objectives
Once you store traces, you can repurpose them: SFT (imitate good traces), RL (rank traces via their advantages),
How often and where you get these traces from decides how “on-policy” the data is. Refresh from current model
and measure correctness? It’s onpolicy – regardless of SFT or RL. Do it from a totally different model? It’s
offpolicy.

One-sentence reframe
Pre-training: learn a model of unstructured token sequences. Post-training: teach the model to operate inside a
structured protocol (roles, tools, and verifiable success criteria).
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Lifecycle overview: pre-training → preference modeling
→ RLVR



The lifecycle as a data-type pipeline

Pre-training
(NTP)

Base
model

Preference
modeling

Chat
model RLVR

Unstructured
corpora

Structured data
(chat, tools, pairs)

Verifiable
tasks

Data Process Model

Different objectives
Pre-training: fit token distribution broadly
Preference: shift toward human/rubric preferences
RLVR: optimize task success under a verifier

Different failure modes
Pre-training: contamination, duplication, memorization
Preference: length bias, reward hacking, noise
RLVR: exploiting verifier loopholes, mode collapse
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Stage 1: Pre-training (unstructured)



Pre-training: what it gives you (and what it doesn’t)

NTP objective

LNTP(θ) = −
T∑

t=1

log pθ(xt | x<t)

What pre-training gives you
Broad world knowledge + language + code priors
General pattern completion
Latent capabilities that post-training can steer
Syntax priors (JSON/code) if in the training mix
Long-context capacity (if trained on long sequences)

What pre-training alone does not teach
When to call which tool
How to format tool arguments under a schema
How to use tool outputs robustly
Instruction following, safe refusals
Multi-turn state management

Those come from post-training—which is also NTP,
but on structured data with loss masking.
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Pre-training decisions that shape post-training

Data mixture
p(x) =

∑M
j=1

αj pj (x)

More code → better tool/syntax priors
More math → better symbolic patterns
More dialogue → stronger post-training priors

Post-training steers behavior but cannot conjure missing knowledge.

Other key decisions
Dedup/contamination: prevents benchmark memorization
Quality filtering: shapes toxicity, factuality
priors—post-training can’t fully undo bad priors
Synthetic data: fills gaps for rare skills, needs diversity
control
Context length: needs long documents, not just architecture
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Continued pre-training vs post-training

Continued pre-training (“domain
adaptation”)
Keep the NTP objective but change the data distribution
(e.g., more code, more legal text).

Post-training
Change the behavior distribution (chat + tools +
schemas) and often the objective (preferences, RLVR).
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Stage 2: Preference modeling (SFT + preference data)



Preference modeling: what problem are we solving?

From completion to assistant behavior
Base models are good at completion. We want assistant models that follow instructions, handle refusals, use tools
as part of the protocol, and align with style/rubrics.

The approach: structured supervision beyond NTP
1 SFT teaches the chat template distribution and canonical assistant styles
2 Preference data expresses what we prefer via comparisons or scores
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Supervised fine-tuning (SFT): the protocol becomes data

SFT objective (assistant spans only)
Given chat transcript tokens x1:T with assistant indices A:

LSFT(θ) = −
∑
t∈A

log pθ(xt | x<t )

SFT dataset fields
System instruction (policy + persona)
User text + metadata
Assistant response(s)
Tool calls and outputs (with role tagging)
Optional: rubric labels (tone, correctness, safety)

Example training record

<|system|> You are a support agent.
<|user|> Refund order #A-1930.
<|assistant|> I’ll look that up.
<|tool_call|>
{"name":"order_lookup",
"arguments":{"order_id":"A-1930"}}

<|/tool_call|>
<|tool|> {"status":"delivered",

"days_since_delivery":3,
"refundable":true}

<|/tool|>
<|assistant|> You are eligible.

Store credit or original payment?

SFT is necessary but not sufficient
SFT imitates a dataset; it does not directly optimize comparative quality, nuanced tradeoffs, or robustness to distribution shift.
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Preference data: the primitive is a comparison

Pairwise preference record
For a prompt/context x , two responses y+ (preferred) and y− (dispreferred): (x , y+, y−)

Where do y+, y− come from?
Multiple samples from the current model (on-policy)
Alternative policies / older checkpoints (off-policy)
Human-written responses (off-policy)

Where do labels come from?
Humans (gold standard) / domain experts
Model graders / “AI feedback” (scalable, but biased)
Listwise ranking of K candidates

On-policiness matters
Pairs are most useful when y+, y− come from the current policy πθ .
Off-policy data describes token-space regions the model would never
visit—gradients point somewhere, but not somewhere useful. As training
progresses, stale pairs become increasingly off-policy. Iterative pipelines
re-sample from the latest checkpoint and re-label.

DPO is particularly sensitive: it contrasts πθ vs πref, so off-policy y±

push the loss in arbitrary directions.
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Reward / preference models: Bradley–Terry and DPO

Bradley–Terry reward model
Let rϕ(x , y) be a scalar reward:

Pr(y+ ≻y− |x) = σ
(

rϕ(x , y+) − rϕ(x , y−)
)

LRM = − log σ
(

rϕ(x , y+) − rϕ(x , y−)
)

From RM to policy improvement
1 Train RM rϕ, then RL to optimize expected reward
2 DPO: update policy without a separate RM

DPO loss (conceptual)
LDPO =− log σ

(
β
[

∆θ −∆ref
])

∆θ =log πθ(y+ | x)−log πθ(y− | x)

Unifying view
Many preference methods are different choices of (contrast) +
(regularization) + (label model).
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Regularization and multi-objective preference tuning

Stay close to a reference
Pure preference optimization drifts (loses capabilities, breaks tool
protocols). max

θ
E[V ] − β KL(πθ∥πref)

Multiple rubrics in practice
Helpfulness / task success
Harmlessness / refusal correctness
Verbosity / cost / latency proxies
Formatting / schema compliance

Via weighted reward sums or conditional preferences.

Scalar vs per-token rewards
Scalar reward (rϕ(x , y)∈R) is most common. Per-token rewards (rt = rϕ(x , y≤t )) useful for agents but prone to reward hacking—use only
with strong verification.
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Preference data pitfalls and tool-use preferences

Common failure modes
Length bias: labelers prefer longer answers even when wrong
Style over substance: “sounds confident” beats “is correct”
Ambiguous rubrics: inconsistent across labelers
Narrow distribution: pairs don’t cover edge cases

Fixes
Normalize length in rubrics, adversarial negatives, labeler calibration +
gold questions, inter-annotator agreement.

Tool-use preference rubrics
Call a tool when needed (and only then)
Choose the correct tool
Produce valid arguments under schema
Use tool results correctly (don’t ignore/hallucinate)

Prefer correct + minimal + robust tool behavior.

Schema preference pairs
y+: valid JSON + correct semantics y−: missing keys / invalid
enums
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Preference modeling: emerging trends and recap

Emerging directions
Models as preference sources: rubric-based grading, self-critique,
LMs as implicit preference classifiers
Stabilizing updates to preserve expected behaviors
Active learning: sample hard pairs where the policy is uncertain

https://arxiv.org/abs/2502.16182
https://neurips.cc/virtual/2025/poster/117368

After preference modeling you get
Stronger instruction following
Better refusal behavior
Better style, tone, formatting
More reliable tool use (if trained)

What it does not guarantee
Objective correctness on verifiable tasks at scale—that’s where
RLVR shines.
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Stage 3: RLVR (reinforcement learning with verifiable
rewards)



RLVR: the premise

Definition
RLVR = reinforcement learning where the reward comes from a verifier that can deterministically check
correctness.

RLVR objective
max

θ
Ex∼DEy∼πθ(·|x)

[
V (x , y)

]
Key difference from preference modeling
Preferences are about relative quality.
RLVR is about task completion under a checker.
Reward is deterministic, enabling massive sampling per
prompt.

Common verifiers
Unit tests / integration tests (software)
Answer checker (math, multiple-choice)
Schema validator (JSON schema)
Retrieval-grounding checks (citation match)
Safety policy checks (rule + model-based)

https://arxiv.org/abs/2506.14245
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RLVR training loop

Prompt x
(issue + repo)

Sample K
rollouts yk

Run verifier
V (x, yk )

Policy update
(RL step)

Cost model
Total cost ≈ (prompts) ×K× (avg rollout length) + verifier cost.
Verifier efficiency is a first-class systems concern.

RLVR for agents
Output is a trajectory (text, tool calls, structured outputs). Verifier
depends on final state: V (x , y) = ⊮[goal achieved]. Credit assignment
is hard;

Example: code fixes (SWE-bench)
x = (repo, issue, failing tests), y = patch
V (x , y) = ⊮[all tests pass]

Example: strict JSON
x = conversation + tool results, y = JSON
V (x , y) = ⊮[valid schema ∧ policy ok]

https://www.swebench.com/
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DeepSeek-R1: a case study in RLVR design

Key design choices
Reward = correctness against ground truth, no constraints on
reasoning content (outcome-verifiable, minimal assumptions)
GRPO: clipped policy ratio + KL penalty
Group-normalized advantage: Ai = ri −mean(r1:G )

std(r1:G ) —reduces
step-size sensitivity with binary rewards

Reward decomposition
Accuracy rewards: correctness under verifier
Format rewards: enforce structure for reliable verification

Format constraints make the verifier robust, not cosmetic.

Multi-stage pipeline
Integrates rejection sampling, RL, and SFT—RLVR alone hurts
readability and general chat quality.

https://arxiv.org/pdf/2501.12948
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Verifier design and composition

A good verifier should be
Cheap enough to run at scale
High precision (few false positives ⇒ no reward hacking)
Hard to game (hidden cases, robust tests)
Aligned with the true task objective

Composite verifiers
V (x , y) = ⊮[correct]·⊮[format]·⊮[safe]

Conjunction keeps precision high; if too strict early, use stagedstrictness.

Partial credit (use carefully)
Compile before tests, fewer failing tests, valid schema before semantics.
But partial credit can incentivize optimizing the shaped metric, not the
true goal.

Curriculum
Start with high-signal, short-context tasks; expand as the policy
stabilizes. Dimensions: difficulty, context length, tool complexity,
verifier strictness.
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RLVR failure modes and evaluation

Exploiting weak verifiers
Incomplete tests ⇒ model passes tests without solving the task. Fix:
hidden + randomized tests, mutation testing, adversarial cases,
held-out projects.

Collapsing diversity
Binary rewards collapse policy to narrow strategies. Fix: multiple
rollouts/prompt, entropy/KL regularization, diverse prompts.

Always test against stronger verifiers
Evaluation should include hidden tests, variant formatting, adversarial
prompts, and OOD tasks. This is how you detect verifier overfitting.

Measuring reasoning vs sampling
CoT-Pass@K requires both reasoning and final answer to be
correct—distinguishes genuine improvement from sampling luck.

https://arxiv.org/abs/2506.14245
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RLVR as a service: Reinforcement Fine-Tuning (RFT)

Developer-facing trend
APIs expose RFT where you provide:

Prompt dataset
A grader/verifier returning numeric reward
Evaluation splits + checkpoint monitoring

RFT = RLVR-as-a-service—the verifier is a first-class artifact you ship
alongside data.

What RFT changes
Previously RLVR required owning the full stack (GPUs, RL
optimizer, rollout infra). RFT democratizes it: any developer who
can write a grader can run RL training. Bottleneck shifts from
compute to verifier quality.

https://developers.openai.com/api/docs/guides/reinforcement-fine-tuning/
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RL environments: the emerging infrastructure layer

The problem RFT doesn’t solve
RFT gives you a training API, but where do the environments come from? RLVR needs prompts, verifiers, tool implementations, and rollout
orchestration. A new infrastructure layer is emerging: RL environment libraries for LLMs.

NeMo Gym (NVIDIA)
Agents: orchestrate rollouts, execute tool calls
Models: stateless LLM endpoints
Resources: task defs, tools, verifiers

Multi-step agentic scenarios; integrates with TRL, NeMo RL,
OpenRLHF.

https://github.com/NVIDIA-NeMo/Gym

Reasoning Gym / RLVE-Gym
Reasoning Gym: 100+ procedural generators with verifiers (algebra,
logic, games). Infinite data at adjustable difficulty. RLVE-Gym: 400
environments with adaptive difficulty. Joint training: 3.4% abs.
improvement vs 0.5% from standard RL at 3× compute.

https://arxiv.org/abs/2505.24760
https://arxiv.org/abs/2511.07317
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Why RL environments matter for post-training

The environment is the curriculum
Task diversity: one verifier (math) doesn’t generalize to another
(code)—need a suite
Difficulty scaling: fixed difficulty saturates; adaptive environments
keep signal informative
Tool grounding: agentic RLVR requires environments that execute
tool calls—not just static prompts

The emerging stack
1 Environments: tasks + tools + verifiers
2 Rollout infra: OpenEnv, NemoGym, etc.
3 Training frameworks: TRL/GRPO, NeMo RL, OpenRLHF
4 RFT APIs: abstract 2–3 for developers

Lifecycle recap
Pre-training: unstructured tokens → broad representations. Preference: structured chat + comparisons → protocol + quality. RLVR:
environments + verifiers → task success at scale.
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Post-training evaluation



Evaluation is a system, not a score

Definition
Evaluation = a pipeline that turns model behavior into decisions: ship / don’t ship, pick a checkpoint, pick a data
fix, pick a new verifier.

Offline / benchmark
Static datasets
Reproducible runs
Regression testing

Online / product
A/B tests
User satisfaction
Cost/latency

Adversarial / safety
Jailbreak attempts
Red teaming
Regression monitoring

Evaluation keeps getting harder: benchmarks saturate and get contaminated, models are agentic, and capabilities
are multi-dimensional.
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Modern benchmark design: fight contamination

Problem
As models and datasets spread, test sets leak into training (directly or via synthetic derivatives).

Modern response
Live/rolling benchmarks with fresh tasks
Private eval sets with strong access control
Verifiable tasks where answers are hard to memorize (new contests, fresh code repos)

https://livebench.ai/

Scalable AI: Bridging Theory, Understanding, and Practice 41 / 56

https://livebench.ai/


Benchmark taxonomy: what modern evals actually measure
Frontier model cards (e.g., Qwen3.5, GPT-5) now report dozens of benchmarks. They cluster into a clear
taxonomy—each category targets a different post-training capability:

Capability categories
1 Knowledge – broad factual recall
2 STEM & Reasoning – mathematical / scientific

problem solving
3 Coding – program synthesis, repair, competition
4 Instruction Following – constraint adherence
5 Long Context – retrieval / reasoning over large

inputs
6 General Agent – tool use, planning, multi-step

tasks
7 Search Agent – web browsing, source grounding
8 Multilingualism – cross-lingual coverage

Why taxonomize?
Post-training changes are non-uniform: improving
coding RLVR can regress instruction following; adding
tool-call data can hurt multilingual quality.
Reporting a single aggregate score hides these tradeoffs.
A taxonomy forces slice-level accountability and reveals
which post-training stage (SFT, preference, RLVR) is
responsible for each capability.

Reference: Qwen3.5 model card reports results across all 8 categories.
https://huggingface.co/Qwen/Qwen3.5-122B-A10B
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Knowledge and factuality benchmarks

MMLU-Pro / MMLU-Redux
MMLU-Pro: harder, expert-curated, 10-way MC (vs 4-way). Reduces
guessing, tests deeper domain knowledge. MMLU-Redux:
re-annotated MMLU with fixed labels—same knowledge, cleaner signal.

SuperGPQA
Graduate-level questions across 285 disciplines. Exposes specialist gaps
(medicine, law, engineering) that general pre-training misses.

SimpleQA / HallusionBench
SimpleQA: short-form factual questions with unambiguous ground
truth. Measures hallucination rate and calibration. HallusionBench:
probes visual/language hallucinations (e.g., asserting objects not in an
image).

Post-training connection
Preference modeling can increase hallucinations by rewarding confident-sounding but wrong answers. Factuality benchmarks detect this; the fix
is calibration-aware preference data + abstention training.
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STEM and reasoning benchmarks

GPQA Diamond
PhD-level science questions written by domain experts. Non-experts
with internet access still struggle—tests genuine reasoning, not
retrieval.

HLE (Humanity’s Last Exam)
Frontier-level questions from researchers worldwide. Even the best
models score < 30%—tests the boundary of what RLVR can teach.

HMMT (competition math)
Harvard-MIT Math Tournament problems—fresh contests resist
contamination. Performance is a proxy for whether reasoning training
generalizes beyond the training verifier’s distribution.

Why reasoning benchmarks matter for
post-training
These test whether RLVR produces genuine reasoning or surface-level
pattern matching. Key diagnostic: compare pass@1 vs pass@K—if
pass@K is high but pass@1 is low, the model can solve it but hasn’t
learned reliable reasoning paths.
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Coding benchmarks

SWE-bench Verified
Real GitHub issues → model patch → verified by repo test suite.
Tests the full agentic loop: read codebase, locate files, write patch,
pass tests. “Verified”: human reviewers confirmed the tests actually
validate the fix.

LiveCodeBench
Fresh competitive programming problems from recent contests
(contamination resistant). Tests algorithmic reasoning under
time/memory constraints.

Terminal-Bench / FullStackBench
Terminal-Bench: CLI agent tasks (filesystems, configs, shell pipelines).
Exposes planning loops and error recovery failures invisible to static
benchmarks. FullStackBench: end-to-end software tasks (frontend +
backend + DB). Reported in EN and ZH.

RLVR connection
Coding benchmarks are the canonical RLVR target: verifier = test suite, reward = binary pass/fail, and scaling rollouts directly improves
performance.
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Instruction following benchmarks

IFEval
Tests whether the model follows verifiable formatting
constraints: “write exactly 3 paragraphs,” “include the
word ‘ocean’ at least twice,” “respond in all caps.”
These are mechanically checkable—no subjective
judgment. A model that scores well on quality
benchmarks but poorly on IFEval has not internalized the
instruction-following protocol.

IFBench
Extends IFEval with harder, multi-constraint instructions
where constraints can conflict or require prioritization.
Tests whether SFT + preference training taught robust
constraint satisfaction, not just surface compliance.

MultiChallenge
Instructions with multiple simultaneous constraints
across different dimensions (format + content + style +
length). Models often satisfy some constraints while
violating others—this benchmark measures the joint
satisfaction rate.
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Long context benchmarks

LongBench v2
Reasoning over 128k+ token documents: multi-doc QA,
summarization, cross-doc comparison. Tests whether the model can
use long context, not just accept it—many degrade in downstream
tasks even if perplexity holds.

AA-LCR
Needle-in-a-haystack retrieval at various lengths and positions. Reveals
position bias: good at start/end, loses middle.

Pre-training + post-training problem
Pre-training: architecture + long-doc data mixture set the
ceiling
Post-training: SFT on long conversations, tool trajectories,
multi-doc tasks teaches effective context use

256k window + short-context SFT < 128k window + well-curated
long-context post-training.
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Agent and search agent benchmarks

General agent benchmarks
BFCL-V4: tool selection accuracy, argument validity, multi-tool
orchestration. TAU2-Bench: end-to-end agent tasks (e.g., airline
service) with multi-turn tool use and state tracking. OSWorld /
AndroidWorld: GUI agent tasks—interact with real OSes. Tests spatial
reasoning and long-horizon planning.

Search agent benchmarks
BrowseComp: find specific information by browsing the web (query
formulation + source synthesis). WideSearch: broad information
gathering—measures coverage, not just precision.

Why agent evals are different
Agent benchmarks test the full loop: intent → action → state
interpretation → next action. Static QA cannot detect failures in state
tracking, error recovery, or planning.
Always report: scaffold version, tool policies, context management
strategy.
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Multilingualism benchmarks

Cross-lingual knowledge
MMMLU / MMLU-ProX: multilingual MMLU across 29+ languages.
Tests whether knowledge is language-independent or trapped in the
dominant pre-training language. INCLUDE: culturally grounded
questions—answers depend on local context, not just translation.

Translation and generation quality
WMT24++: 55 language pairs scored by XCOMET—high- and
low-resource. NOVA-63 / PolyMATH: math/reasoning in 63+
languages—does RLVR transfer across languages or only work in
English?

Post-training tradeoff
Adding tool-call or reasoning SFT in English can regress non-English performance if multilingual priors are overwritten. Monitoring regressions
at scale (Qwen3.5: 201 languages) requires systematic slice-based evaluation.
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Evaluation methodology: slices, uncertainty, and judges

Slice-based reporting
Report by: tool vs no-tool, short vs long context, easy vs hard,
languages/domains, adversarial vs benign. Post-training changes are
non-uniform—they improve some slices while regressing others.

Uncertainty
Multiple seeds, bootstrap CIs, distribution over tasks (not just mean).

LLM-as-judge: useful but dangerous
Failure modes: verbosity/style bias, correlated errors with evaluated
model, prompt sensitivity. Fix: calibrate with human labels, pairwise
comparisons, multiple judges + disagreement analysis.
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Pass@K and sampling-based metrics

The pass@K family
Sample K completions {y1, . . . , yK } from πθ :

pass@1: one greedy sample correct? Modal capability
pass@K: any of K correct? Coverage—does the solution exist in
the distribution?
cons@K: majority vote correct? Reliability

What each metric reveals
High pass@K, low pass@1: model can solve it but not
reliably—sampling helps, deploy cost high
High cons@K, low pass@1: voting recovers hidden correctness
pass@1 ≈ pass@K: confident and calibrated (or hopelessly
stuck)

Temperature, top-p, and K are part of the eval system—must be reported alongside scores.
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The harness is part of the score

What is the harness?
The full pipeline around the model during eval:

Prompt formatting: system prompt, few-shot, instructions
Context management: how much context, truncation
Tool config: which tools, timeouts, retries, folding
Sampling: temperature, top-p, top-k, penalties
Post-processing: extraction regex, parsing, majority vote

Always report: harness version, prompt template, sampling params, tool
policies, context strategy, attempts, compute budget.

The harness changes the score—a lot
Same model on SWE-bench varies 10–20pp depending on scaffold,
context management, and tool budgets. A score without harness
details is not reproducible.

Bottom line
Without harness details, the score measures harness + model, not
the model. Two teams reporting different scores for the same model
are often reporting different scaffolds.
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Harness impact: concrete examples

SWE-bench scaffold variation
Basic: issue + full repo dump → 20–30%
Oracle retrieval: issue + relevant files only → 40–50%
Agentic: iterative search, test, retry → 50–70%+

Same model, same weights—the harness changed.

TAU2-Bench
Qwen3.5 notes that airline-domain results depend on bug fixes from the
Claude Opus 4.5 system card—even the benchmark setup has patches.

Search agent context management
BrowseComp/WideSearch use context folding (256k): once tool
responses exceed a threshold, earlier ones are pruned. 128k vs 256k vs
no folding → different scores.

Prompt formatting matters
“Put your answer in \boxed{}” for math benchmarks. Without it,
correct answers may fail the extraction regex—score drops because the
harness can’t parse the answer, not because the model is wrong.
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From benchmark to deployment: gates and monitoring

Set deployment gates
No safety regressions beyond threshold
Schema validity ≥ 99.9% on critical flows
SWE-bench improves without tool-call regressions
Latency/cost budget not exceeded

Gates make deployment decisions auditable.

Production monitoring
Distribution shift (new intents, new tools)
Tool failure rates + argument validity
Schema adherence rate
Safety triggers + jailbreak attempts
Cost/latency regressions

Online monitoring = eval on live data: logs → new training data.
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Internal eval harness: what “good” looks like

Infrastructure components
Dataset registry (versioned tasks + slices)
Runner (prompting + tool sandbox + timeouts)
Graders (verifiers, model-judges, schema validators)
Metrics store + dashboards
Regression gates (block deploys on key regressions)

Tie back to lifecycle
Your eval harness should tell you whether to: add SFT data (protocol issues), add preference pairs (quality
tradeoffs), or improve verifiers / RLVR (task success).
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Summary



The lecture in 7 bullets

1 Pre-training learns from unstructured token sequences (NTP).
2 Post-training is about operating in a structured protocol: roles, tools, schemas.
3 Chat templates are infrastructure: messages → tokens → loss.
4 Tool calling = the model interacting with a partially observable world; it must learn intent, action selection,

and state interpretation from compressed payloads.
5 Preference modeling = SFT + comparisons that encode “what we want.”
6 RLVR = RL with verifiers (tests, checkers, schema validators) to scale correctness.
7 Evaluation must be multi-layered (offline + online + adversarial) with modern benchmarks.
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