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Minimum dashboard

Learning signals

@ train loss (raw + EMA), per-domain loss (web/code/math/multilingual)
@ validation loss (same tokenization/packing), canary evals
@ gradient norm, update norm, weight norm (global + by layer block)

@ LR, weight decay, clip fraction (% steps clipped), loss scale/overflows

Pipeline & systems signals

@ tokens/sec, step time breakdown, MFU, memory headroom, OOMs

@ data health: shard repetition, filter pass rates, length histograms

@ long-context: loss vs length, NIAH-style probes (optional but high leverage)

@ MoE (if used): expert utilization, dropped tokens, balance loss
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Optimization hyperparameters



Learning rate schedule (the primary control)

Knob

What it is

When to tweak (what you saw — what to do)

Peak LR

Warmup steps

Schedule shape

Decay milestones

Min LR / floor

Param-group LRs

maximum step size after warmup

Example: OLMo 3 Base: peak LR 3.0 x 104 (7B) / 6.0 x 104
(32B). Apertus ablation: max LR 3 x 10~ % — 1.5 x 104
steps to ramp LR from 0 to peak

Example: OLMo 3: 2k-step warmup. Apertus (WSD): warmup from
0.1 peak for 16.78B tokens

cosine / linear / step / constant-then-decay
Example: OLMo 3: modified cosine; Apertus: Warmup-Stable-Decay
(1-sqrt cooldown); Qwen3: 3-stage pretrain w/ accelerated decay in
reasoning stage.

token /step points where LR drops

Example: Apertus: cooldown begins at 13.5T tokens (with a data-mix
shift); OLMo 3 (32B) truncates cosine at 5.5T tokens.

LR at end of training

Example: OLMo 3: final LR is 10% of peak (3 X 1075 /6 x 107)
Apertus sets final LR to 0.1 max

LR multipliers for embeddings, norms, routers,
head

Example: DeepSeek-V3.2: warm up a new indexer alone (LR 10~3),

then train all params at LR 7.3 x 10~ 0 (128K ctx)

Loss spikes / grad-norm jumps — lower. Slow progress w/
stable norms — raise (after data sanity checks).

Early instability — increase. If start is too slow and stable
— decrease carefully.

Mid-run plateau — decay too early: delay decay or add
constant phase. End quality weak — longer anneal / lower
final LR.

Regression right after a milestone — milestone too aggres-
sive: smoother decay or smaller drop.

If final quality is unstable/noisy — lower floor (more anneal).
If underfitting late — floor too low.

Localized issues (e.g., router exploding) — lower LR for
that group before touching global LR.
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Batch, microbatch, accumulation (the noise/throughput triangle)

Knob

What it is

When to tweak

Global batch tokens Biok

Batch ramp schedule

Microbatch size

Grad accumulation steps

Seq length vs batch

total tokens per optimizer update

Example: OLMo 3: 4.19M (7B) / 8.39M (32B) tokens per update
Apertus: 4.2M (8B) / 8.4M (70B), doubled mid-run

change B,k over time

Example: Apertus doubles batch size (and nodes) after 8T tokens
(8B) / 4.4T tokens (70B)

tokens per GPU per forward/backward

Example: Rarely reported; typically “as large as fits” (then use
accumulation)

number of microbatches per update

Example: Implicit in many reports (global batch is what is re-
ported)

holding Biox fixed while increasing context re-
duces #seq

Example: Qwen3: long-context stage at 32,768. Apertus:

8k—»16k—»32k—64k at fixed token-batch (warmup 1.2B to-

kens/stage)

Noisy loss / unstable grads — increase By, or lower LR.
No gain from bigger batch — you're near/over critical batch.

Early instability — start smaller then ramp. Throughput-
limited late — ramp earlier/bigger.

OOM — decrease or enable recompute. Low MFU —
increase until memory bound.

Need larger Biox w/0 memory — increase. If optimizer
dynamics feel “laggy” at transitions — reduce or re-tune
LR.

Spikes at length jump —> treat like restart: lower LR, maybe
re-warmup, temporarily reduce Bi,x.
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Optimizer internals

Knob

What it is

When to tweak

Optimizer choice

B1

B2

AdamW (default), Adafactor (memory), Lion
(alt)

Example: Apertus trains with AIEMAMix (instead of AdamW);
many others still default to AdamW.

momentum on gradients

Example: Apertus reports Adam 8 = (0.9, 0.999) (so 31
0.9), and adds AJEMAMix momentum terms

smoothing of squared grads

Example: Apertus uses 8y = 0.999 and notes higher 35 can
help when training spans millions of iterations

numerical stabilizer in denom

Example: Still a common “mysterious instability” knob; many

reports don’t disclose it. (OLMo 2 reports 10> — 10~8.)

If optimizer-state memory dominates — consider Adafac-
tor/ZeRO. If training is brittle — AdamW is most pre-
dictable.

Too jittery updates — increase f3; slightly. Too sluggish at
regime shifts — decrease.

Regime shift (length jump / mix change) causing slow adap-
tation — lower B, a bit. Too noisy variance estimate —
increase.
Under/overflow issues, especially fp16/fp8 — increase e
modestly.
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Stability & regularization knobs (keep training on rails)

Knob

What it is

When to tweak

Weight decay (WD)

WD param groups

Grad clipping

Dropout(s)

EMA of weights

Logit controls

decoupled L2 on weights (often excludes norm-
s/bias)

Example: Apertus: weight decay = 0.1; DeepSeek-V3 also uses
0.1 in its recipe

which params get WD (norms? embeddings?)
Example: OLMo 3 turns off WD on embeddings to keep embedding
norms in a healthy range.

max global (or per-group) grad norm

Example: OLMo 3: clip norm 1.0. Apertus: clip 0.1 (aggressive;
clipping almost every step with AdEMAMix)
attention/residual /embedding dropout

Example: Chameleon: dropout 0.1 was needed for 7B stability,
but 34B trains without dropout (uses norm re-ordering + z-loss)
exponential moving average of params used for
eval

Example: DeepSeek-V3 maintains an EMA of weights asyn
chronously on CPU to stabilize evaluation

z-loss / logit cap / softmax casting

Example: OLMo 3 uses z-loss (weight 10~ 5) to prevent logit

drift; logit caps / soft-capping show up in other modern stacks

Train | / val 1 gap — increase WD. Exploding weight
norms/logits — increase WD or lower LR. Underfitting —
decrease.

If embeddings/norms behave badly — exclude them from
WD. Localize before global changes.

Loss spikes/outlier batches — tighten. If many steps clip
and learning slows — loosen or lower LR.

Overfitting or brittle generalization — increase slightly. If
underfitting — reduce/disable.

Noisy eval curves / low-precision training — enable EMA,;

pick slow decay (close to 1).

Peaky logits, attention instability, fp8 issues — add/increase
logit controls before reducing model size.

Scalable Al: Bridging Theory, Understanding,

, and Practice Spring 2026 7/30



Data hyperparameters



Mixture weights & sampling (what distribution are you training on?)

Knob

What it is

When to tweak

Domain/language weights

Temperature exponent

Curriculum over tokens

Refresh cadence

sampling probabilities per source/domain/lang
Example: Apertus sets ~40% of pretraining text to non-English
and covers 1800+ languages; Qwen3 trains on 119 languages/di-
alects.

flattens/peaks mixture vs dataset size

Example: Qwen3 emphasizes proxy-scale experiments to tune
mixtures/recipes before scaling to full runs

change mixture over time (broad—clean, etc.)
Example: Qwen3: general stage — reasoning stage (5T tokens)
— long-context stage (32,768). OLMo 3: midtraining + long-
context extension

how often you reshuffle/refresh shards

Example: Not always documented; treat as an operator knob

(measure repetition + memorization)

Domain eval regression — upweight that domain. General-
ization drop — reduce oversampling of narrow sources.

Low-resource languages lag — flatten (higher temperature).
Too much overfitting on small sets — reduce oversampling.
Late quality weak — shift to higher-quality mix + lower LR.

Early instability — start cleaner.

Repeated shards / memorization signals — increase shuffle
buffer or refresh.
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Filtering & dedup (thresholds are hyperparameters)

Knob

What it is

When to tweak

Quality threshold

Perplexity filter

Language-ID threshold

Dedup similarity cutoff

Dedup granularity

Decontamination

classifier score cutoff / rules

Example: OLMo 3 follows DCLM-style heuristic filtering -+ quality
classifiers; FineWeb-Edu uses a classifier threshold

discard text too easy/hard under reference LM
Example: Discussed in FineWeb related work: CC-100 retains
paragraphs with low perplexity under an n-gram LM
confidence cutoff for lang detection

Example: OLMo 3 uses fastText English filtering with threshold
0.65 (after heuristics)

near-dup threshold (doc/para/span)

Example: FineWeb MinHash targets documents > 75% similar
(5-grams; 112 hashes; 14 buckets of 8)

doc vs paragraph vs span window

Example: FineWeb uses document-level MinHash + studies per.
snapshot vs global deduplication

hash/blacklist overlap w/ eval sets

Example: Gemma reports decontaminating evaluation sets;
FineWeb emphasizes dedup to reduce memorization/recitation

risk

Train loss looks great but eval bad — tighten filtering. Data
too small / underfit — loosen carefully.

Too much boilerplate/junk — tighten. Removing rare do-
mains/languages — loosen or add domain-aware filters.

Too much code-mixing / wrong lang — tighten. Low-
resource recall — loosen but add other quality checks.

Memorization /regurgitation or fast early overfit — stronger
dedup. If removing too much valid data — loosen.

If templated pages dominate — span-level. If dedup too
expensive/slow — coarser granularity.

Suspicious eval gains — strengthen decontam; keep a clean
val split.
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Packing, length distribution, and synthetic

data

Knob

What it is

When to tweak

Packing strategy

Doc boundary tokens

Length distribution

Synthetic ratio

Synthetic refresh

pack multiple samples/seq; masking rules
Example: DeepSeek-V3 packs multiple samples into each sequence
and uses sample masking to isolate them

EOS /separators; reset attention or not

Example: Often used alongside packing; boundaries matter most
when mixing many short samples

fraction of long documents in training

Example: Qwen3 long-context corpus: 75% sequences in 16k-32k
range, 25% in 4k-16k (i.e., you must actually train on long docs)
% model-generated / distilled / augmented text
Example: Gemma 3 uses knowledge distillation; modern stacks
often add targeted synthetic (math/code/reasoning) but must
re-filter it aggressively.

regenerate vs reuse synthetic

Example: Rarely quantified; treat like data freshness and dedup

aggressively,

Train loss “too good” — check masking/leakage. Low
throughput — pack more aggressively (if masking correct).

Cross-doc leakage or weird continuations — enforce bound-
aries and masks.

Long-context probes fail — add long docs (not just longer
context limit).

Need targeted skills (math/code) — add high-quality syn-
thetic; if style collapse/hallucination — reduce or re-filter
synthetic.

Staleness/repetition — refresh. Too expensive — lower
cadence but dedup more.
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Model hyperparameters that matter
during pre-training



Context length & positional encoding knobs

Knob

What it is

When to tweak

Max sequence length

Length curriculum

RoPE base

RoPE scaling

Attention window

training context length cap

Example: Gemma 3 & DeepSeek-V3.2 train/evaluate at 128K;
OLMo 3 extends to 65,536; Apertus extends to 64K; Qwen3 long-
context stage is 32,768

schedule: short—long

Example: Apertus stages 8k—16k—»32k— 64k with per-stage
warmup; Qwen3 uses a dedicated long-context stage
frequency base (controls rotation rates)
Example: Qwen3: RoPE base 10k— 1M (ABF); Gemma 3 uses
1M on global layers; Apertus increases RoPE © up to 12M for
64k

interpolation /extrapolation scheme + factor
Example: Qwen3 uses YaRN + Dual Chunk Attention; OLMo 3
uses YaRN on full-attention layers

full vs sliding-window; window size

Example: Gemma 3: local span 1024 with 1 global layer per 5

locals; OLMo 3: sliding-window attention (4096) on 3/4 of layers

If you need long-context ability: extend in stages. If insta-
bility/OOM: shorten or reduce batch/microbatch.

Spikes at length jump — smaller LR + re-warmup at the
jump.

Long-context degradation — adjust base and/or scaling
method.

If model works at train length but fails beyond it — tune

scaling; add long-doc data.

Need long context cheaply — sliding window. If reasoning
needs global info — increase global frequency / window.
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Tokenizer knobs (they change compute and learning)

Knob

What it is

When to tweak

Vocab size

Tokenizer type

Normalization

Special tokens

number of subword tokens

Example: Gemma 3 vocab is 256k entries; Qwen3 uses 151,669;
Apertus uses ~131k

BPE vs SentencePiece; byte fallback

Example: Qwen3: byte-level BBPE tokenizer (151,669). Gemma
3 uses the same tokenizer as Gemini 2.0 (256k vocab)
unicode normalization rules

Example: Often implicit; avoid train/eval mismatch when scraping
diverse web text

BOS/EOQS, doc separators, tool tokens

Example: Critical when packing many samples into one sequence

(DeepSeek-V3-style packing)

Multilingual / code needs — larger vocab (often). If se-
quences too long (high tok/char) — retokenize.

If rare unicode / robustness issues — enable byte fallback.
If domain tokens fragment badly — retrain tokenizer on
target mix.

If data has diverse scripts/encodings — consistent normal-
ization (avoid train/eval mismatch).

If packing/doc boundaries matter — add explicit separators
and enforce in data pipeline.
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MoE knobs (if using mixture-of-experts)

Knob

What it is

When to tweak

Fexperts, top-k

Capacity factor

Balance loss weights

Router noise/temp

Token dropping policy

routing choices per token

Example: Qwen3 MoE: 128 experts total with top-k = 8 activat
ed/token (no shared experts)

tokens/expert buffer (controls drops)

Example: DeepSeek-V2 describes a device-level token-dropping
strategy with effective capacity factor &~ 1.0 per device
auxiliary losses to spread load

Example: DeepSeek-V2 uses multiple auxiliary losses (expert-level,
device-level, communication balance) with tunable coefficients
randomness/entropy in routing

Example: Often added to prevent early routing collapse

what happens when expert over capacity
Example: DeepSeek-V2 drops the lowest-affinity tokens on each

device to meet compute budget

If quality low at fixed compute — more experts/top-k. If
comm/throughput bad — reduce top-k or adjust placement.

Dropped tokens 1 — increase capacity. If utilization too
uneven — also tune balance loss.

Expert collapse (few dominate) — increase balance loss /
add router noise. If no specialization — decrease.

Early collapse — add noise. If routing too random late —
reduce noise.

If training diverges from dropped tokens — reduce drops
(raise capacity) or drop more gracefully.
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Numerics & systems hyperparameters



Precision & numerics knobs

Knob

What it is

When to tweak

Compute dtype

Accumulation dtype

Loss scaling

All-reduce precision

Skip-step policy

bf16 / fp1l6 / fp8 for matmuls

Example: Apertus tried FP8 (+26% throughput) but saw a loss
jump after ~300B tokens and rolled back; DeepSeek-V3 reports
an FP8 framework

dtype for reductions/accumulation

Example: Often kept at bfl6/fp32 even when matmuls are
fp8/fp16

static/dynamic scale for fp16/fp8

Example: Required for fpl6/fp8 stability; frequent overflows are
an early-warning signal

dtype used in gradient reduction

Example: Rarely disclosed; becomes relevant when pushing fp8
aggressively,

what to do on overflow/NaN step

Example: Runbook knob: “skip + log” can save a run, but don't

hide systemic instability,

NaNs/overflows — move sensitive ops to bfl6, tighten clip-
ping, lower LR. Need speed — fp8 but monitor drift.

If loss drifts vs baseline — raise accumulation precision
(bf16/fp32).

Overflows frequent — lower scale or use dynamic. Under-
flow/vanishing grads — raise scale.

If multi-node instability — increase reduction precision or
check comm errors.

If rare overflows — skip+log may save run. If frequent —
fix root cause (LR, data, precision).

Scalable Al: Bridging Theory, Understanding,

, and Practice Spring 2026 14 /30



Parallelism & memory knobs

Knob

What it is

When to tweak

DP/TP/PP/CP degrees

Pipeline microbatches

Activation checkpointing

Optimizer sharding

how you shard compute/params/sequence
Example: OLMo 3 reports Hybrid-Sharded DP (DP-shard/DP-rep)
and uses context parallelism (CP=8) for long-context; large runs
mix DP/TP /PP /CP.

microbatches to fill the pipeline

Example: Often tuned for utilization (pipeline bubbles)
recompute activations to save memory

Example: Common in large-scale training; rarely called out unless
it changes stability /perf.

ZeRO stage / state partitioning

Example: OLMo 3 uses Hybrid-Sharded Data Parallelism (HSDP),

i.e., optimizer/state sharding baked into the recipe

If comm dominates — adjust TP/PP; if memory tight —
increase PP or ZeRO.

Low utilization (pipeline bubbles) — increase microbatches.
If memory tight — decrease and use recompute.

OOM — enable or increase recompute. Throughput too low
— reduce recompute if memory allows.

OOM from optimizer state — increase sharding stage. If
instability from implementation bugs — simplify.
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Run-control knobs

Knob

What it is

When to tweak

Checkpoint cadence

Eval cadence

Data loader buffer

Random seeds

how often you save state

Example: OLMo 3 and Apertus both emphasize open artifacts
(multiple stages/checkpoints); cadence is a runbook knob

how often you run val/probes

Example: Most reports emphasize canaries at transitions
(mix/length /precision changes)

shuffle buffer, prefetch, workers

Example: Not glamorous, but shows up as tokens/sec jitter and
‘mysterious” loss variance

determinism vs randomness

Example: OLMo 3 and Apertus emphasize reproducibility /ablation

discipline (critical when recipes are this brittle)

If failures common — checkpoint more often. If 1O stalls
— less often or async.

If blind to regressions — evaluate more often early and at
transitions. If compute tight — lower cadence but keep
canaries.

Throughput jitter/stragglers — increase buffer/workers.
Repetition bug suspicion — verify shuffling.

If debugging stability — make runs deterministic. If diversity
needed — relax determinism after stable.
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Symptoms — first knobs



If you see this... check these first

Symptom

Most likely cause

First interventions (smallest safe changes)

Loss spike / NaNs

Train |, val T

Early plateau

Domain regression (e.g., code)
Long-context fails
Throughput drop / OOM

MoE collapse / drops

LR too high; bad batch; precision overflow
overfitting / repetition / leakage

LR too low or decay too early; data too
noisy
mixture weight too low; tokenizer mismatch

insufficient long docs; RoPE scaling mis-
match

microbatch too big; bad parallelism; recom-
pute off

router skew; capacity too low; aux loss mis-
tuned

Lower LR; increase warmup; tighten clip; switch sensitive
ops to bfl6; log offending batch IDs.

Stronger dedup; adjust mix; increase WD/dropout; verify
decontam and val pipeline.

Increase peak LR or delay decay; check data filtering;
increase batch tokens.

Upsample domain; add targeted data (filtered); consider
tokenizer/domain tokenization fixes.

Add long-doc data; staged context extension; lower LR
at jump; tune RoPE scaling/base.

Reduce microbatch; enable checkpointing; re-balance
TP/PP; increase pipeline microbatches.

Increase capacity factor; tune balance loss; add router
noise; lower router LR.
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Sanity ranges

Typical “order-of-magnitude” starting values (with recent examples)

Peak LR: often in the 10™#~10~3 band. Example: OLMo 3 uses 3 x 10~ % (7B) / 6 x 10—% (32B); Apertus ablates 3 x 10— % — 1.5 x 10—4

Warmup: ~2k steps is common, but some recipes warm up by tokens. Example: OLMo 3: 2k steps; Apertus (WSD): warmup for 16.78B tokens; long-context

stages warm up 1.2B tokens/stage
WD: commonly 0.1; norms/biases often excluded; embeddings sometimes excluded too. Example: Apertus: WD = 0.1; OLMo 3: no WD on embeddings
Clip norm: often ~ 1.0, but can be much smaller in some stable recipes. Example: OLMo 3: clip 1.0; Apertus: clip 0.1 with AdEMAMix

Dropout: often 0-0.1 in pre-training. Example: Chameleon uses dropout 0.1 for 7B stability but 0.0 for 34B (with norm re-ordering + z-loss)

Context extension: do it in stages and treat each jump as a new regime (LR/batch usually go down). Example: Apertus: 8k— 16k—32k—64k;
OLMo 3: 8k—65,536; Qwen3: 32,768; DeepSeek-V3.2/Gemma 3: 128K

-

Most important rule

If you change sequence length, data mix, optimizer/precision, or routing (MoE), assume your old LR/batch settings are no longer safe.
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Graphs: what the pathologies look like



Why graphs?

Many interventions are triggered by shapes in the traces:
@ loss spike vs slow drift vs plateau
@ train/val divergence (overfit) vs parallel improvement (underfit)
@ throughput collapse vs OOM vs communication bottleneck
@ MoE utilization collapse and dropped-token growth
°

long-context degradation as a function of length

The following plots are schematics: they show the qualitative phenomenon and the associated knobs.
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Common LR schedule shapes you will actually see

r T T | T
1 —_— warmup + cosine .
R warmup + step
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step (normalized)

Schematic: Pick a shape, then treat regime changes (mix/length /precision) like mini-restarts

What triggers LR edits?

@ Spikes — lower peak LR / longer warmup

@ Plateau early — raise peak LR or delay
decay

@ Late instability — lower floor, extend
anneal

@ After length jump — lower LR +
(optional) re-warmup
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Phenomenon: gradient-norm spikes and clipping

T T T T
6~ ——  typical i N
- — — spike batch I
— . I . - . .
3 clip threshold ih @ clip norm (tighten if spikes)
3 4l (M} . .
£ i @ LR (lower if spikes frequent)
[} (B! - .
= h @ data outliers (filter extremely
K 1]
£ 2 D long/strange samples)
e @ precision (bfl6 sensitive ops; loss scaling)
o
0 | | | |
0 20 40 60 80 100
step
Schematic: If many steps exceed the clip line, you are effectively training with a different LR on those steps, Cllp fractlon; OYGFflOW counte.rs; WhICh
shard/batch triggered the spike.

.
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Phenomenon: loss spike (often requires LR/warmup/clip changes)

train loss

N
o

N

iy
o

T

stable run

spike

20

40

step

60 80 100

Schematic: Sudden spike at step = 60. Often coincides with grad-norm spike/overflow.
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@ Lower peak LR (or temporarily reduce
LR)

@ Increase warmup (esp. after regime
changes)

@ Tighten grad clipping (reduce clip norm)

o If fp16/fp8: raise precision for sensitive
ops, adjust loss scaling

Did anything change at the spike? (LR
milestone, batch/seq length jump, data shard
switch, precision change)
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Phenomenon: overfitting (train improves, validation worsens)

T T T T
3K train n
- - - validation
. @ Data: stronger dedup, reduce repetition,
: adjust mixture toward diversity
w
w
2 @ Regularization: increase WD,
2 add/increase dropout
L5 I I I I ]
0 20 40 60 80 100 |f train loss looks too good, suspect packing
tokens seen leakage or accidental repeated shards.
Schematic: Validation bottoms out then rises.
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Phenomenon: early plateau (learning is too slow)

train loss

2.5

T

N — plateau
- - — after fix
N
A\
N
| N
<
N

Y ~

|
0 20

step

Schematic: Plateau resolves after raising LR/delaying decay or improving data quality.

@ LR: raise peak LR or delay decay

@ Batch: increase global batch tokens (or
lower LR if unstable)

@ Data: tighten filtering (remove junk), fix
mixing bugs

A\

Don’t “solve” plateaus by just training longer if
the run is clearly off-curve early.

A\
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Phenomenon: domain regression (mixture weights need adjustment)

—— general
] code/math
8 : @ Mixture weights: upweight domain
F (code/math)
& @ Sampling temp: flatten/peak
'Tg 2 |- low-resource domains
@ Filtering: ensure domain data isn't being
filtered away
| | | |
0 20 40 60 80 100 @ Tokenizer: check fragmentation for
tokens seen code/math tokens
Schematic: General improves; code/math stagnates => mixture mismatch
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Phenomenon: long-context failure (PPL rises with length)

60 T T T T
——  before extension
- — — after staged extension
>
£ 40 - —
X
<
o
o
v
o _ -
20 —
| | | |
0 16k 32k 64k 96k 128k
context length (tokens)
Schematic: PPL stays low only up to train length; improves after staged extension + RoPE/data tuning
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@ RoPE base/scaling (e.g., YARN-like)

Add long-document data (length
distribution)

Staged extension: increase max length in
phases

Lower LR at length jump; possibly
re-warmup

Attention window: sliding
window/chunking if needed

Spring 2026 26 /30



Phenomenon: throughput collapse (data loader / comm bottleneck)

1 collapse
:!5 - — — after fix
N - - .
= @ Input pipeline: increase prefetch/shuffle
g 0.8 buffer, workers
=
9 @ Microbatch: adjust for kernel efficiency vs
- 06 memory
c
(7]
3 o Parallelism: re-balance TP/PP/DP to

041 | reduce comm
| | | |
0 20 40 60 80 100 @ Activation checkpointing: trade compute
step for memory

Schematic: Sudden sustained drop; often data pipeline or comm changes

If tokens/sec drops and loss variance increases,

you might be getting repeated/malformed
batches.

Scalable Al: Bridging Theory, Understanding, and Practice Spring 2026 27 /30



Phenomenon: MoE collapse (expert utilization becomes skewed)

06| DD balanced N
’ £ ¥ collapsed . )

o cotap @ Balance loss weights: increase to prevent

° ;

3 : collapse

S04 p . . .

2 Z @ Router noise/temp: add noise early

2 ’ . . : :

g 02 ’ @ Capacity factor: increase if drops are high

- : @ Router LR: lower if router logits explode

Y 77 y

I I I I T
3 4 5 6 7

expert id Utilization histogram, dropped-token rate, and
balance-loss value.

Schematic: One/few experts dominate; others starve. Typically harms quality and throughput.

.

Scalable Al: Bridging Theory, Understanding, and Practice Spring 2026 28/30



Phenomenon: MoE dropped tokens (capacity factor too small)

0.2 - ——  capacity too low

- - - after raising capacity
0.15 |- \/\A @ Capacity factor 1 (primary fix)

\ @ Balance loss / router noise (reduce skew
0.1 \ that causes drops)

! @ Top-k | (reduces routing load / comm,

dropped token fraction

—2 | N a
5-10 5 but may reduce quality)
0 | | | T @ Expert parallel placement (systems) to
0 20 40 60 80 ] reduce hotspots
step ol
Schematic: Dropped tokens persistently high = you are silently training a different model
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Phenomenon: frequent overflows (fp16/fp8 numerics)

w 20 - unstable .
‘E - - - after fix
8 15| @ Loss scaling (dynamic; lower scale if
~ overflowing)
n
8
g 10 - s @ Clip norm (reduce outlier gradients)
2 @ Lower LR or lengthen warmup
T 5[ =
2 @ Increase precision for sensitive ops
0 =] B | | (softmax, norms, router)
0 20 40 60 80 100

step

Schematic: Overflow rate should be near zero. If not, treat it as a stability bug, not “noise”.
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End of mini-lecture

Tables give the knobs; graphs teach you when to reach for them.
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