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The Al-Data Bottleneck

Al progress is increasingly data-constrained, not compute-constrained (Villalobos et al., 2024).

Quality — Web crawls mix signal with
marketing, boilerplate, and misinformation.

Privacy — Regulations restrict sharing. Sensitive
data cannot be used directly.

Scarcity — High-quality data is shrinking.
Models train on the same corpora.

Cost — Manual collection and labeling are too
expensive and too slow to iterate.

Innovation velocity
If you can't iterate, you can't innovate.
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The Shift: From mining the web to manufacturing data.



Synthetic Data Maturity
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Data Designer

Data Designer operates at Level 5 — not relying on just one tool, but intelligently combining
LLMs, samplers, validators, and post-processors.



NeMo Data Designer

Open-source framework for generating high-quality synthetic datasets from scratch

or from seed data.

Customizable
Any LLM/VLM via
OpenAl endpoints

1. Input

Prompt
Seed data
Own data

Scalable
Parallel batch genera-
tion

2. Design

Model select
Inference params
Column config

High-Quality

Judges, validators, rea-

soning

3. Generate
& Refine

Validate
Preview & iterate

Production-Ready

Schema transforms,
JSONL export

4. Output
Evaluate (judge)
Quality report
Synthetic dataset
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From Raw Web to Pretrained Model

Building a pretrained model requires a data pipeline — Data Designer is the synthesis stage:

Raw Web Data NeMo Curator Data Designer Pretraining
Common Crawl, Wikipedia Clean, filter, dedup Rephrase, augment LLM model training

NeMo Curator (done) Data Designer (today)
» Quality filtering & scoring > Rephrase web text into cleaner formats
» Exact & fuzzy deduplication > Generate new data from seed passages
» Language classification » Evaluate quality with LLM judges
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Architecture: Column Types as Building Blocks

Every dataset is a DAG of column generators:

Column Type What it does Example

Sampler Rule-based generators (no LLM)  Categories, distributions, personas
LLM Text Free-form text generation Questions, rephrasing, summaries
LLM Structured Schema-enforced JSON output QA pairs, metadata extraction
LLM Judge Automated quality scoring Clarity, faithfulness (1-5 rubric)
LLM Code Code generation with lang tag Python, SQL

Expression Jinja2 derived columns Formatting, combining fields
Seed Dataset Columns from input data Web text, documents

Columns reference each other via {{ templates }} — dependencies resolved automatically.
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Concrete Example: Web Rephrasing Pipeline

The tutorial pipeline as a column DAG:

"Make {{ web_text }} clearer"

LLM Text
/ basic_rephrase
LLM Text
detailed_rephrase

"Rephrase with quality criteria..."

LLM Judge ! Export
quality_score | JSONL

Seed
web_text

[ Key pattern: Configure — Preview — lterate — Scale ]

You will build this exact pipeline in the tutorial.
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Why This Matters for Pretraining

The column abstractions you just saw unlock specific pretraining capabilities:

Start from What You Have Generate Many, Keep the Best

Seed columns let you transform Curator out- LLM judges score thousands of outputs; filter
put directly — no cold-start problem. to a top-quality subset for training.

Deeper Learning Signal Training-Ready Export

Reasoning traces add chain-of-thought data Direct JSONL output compatible with your
shown to boost STEM benchmarks. pretraining framework — no glue code.
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Limitations & Open Questions

Synthetic data is powerful but not a free lunch:

Model Collapse Cost of Synthesis

Training on LLM outputs can degrade diver- Every synthetic token costs inference FLOPs.
sity over generations (Shumailov et al., 2023). When does generation cost exceed its value?
Judge Circularity Hallucination Risk

An LLM judging LLM-generated data may Rephrasing can introduce factual errors or
share the same blind spots. lose domain-specific terminology.

Multi-strategy diversity and LLM judges help mitigate — but do not eliminate — these risks.



What You'll Build Today

import data_designer.config as dd What you do? What you’ll understand?
from data_designer.interface import DataDesigner

Generate from scratch LLMs produce training data

data_designer = DataDesigner() ith reasoning traces

config_builder = dd.DataDesignerConfigBuilder (
model_config d.ModelConfig(...)])

Transform data Rephrasing improves quality

over raw web text

config_builder.with_seed_dataset(seed_source)

config_builder.add_column(dd.LLMTextColumnConfig(
name="rephrase", prompt= , model="..."))

config_builder.add_column(dd.LLMJudgeColumnConfig(
name="quality", ...))

Add structure Pydantic schemas enforce
consistent JSON output

Evaluate quality LLM judges score clarity &
faithfulness (1-5)

preview = data_designer.preview(
builder, num_records=3)

Srevian.dieplay_samle. reeerdlo) Scale & export Configure — preview — scale
workflow
results = data_designer.create( Lab assignment — Local GPU inference, multi-strategy
builder, num_records=10000) pipelines, GPT-2 perplexity, full-scale generation.
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Let’'s Build

Open the tutorial notebook and follow along

pip install data-designer

github.com/NVIDIA-NeMo/DataDesigner



github.com/NVIDIA-NeMo/DataDesigner

