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Recap very basic standard perspective

You all already know this.



Stochastic Gradient Descent (SGD)

1
Wit = we =17 D VulL(yi fu () (1)
icB
B is the mini-batch.
@ GD with noise: SGD can be thought of as GD with noise, and it shares pros and cons.

@ Pro: Combined with early stopping, this leads to implicit regularization. There is inherently less movement in
the directions associated with the smaller singular values.

@ Con: It makes choosing a single learning rate 7 painful — specifically, the learning rate is bottlenecked by
the largest singular value to avoid instability, and therefore directions with ‘medium’ singular values may show
slow progress.
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Momentum

Momentum adds exponential moving averaging to gradient descent.

Mep1 = Bme + (1 = B)VuwL(we) )

Wig1 = Wi — )My, 3)

Helps smooth out the trajectory and can improve convergence rate by permitting larger learning rates.
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Normalizing gradients: The Spirit of SignGD

Dream: align to singular vectors

A different learning rate for each singular direction in parameter space so everything converges fast — no
bottlenecks.

Achievable: coordinate-wise normalization

Instead of taking a step proportional to VL(w), take a step in the direction of the sign of the gradient
(equal-sized steps per coordinate).

Update

VL(w)

V(VL(w:))? + €

V_|;t+1 = W/t — 775|gn(VL(v_|7t)) ~ V_l}t —n

Sign, square, and square-root are element-wise; € for numerical stability.

Near an optimum, signs can flip = oscillation / bouncing. Learning-rate decay solves this problem.

T = — — >yt
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Adam: smooth out by using momentum with the signGD idea

Two exponential moving averages

@ First moment (gradient): M:. Less averaging here

@ Second moment (Squared gradient): V:. Typically more averaging here

Moment updates

Mer1 = Bime + (1 — B1)VL(W)
Ver1 = Boie + (1 — B2)(VL(W))°
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Adam: bias correction and final update

Bias correction

= . My = _ Vi1
Mel = 77 ger Vel = 7 gert
~— M — P2

Initialized at 0 = early estimates biased toward 0.

Parameter update

=,
Met1

V Vir1 + €

= _ =
Wil = W — 1)

A\
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Adam: memory cost

@ SGD: store weights (1x).

@ SGD + momentum: weights + momentum (2x).

@ Adam: weights + momentum + squared-grad (3x).

Note: Lion keeps SignGD idea plus momentum, but avoids storing the squared-grad by “dithering” instead using the current gradient.

Saving memory is good, but note that you need to change weight-decay if you use Lion.
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AdamW: decoupled weight decay

Why decouple?

If we add Aw; into the Adam gradient, it gets included in the adaptive normalization (via V), coupling learning
rate 7 and regularization strength X\ in an undesirable way.

AdamW update

mei1

Ver1 + €

Werr = (1= A )W — 1

) is a separate weight decay hyperparameter. Be sure to move it together with the learning rate 77 when doing WSD learning-rate schedules
though.
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A shift in perspective to open new
vistas

Some of you might not know this. Pay attention.



Locally linear perspective

Consider the Taylor expansion of the loss function around some 6 as:

L(0 4 A8) = L(6) + (VoL(8)) " AB + higher order terms. (4)

Gradient descent takes a step to minimize the loss based on this linear approximation.
We note that there are two competing objectives in choosing the step we take with gradient descent.

@ Safety: Make sure our steps are small enough that the local linear approximation holds.
@ Progress: We want to take large steps so that we converge to the minimum quickly.
Can we formulate this as an optimization problem? Following Bernstein and Newhouse 2024:

u= ﬁrAgmrlrLin L(0) + (VoL(0)) " A6. (5)
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Euclidean Norm

Consider:

u= argmin (V,L(w)) Aw. (6)
[lAw|[2<n
o Geometry: The constraint confines the update to a hypersphere of radius 7.
The Cauchy-Schwartz Inequality gives us a closed form solution for this,

B VL(w)
LWl ()

u =

We observe this to be a scaled version of gradient descent — where the step is in the direction of the
gradient, but is normalized by the gradient magnitude.

If we instead did a penalty-term-style instead of constrained-style optimization, we'd get back classic GD.
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Infinity Norm: prevent any parameter from changing by too much

Consider

u= argmin (V,L(w)) Aw. (8)

[lAwl|oo<n

What changes?
@ /5 ball: “round” = step aligns with —g.

@ /o ball: “box"” = step pushes each coordinate to its
limit.

@ This is why SignGD is a natural steepest-descent rule.

Blue: ¢, steepest descent. Orange: (., steepest descent.
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Induced Norms and New Optimizers

Changing the norm changes what “small” means: induced norms over layers



Why parameter-space norms might not be enough

A key discomfort

A step that is “small” in parameter space may not be small in function space:

AW small & A(Wx) small for typical x.

What we actually care about Induced norm

@ stable activations across layers Define an induced/operator norm constraint like

@ bounded changes to outputs for typical inputs |AWIlop < € (under a chosen input/output norm).

@ invariance to width/parameterization choices
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Induced norms: the idea

Pick norms on inputs/outputs, then measure matrix updates by what they do to activations:

|AW|lpsg = max [|AW].

[Ixllp<1
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Shampoo: orthogonalized matrix updates (setup)

Optimizer recipe (matrix step):

AW™ = argmin (VwL(W),AW),

lawW]l2<n

Normalize the constraint: Let G = Vy L(W) and substitute AW = nB with || B2 < 1:

AW* =1 -argmin (G, B)r =1 - argmin Tr(G ' B).

IBll2<1 [IBll2<1
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Shampoo derivation: why B* = —UV'T

SVD expansion: Let G= ULV, so G' =3 oiViii;' . Then

Te(G'B) =Y oi (i BV).

Key inequality: if ||Bl|> < 1 then for all i,
|G Bvi| < 1.
Reason: |G (B%)| < ||G2]|BW |2 < ||Bll2[I¥ll2 < 1.
So Tr(G'B) < ), 0i, achieved by B= UV".
Conclusion:
argmin Tr(G'B) = UV’ = AW*=_—pUV'.

[IBll2<1

UV is matrix “orthogonalization”: keep directions, drop magnitudes (matrix-parallel to SignGD).
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Shampoo: practical approximation idea

Why not just SVD every step?

Computing an SVD each iteration is expensive. Especially on GPU hardware.

Identity behind classic Shampoo

(GGT)71/4 G (GT G)71/4 _ (UZZUT)71/4 UZVT (VZZ VT)71/4
=uv'.

Approximation

Can compute matrix square-roots (and fourth-roots) faster using iterative methods that use GEMMs and are
hence faster on real hardware.
Cache / update the left and right factors across steps (often via EMAs of GG' and G' G).
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A more deep-learning oriented induced
norm

RMS norm — RMS-to-RMS induced norm for matrices



RMS norm and induced RMS-to-RMS matrix norm

RMS norm (vector)

[ _ I
RMS — —— 2
Va

Controls average per-coordinate scale. We know this is relevant from basics of activation functions and Xavier/He initialization.

.

Induced RMS-to-RMS norm (matrix)

|Allrms—rMs = max  ||AX| rus
[I%]l rms=1
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RMS-to-RMS norm is just a scaled spectral norm

Let A€ R®X (fan-in di = din, fan-out do = dout).

Relationship

4
|All rMs s RMS = = | All2.
t

do u

Layer geometry (din, dout) should influence what counts as a “small” update to a weight matrix.
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The Muon optimizer

Momentum + (approx) orthogonalization via Newton—Schulz



Muon: Momentum Orthogonalized by Newton—Schulz.

High-level idea

Use a matrix-aware geometry (RMS-to-RMS) and efficiently approximate the semi-orthogonal direction uvrT
without an SVD.
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Muon Key ldea 1: RMS-to-RMS norm constraint

Replace spectral norm with RMS-to-RMS

din
dout

|AW | gms—rms = AW/

Equivalent spectral-norm constraint

dOU
[AW]]2 <n d;nt'
Optimal direction
Scaled semi-orthogonal update:
AW = —y ‘ﬁ“t uv’.
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Muon Key ldea 2: Newton—Schulz orthogonalization

Given G = UX VT, produce (approximately) the semi-orthogonal part UV by mapping singular values o; — 1.

Odd polynomials commute with SVD

For an odd polynomial p:
p(G) = Up(x) V.
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Newton—Schulz iteration (scalar view)

Standard polynomial

31,
p(x)f2x 5%

Convergence

Starting with xo € (0, \/§) iterating xx+1 = p(x«) drives xx — 1.

Ensuring convergence for matrices

Normalize G by Frobenius norm: G = G/||G||r so singular values lie in (0,1] (since ||G||r > ||G]|2).
Better methods are emerging here including Turbo-Muon (Dec 2025) that use a less conservative approach that costs a tiny bit more initially

in exchange for fewer expensive iterations.
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Muon: the full algorithm (slide version)

@ Momentum: B; = uBi_1 + (1 — p)VwL(W,).
@ Normalize: B; = B,/||B:||r.
@ Orthogonalize: apply a fixed number of Newton-Schulz steps to B; to get O;.

© Update:
dOIJt
din

Parameters + momentum buffer = about 2x parameter memory.

Wt+1 = Wt -n Ot.
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Muon: notes on design choices

Polynomial choice matters

Higher-order polynomials can converge in fewer iterations but cost more per iteration (more matrix multiplications).
Active work to optimize this, including PolarExpress (2025).

Practical perspective

Because the optimization costs much more, it is worth amortizing over a larger batch size. Fortunately, the critical
batch size appears to be much larger for Muon.

Exact orthogonality is not required; getting directions approximately correct is sufficient.

Can combine with decoupled weight decay.

Practically, need to use AdamW for non-matrix parameters — need to couple the learning rates together
appropriately.

The real rabbit-hole is implementation! Need to prevent communication overhead from slowing everything down.
E.g. Divide work between GPU Ranks with Lots of research here. Including Dion (low-rank tricks) and Muon-BP (lightweight many

times + occasional expensive)
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Very rough sketch (from Gemini)

Distributed Orthogonalization Strategies: Data Flow &

Communication

GPU Rank 1 GPU Rank 2 GPURank 3

Standard
Muon

Dion

Update [l Update [l Update Update Wl Update Wl Update Update Update [l Update

Local
Local X
Compute M Compute 18 Compute Loch]

Update

n re full All-Gather of weight r

atter) to minimize ban

Scalable Al: Bridging Theory, Understanding, and Practice Spring 2026 25 /36



Maximal Update Parameterization
(muP): learning-rate scaling

Next: muP learning-rate scaling via RMS-to-RMS



muP motivation: control update size in activation space

Guiding question

How can a “non-matrix-aware” optimizer like Adam pick learning rates 7 across layers?

Muon used the RMS-to-RMS norm constraint as below:

Constraint for Muon scaling

|AW|| rms—rms < 7.

Equivalent spectral-norm bound (layer-shape dependent)

dhn
dout

|A|lrRMs—rMS =

dOU
1Al = [AW[2 <yy/ =
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What is the ‘right’ scaling for SignSGD (i.e. idealized Adam)?

Model problem (simplification of Adam)

Wit = We — 1 - sign(Vw L(W)).

Ignore momentum; focus on per-parameter normalization (sign-like behavior).

Choose 7 so that ||AW | rms—rms < v for each layer.
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Observation: with batch size 1, V /L is rank-1

Outer-product form

For a single data point, the gradient on a linear layer y = Wx has:
Vwl=VyLXT,

so it is rank-1.

Rank-1 implication

Write VL = oiiv'. Then:
IVwlllz = [[VwL|lF = 0.
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Observation: the sign matrix is also rank-1

Let S = sign(VwlL) (element-wise sign).

Because sign(ab) = sign(a)sign(b):

S =sign(ov ') = sign(@) sign(v '),

so S is rank-1 (outer product of two sign vectors).

Consequence
Hence [|S]l2 = ||S]|F.
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Derivation: enforce RMS-to-RMS bound

Start from the constraint
We want AW = —n$§ to satisfy:

1AW | rus—srus < v = 1 ||SllrRMs—rms < 7.

din
) < .
n doutl\sllz <7

Convert RMS-to-RMS to spectral

| \

.
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Compute ||S||2 and solve for n

Compute [|S]|; (using [[S]l2 = [|S]|F)

Since S is rank-1 and has entries +1:

dout  din

ISIB = [ISIF ="~ SF = doucchn,

i=1 j=1

SO ||S||2 =V dindout-

m \/ dlndout < 'Y = n S dl

out

A\

Takeaway (muP scaling)
Use 1 o 1/di, for weight matrices when using Adam/SignGD.
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What it buys us: hyperparameter transfer

Reason

If we widen a model (increase din) while keeping activation RMS scales comparable, then scaling 7 as 1/din keeps
the per-layer update size (RMS-to-RMS) comparable.

Practical promise

This supports zero/few-shot learning-rate transfer from small to large models.
People had observed this sort of down scaling of optimal learning rates with bigger models empirically, but muP allows one to do large sweeps
of LR with small models while just refining LR a bit using bigger models.
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Be careful: muP math changes with optimizer, situation, etc.

The frustration

Without understanding the underlying thinking behind the math, one can mistakenly think of the scaling
as being a fixed formula to apply.

The SGD case

For standard SGD, the learning-rate scaling is instead proportional to %. (shape — not scale)
Not - as with Adam. (scale)

Revisiting random initialization

Classic Xavier-He-Glorot initialization has variance proportional to d% to keep expected RMSNorms
constant with depth.

But muP thinking reveals that a safer initialization would have variance w.

in

\
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muP-style initialization scaling (derivation sketch)

1) Safety goal: bound worst-case amplification

Require the initial weight matrix W € R%*% to have spectral norm scaling || W/|[2 ~ /%,

so even if X aligns with the top singular vector, RMSNorms can’t explode.

2) Frobenius energy from i.i.d. init

With i.i.d. entries of variance o2, E||W/||z = ZI.J E[Wj] = 0 dindoue. Also [|WI[E =37, ox(W)? with
r = min(di, dout). If this energy roughly spreads across the r singular values,

2 2
W3 = o1(W)* ~ Wl o dindou

r min(din, dout)
3) Solve for the variance
-0'2dindout -~ dout - 0_2 - min(din,dout).
mln(diny dout) din dli

_———= = =
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SGD learning-rate scaling (batch size 1): gradient norm

Rank-1 gradient for a linear layer

For a linear layer y = WX and batch size 1, VwL = (VL) T,
Let §:=VyLso VwlL=gx".

Frobenius norm

19wl =Y (e = (3o 8) (3o ) = Ntk wi
ij i Jj

If we assume ||X||rms = 1 for this layer, then ||X||3 = din, hence

IVwLIE ~ dn IZ]l3.

A\
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SGD learning-rate scaling: backprop + maximal update

Size of ||g||» from backprop

The vector g = VL is obtained by backpropagating through all later layers, i.e. multiplying by a product of
transpose Jacobians.

. . : d
Assume each later weight matrix has spectral norm scaling [|[We||2 ~ 4/ ;”‘ £ (so activations stay controlled). Then

the product of these factors telescopes across widths, so gradients also stay controlled. Thus, ||Z[3 < O( dm)'

Solve for n (SGD)

1 din
IVwL|E ~ din - - = IVwllr~ :
out

For batch size 1 this gradient is rank-1, so |[VwL|2 = |[VwL||F.
For a “maximal” (activation-changing but stable) update, we want AW /|2 = [nVwL|2 ~ /%=, Thus

in
|n dout dout
out in
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