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What is Web-Scale Data?



Only a Fraction of the Available Data is High-Quality

Valuable Data

10s of PB

Raw Data

100s of PB

Data Curation



What is Data Curation?



What is Data Curation?



Why is Data Curation Important?

Properly curated data leads to more 

improved accuracy across tasks

Higher Accuracy

Decreases training & inference 

costs significantly

TCO Savings

Reduces compute requirements by orders of 

magnitude, enabling faster iterations

Faster Training



Why is Data Curation Important?



Challenges in Data Curation

Up to 100+ PB data by scaling 

across multiple nodes

Scalability

Delays in data prep, translate to delays 

in model readiness

Time to market & Processing 

Speed

Efficiently remove & enrich low-

quality data at scale

Data Quality



NeMo Curator: Data Curation as a Distributed System

● Constraints that matter at scale:
○ Cost: GPU hours, storage, recomputation

○ Throughput: Documents/sec, tokens/sec

○ Memory: GPU RAM, host RAM, spill

○ Fault tolerance: Restarts, partial failures

● Every Curator stage is a distributed 

system component

● Configuration choices introduce 

trade-offs



Data Curation as a Throughput Maximization Problem

● Data curation has large number of samples

● We want to minimize the total runtime across all samples instead of just a 

single sample
○ Latency: How long it takes to process a single data sample from input to output

○ Throughput: How many samples the pipeline can process per unit time



Data Curation as a Throughput Maximization Problem

● Example Setup: You have 2 GPUs available. A single sample takes 2 

seconds to run on 1 GPU and 1.5 seconds to run on 2 GPUs

● Approach 1 (Latency): Use 2 GPUs to process each sample

● Approach 2 (Throughput): Use 1 GPU to process each sample, and process 

2 samples in parallel

Number of Samples 1 2 10 100 1,000

Total Runtime (s): Approach 1 1.5 3 15 150 1,500

Total Runtime (s): Approach 2 2 2 10 100 1,000



Example Data Curation Pipeline

● Pipeline: Input question → language identification → tokenization → answer 

with a 5B-parameter model → output (question, language, answer)

● Number of input questions: 1,000

● Hardware: 1 GPU (102GB memory)

● Goal: Minimize the total end-to-end runtime



Example Data Curation Pipeline

Stage Model Size GPU Memory Required Runtime (with batch size = 1)

Language Identification 0.5B 1 GB 2 seconds

Tokenization - None 1 second

Answer Model 5B 10 GB 10 seconds



Example Data Curation Pipeline: Trivial Solution

● Runtime: 1000 questions * (2+1+10) seconds/question = 13,000 seconds

● Is this most optimal way?



Example Data Curation Pipeline: Trivial Solution

● Issue #1: During tokenization, GPU resources are idle

● Issue #2: Language identification is idle for 11 seconds while tokenization 

and the answer model runs
○ Can we run these stages in parallel?

○ What are some potential issues or bottlenecks with running them in parallel?

● Issue #3: GPU usage is only 11 GB out of the total 102 GB
○ Can we make multiple copies of the language identification model and the answer model?

○ How many copies should we make for each?



NeMo Curator: Modular Design Architecture

Tasks The fundamental unit of 

data that flows through the 

curation pipeline

DocumentBatch dataclass

Stages The fundamental 

processing unit that takes 

Tasks as input and 

produces Tasks as output

Download, I/O, Modifiers, 

Filters, Deduplication, 

Classifiers

Pipelines A collection of stages that 

defines the complete 

processing workflow

[Stage1, Stage2, Stage3]

Executors The component that 

orchestrates the execution 

of the pipeline

Cosmos-Xenna (built on 

Ray Core), Ray Actor Pool, 

Ray Data



Left figure defines Example and ExampleTask classes to match our example data curation pipeline. In practice, 
Curator uses Pandas DataFrame objects to help minimize communication overhead (right figure). For our example, 
question, language, and answer would be columns in a Pandas DataFrame.

Curator Architecture & Core Concepts: DocumentBatch



Each stage specifies the CPU and/or GPU resources needed to run it. The process method accepts a single task 
as input and outputs the transformed task. The above snippet does not include other nuances like stages setup (for 
loading models, etc.) and batching. Please reference Curator’s quickstart for a fully functional example.

Curator Architecture & Core Concepts: Stages

https://github.com/NVIDIA-NeMo/Curator/blob/main/tutorials/quickstart.py


A pipeline is collection of stages which defines the flow of 
data. Most data curation pipelines scale linearly.

Curator Architecture & Core Concepts: Pipeline



Curator Architecture & Core Concepts: Ray Clusters

● A Ray cluster is a group of machines (one head node + many worker nodes) 

that Ray treats as a single pool of CPUs, GPUs, and memory
○ Scales one program across many machines without changing your code structure

○ Centralized scheduling optimizes resource use (CPUs, GPUs, memory)

○ Shared object store lets tasks pass data efficiently

● The Ray Client is an API that connects a Python script to a remote Ray 

cluster



Curator Architecture & Core Concepts: Executors

● Executors are the runtime engines that execute NeMo Curator pipelines
○ Handle distributed task orchestration, resource allocation, and worker management

● Translate the high-level pipeline definition (a sequence of 

ProcessingStage instances) into actual distributed execution:
○ Handle batching: Group tasks into batches for efficient processing

○ Orchestrate stage execution: Run stages in sequence, passing tasks between them

○ Manage resources: Allocate CPUs, GPUs, memory according to stage requirements

○ Distribute work: Parallelize task processing across workers/nodes

○ Track performance: Collect timing and throughput metrics

○ Manage lifecycle: Setup and teardown workers/resources



What can Curator 

achieve with these 

abstractions?



Streaming vs Batch Processing



Scaling Up with Ray: Autobalancing

● Autobalancing at the 

application level allows us to 

maximize throughput

● Backpressure handling to 

reduce memory pressure 

and spilling

● Monitoring throughput of 

different stages to rebalance 

resources at regular 

intervals



Scaling Up with Ray: Throughput

● After an initial warm up period, 

Curator can rearrange the 

resources such that GPU stage 

workers are kept busy over 99% of 

the time

● Different inference stages have 

different compute requirements

● Streaming plus autobalancing 

increases GPU utilization and 

processing speed



Example Data Curation Pipeline: Curator’s Solution

Stage Model Size GPU Memory 

Required

Runtime (with 

batch size = 1)

Autoscaling 

Factor

Throughput

Language 

Identification

0.5B 1 GB 2 seconds 2x 1 task/second

Tokenization - None 1 second 1x 1 task/second

Answer Model 5B 10 GB 10 seconds 10x 1 task/second



Example Data Curation Pipeline: Curator’s Solution

● Trivial runtime: 13,000 seconds

● Curator runtime: 1,000 seconds*

*Assuming stable state. In reality, it will take additional time to reach 
stable state, but this is negligible for large scale data curation pipelines.

Stage Model Size GPU Memory 

Required

Runtime (with 

batch size = 1)

Autoscaling 

Factor

Throughput

Language 

Identification

0.5B 1 GB 2 seconds 2x 1 task/second

Tokenization - None 1 second 1x 1 task/second

Answer Model 5B 10 GB 10 seconds 10x 1 task/second



NeMo Curator: World-Class Benchmarks



Case Study: Nemotron-CC Data Curation Workflow



Case Study: Nemotron-CC Data Curation Workflow



Case Study: Nemotron-CC Data Curation Workflow

Step 1: Download and extract Common Crawl



Case Study: Nemotron-CC Data Curation Workflow

Step 2: Language identification and filtering



Case Study: Nemotron-CC Data Curation Workflow

Step 2: Language identification and filtering



Case Study: Nemotron-CC Data Curation Workflow

Step 3: Unicode fixing

● Example: "I&#39;d be interested in hearing any of your 
insights on how to maximize its use."

● Fixed: "I'd be interested in hearing any of your insights 
on how to maximize its use."



Case Study: Nemotron-CC Data Curation Workflow

Step 4: Exact deduplication

● Character-for-character duplicates

● Identifies duplicates across the entire dataset
○ Instead of a purely map-style approach, the entire dataset must be considered

● Because it is so computationally intensive, exact deduplication is a GPU-

based workflow
○ First, compute an MD5 hash for each document’s text content

○ Next, group documents by identical hash values

○ Finally, identify duplicates and save the IDs of the documents to be removed



Case Study: Nemotron-CC Data Curation Workflow

Step 5: Fuzzy deduplication

● Near-duplicate documents with minor differences such as formatting changes, 

typos, or small edits
○ Documents share a high degree of overlapping content

● Identify fuzzy duplicates across the entire dataset

● Fuzzy dedupe is even more computationally intensive than exact dedupe, so 

it is another GPU-based workflow
○ First, compute MinHash signatures over character n-grams

○ Next, use Locality Sensitive Hashing (LSH) to find candidate matches

○ Then, build a graph of duplicate relationships

○ Finally, identify groups of near-duplicate documents and saves the IDs of the documents to be 

removed



Case Study: Nemotron-CC Data Curation Workflow

Step 5: Fuzzy deduplication



Case Study: Nemotron-CC Data Curation Workflow

Step 6: Heuristic-based filtering

● Apply over 20 heuristic filters to the dataset

● Examples:
○ If more than 25% of the document is non-alphanumeric, then discard

○ If more than 20% of the document is comprised of URLs, then discard

○ If the document contains a word longer than 1000 characters, then discard



Case Study: Nemotron-CC Data Curation Workflow

Step 7: Perplexity filtering

● Low perplexity example: "It was a sunny day, and the house was 
quiet."

● High perplexity example: "Beneath the microscope of midnight, 
glaciers practiced philosophy and misplaced their shoes."



Case Study: Nemotron-CC Data Curation Workflow

Step 8: Quality classification

● Use FineWeb-based educational classifiers from Hugging Face to assess 

the educational value of each document
○ Each classifier is made up of a CPU-based tokenization stage and a GPU-based model 

inference stage

● Classify documents into distinct quality buckets based on an ensemble of 

scores from each educational classifier

● Use the above results to classify documents as “low-quality” or “high-

quality”



Case Study: Nemotron-CC Data Curation Workflow

Step 8: Quality classification



Case Study: Nemotron-CC Data Curation Workflow

Step 9: Synthetic data generation

● Use a Wikipedia rephraser pipeline to rewrite low-quality documents, 

effectively reducing errors and redundancies while improving formatting

● For high-quality documents, generate synthetic data using four additional 

SDG steps:
○ Diverse Question-Answer (QA) pairs: Ask questions in various forms (e.g., yes/no, open-

ended, multi-choice) about factual information in the text and provide the correct answers

○ Distill: Rewrite the text into a concise and clear passage

○ Extract knowledge: Rewrite knowledge from the text, disregarding uninformative content

○ Knowledge list: Extract key information from the text as an organized list



Case Study: Nemotron-CC Data Curation Workflow

Example of low-quality text transformed by Wikipedia rephraser



Case Study: Nemotron-CC Data Curation Workflow

Example of high-quality text rewritten into a concise and clear passage



Failure Case Study & Debugging Workflow



Failure Case Study & Debugging Workflow

File "/path/to/envs/curator/lib/python3.12/site-packages/ray/data/_internal/arrow_block.py", line 170, in _table_from_pydict

    column_name: convert_to_pyarrow_array(column_values, column_name)

  File "/path/to/envs/curator/lib/python3.12/site-packages/pandas/core/frame.py", line 1218, in __repr__

    return self.to_string(**repr_params)

  File "/path/to/envs/curator/lib/python3.12/site-packages/pandas/core/frame.py", line 1380, in to_string

    formatter = fmt.DataFrameFormatter(

pyarrow.lib.ArrowInvalid: offset overflow while concatenating arrays, consider 

casting input from `string` to `large_string` first.



Failure Case Study & Debugging Workflow

input_path/
├── subdir_1/
│   ├── shard_00000.parquet   (10 
GB)
│   ├── shard_00001.parquet   (10 
GB)
│   ├── shard_00002.parquet   (10 
GB)
│   ├── shard_00003.parquet   (10 
GB)
│   ├── shard_00004.parquet   (10 
GB)
│   ├── ...
│   └── shard_00999.parquet   (10 
GB)
│
├── subdir_2/
│   ├── shard_00000.parquet   (10 
GB)
│   ├── shard_00001.parquet   (10 
GB)
│   ├── ...
│   └── shard_00099.parquet   (10 
GB)
│

└── subdir_3/
    ├── shard_00000.parquet   (10 
GB)
    ├── shard_00001.parquet   (10 
GB)
    └── shard_00002.parquet   (10 
GB)

Investigate: Let’s look at the file tree of 

the input Parquet files…



Failure Case Study & Debugging Workflow

Solution: Split Parquet files into smaller 

files so that Curator is more easily able 

to read the data and pass it between 

stages.

input_path_sharded/
├── subdir_1/
│   ├── shard_00000.parquet   (256 
MB)
│   ├── shard_00001.parquet   (256 
MB)
│   ├── ...
│   └── shard_xxxxx.parquet   (256 
MB)
│

├── subdir_2/
│   ├── shard_00000.parquet   (256 
MB)
│   ├── shard_00001.parquet   (256 
MB)
│   ├── ...
│   └── shard_xxxxx.parquet   (256 
MB)
│

└── subdir_3/
    ├── shard_00000.parquet   (256 
MB)
    ├── ...
    └── shard_xxxxx.parquet   (256 
MB)



Common Failure Scenarios

● Large input files cause OOMs during read stage

● Large batches during GPU-based model inference cause OOMs

● Too many CPU workers create a large memory overhead and cause OOMs



Synthesis: Design Rules of Thumb

● Rule of thumb 1: Partitions should fail cheaply.

● Rule of thumb 2: Budget memory per stage, not globally.

● Rule of thumb 3: If you didn’t log it, then you can’t debug it.

● Rule of thumb 4: Find ways to connect curation techniques to training 

outcomes.



Vision

NeMo Curator enables developers with an efficient, scalable, GPU-accelerated 

data platform for processing and generating raw multi-modal data (text, image, 

video, audio, reasoning) into high-quality, training-ready data



The World is Moving Towards Multimodal Models
Text to Text Text to Image

Text to Video



State of the Art Models

media1.mp4 media2.mp4

Base Model Fine-Tuned Model

http://drive.google.com/file/d/1K9FTGsuHIgEuLJtzt_Rk6zT2Wu-Noe8M/view
http://drive.google.com/file/d/1IhBhGkdftxoLi0JQWlP9F-NujCVZqCIF/view


Process High-Quality Videos with NeMo Curator
89x Lower Processing Time

Processing time for 20M Hours of Video

Performance compared with ISO power consumption 
on 2,000 CPUs and 128 DGX nodes ​



NeMo Curator in Research Publications

Training Video Foundation Models with 
NVIDIA NeMo

Nemotron CCGranary: Speech Recognition and 

Translation Dataset in 25 European 
Languages

'AI Systems Performance Engineering' book

OmniScience: A Domain-Specialized LLM for Scientific 

Reasoning and Discovery Viettel poster at GTC’25

Zyphra’s poster at GTC’25

https://arxiv.org/html/2503.12964v1
https://arxiv.org/html/2503.12964v1
https://arxiv.org/html/2412.02595v2
https://arxiv.org/pdf/2505.13404
https://arxiv.org/pdf/2505.13404
https://arxiv.org/pdf/2505.13404
https://learning.oreilly.com/library/view/ai-systems-performance/9798341627772/ch04.html#ch04_creating_high_quality_llm_datasets_with_nvidia_s_n_1744914897562054
https://arxiv.org/pdf/2503.17604
https://arxiv.org/pdf/2503.17604
https://arxiv.org/pdf/2503.17604
https://arxiv.org/pdf/2503.17604


Find Us on GitHub!

https://github.com/NVIDIA-NeMo/Curator

https://github.com/NVIDIA-NeMo/Curator
https://github.com/NVIDIA-NeMo/Curator
https://github.com/NVIDIA-NeMo/Curator


Thank You!



Lab Assignment Overview
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