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The Preambule

Two loops you will iterate in real training runs
1 Systems loop (speed): step time, tokens/sec, MFU, comm overlap, IO.
2 Learning loop (correctness): loss/grad/numerics/data health; catch divergence or silent corruption early.

North star

maximize useful tokens/day s.t. stable learning
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The Tokens/Day Equation

From hardware efficiency to end-to-end progress

tokens/day (cluster) ≈ G︸︷︷︸
GPUs

· goodput︸ ︷︷ ︸
fraction of time actually training

· MFU Cpeak

Ftok︸ ︷︷ ︸
tokens/sec while computing

· 86400︸ ︷︷ ︸
s/day

.

Notation
G : number of GPUs in the training cluster.
goodput ∈ [0, 1] : fraction of wall-clock time spent actually training (excludes data loading, failures,
synchronization, restarts, etc.).
MFU ∈ [0, 1] : Model FLOPs Utilization, i.e. achieved FLOPs divided by peak FLOPs while computing.
Cpeak : peak compute throughput per GPU (FLOPs/s).
Ftok : FLOPs required to process one token during training (forward + backward + optimizer).
86400 : seconds per day.
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Learning goals

By the end of this lecture you should be able to:
1 Explain pre-training as a supervised learning problem: formalize the causal language modeling (CLM)

objective.
2 Translate performance metrics into training throughput: connect MFU, step time, and tokens/sec.
3 Do end-to-end accounting: tokens → FLOPs → wall-clock → tokens/day.
4 Instrument training stability: identify early-warning signals before divergence or silent corruption.
5 Use operational KPIs correctly: interpret goodput, throughput, resilience/MTBF, failures/day, and

“researcher interventions”.
6 Reason about data curation: understand where pre-training corpora come from and how they are

filtered/deduped/mixed.
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Roadmap for today

Part A — Transitioning the mental model
From “roofline” to training step time
From hardware ceilings to tokens as a currency
Performance view → performance + model view

Part B — What pre-training is
“Self-supervised” is supervised with free labels
CLM objective, loss, perplexity
The training loop (forward/backward/step)

Part C — End-to-end throughput &
stability

MFU and token accounting
goodput and resilience (why tokens/day drops)
Training stability: what to watch and why

Part D — Data engineering for
pre-training

Common Crawl and friends
C4, The Pile, and modern corpora
Filtering, dedup, mixing, augmentation

Scalable AI: Bridging Theory, Understanding, and Practice Spring 2026 6 / 81



Where Lecture 6 fits (Lectures 2–4 → training)

Recap: the performance-first worldview (Lectures 2–4)

T ≳ max

 Tcompute︸ ︷︷ ︸
FLOPs/Cpeak

, THBM︸ ︷︷ ︸
bytes/BWHBM

, Tcomm︸ ︷︷ ︸
α+β bytes


You learned to do accounting and use it to predict bottlenecks (kernel/operator → layer → step).

New in Lecture 6: “tokens” become the end-to-end unit of work
Training adds a learning objective and a data pipeline:

tokens → (forward/backward/step) → ∆θ → better model

Now performance numbers matter because they determine how fast you can consume tokens without breaking
training.
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From Performance Profiling to
Training Engineering

From roofs to runs: step time, tokens, and what to watch together



The mental model shift

Performance profiling view
Unit of work: kernel / operator
Primary questions:

compute-bound vs bandwidth-bound?
are we hitting the right roof?
where is overhead hiding?

Primary outputs: MFU, achieved FLOPs/s,
memory BW, kernel timelines

Training engineering view
Unit of work: step (or tokens processed)
Primary questions:

are we consuming tokens efficiently and
correctly?
are we stable (no divergence / no silent
corruption)?
can we recover from failures cheaply?

Primary outputs: tokens/sec, goodput, loss curves,
stability signals, resilience KPIs

Key point
Training is performance plus learning dynamics. High throughput with unstable training is just producing garbage
faster.
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A hierarchy of observability: kernel → operator → step → run

Kernel
SM occupancy

mem BW
launch overhead

Operator
GEMM, attention
layernorm, comm

Step
fwd+bwd+update

overlap

Run
tokens/day

restarts
eval cadence

Training metrics live at multiple levels:
(kernel/operator) MFU, achieved FLOPs/s/GPU, BW

(step) step time, tokens/sec, comm overlap
(run) goodput, MTBF, validation loss

Interpretation
If tokens/day is low, it might be: (a) poor MFU, (b) low goodput from stalls/failures, or (c) a model/data
instability forcing rollbacks.
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The unit of work in pre-training: tokens

In this lecture, we will treat tokens as the primary “currency”
Compute budget is usually specified in terms of: GPU-hours, total FLOPs, or tokens.
Data budget is specified in tokens.
Progress is measured in tokens seen, steps taken, and (validation) loss.

Key conversions

tokens/day = tokens/sec × 86400

tokens/sec =
global tokens/step

sec/step
global tokens/step = (DP replicas) × (microbatch)

× (seq length) × (grad accum)

This is why performance matters
If you double tokens/sec at fixed stability, you halve
time-to-train.

And why stability matters
If training diverges at 30% of the run, your effective
cost can more than double.
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Performance + model view: what you must watch together

Performance / systems signals
step time (and decomposition)
achieved tokens/sec, tokens/day
MFU, achieved TFLOPs/s/GPU
comm time / overlap, stragglers
dataloader wait time
checkpoint overhead
failure rate, restart time

Model / learning signals
training loss, validation loss
perplexity trends
gradient norm (global + per-layer)
activation stats (mean/var, outliers)
optimizer stats (Adam moments, step size)
overflow/NaN counters (mixed precision)
data health (dup rate, language mix drift)

Common failure mode
Teams optimize kernels and hit 400 TFLOPs/s/GPU, but silently poison training with bad data or unstable
numerics.
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What Pre-Training Is
CLM, loss, perplexity, and the training loop you are actually running



Terminology: pre-training vs fine-tuning vs post-training

One useful taxonomy (not universal)
Pre-training: large-scale training on broad data to learn general representations and world knowledge.

Typically: next-token prediction (CLM) or masked LM (MLM).
Data: web-scale mixture (Common Crawl + curated sources + synthetic data).

Fine-tuning / continued pre-training: smaller additional training on a narrower distribution.
Domain adaptation (e.g., code-heavy, legal, biomedical).
Modern pipelines also introduce synthetic reasoning data and SFT-style data in this stage.

Post-training: training to align behavior with human preferences or task constraints and successes.
Supervised instruction tuning (SFT-style), preference optimization, RLHF/RLAIF, RLVR

Lecture 6 scope
We focus on pre-training foundations: the objective, token accounting, stability, and data curation.
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“Self-supervised” is supervised with free labels

Why people say “self-supervised”
We do not need human labels. The data itself contains a
learning signal.

Why it is still supervised learning
We train on pairs (x , y) with a loss ℓ(fθ(x), y).
In CLM:

x is a prefix (previous tokens)
y is the next token
ℓ is cross-entropy

Engineering implication
Pre-training is a supervised training pipeline at
extreme scale.
Everything you know about

data quality,
label noise (here: “next token” noise),
distribution shift,
and instrumentation

still applies.
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Causal Language Modeling (CLM): the core task

Autoregressive factorization
Given a token sequence x1:L ∈ VL,

pθ(x1:L) =
L∏

t=1

pθ(xt | x<t).

Maximum likelihood / cross-entropy objective
We maximize log-likelihood (equivalently minimize negative log-likelihood):

L(θ) = − 1
Ntok

∑
(x1:L)∼D

L∑
t=1

log pθ (xt | x<t) .

Ntok= total number of (non-padding) tokens in the batch/run.

The training signal
Every token is a supervised label for the next-token distribution. This is why web-scale corpora create huge
training signal — and huge ways to go wrong.
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CLM in practice: “shifted labels”

Example sequence: [<BOS>] the cat sat on the mat [<EOS>]

Model input (teacher forcing): x1:L−1

Transformer fθ produces logits ℓt ∈ R|V| at each position t

Labels: x2:L (same sequence, shifted left by 1)

Loss: average cross-entropy across positions (often ignoring padding).

One-line implementation mental model
At each position t, we predict xt+1 from prefix x≤t .
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Cross-entropy, perplexity, and why we care

Token-level cross entropy
If the model outputs a distribution pθ(· | x<t) and the true next token is xt :

ℓt = − log pθ(xt | x<t).

Averaging over tokens gives the training loss.

Perplexity (PPL)

PPL = exp

(
1

Ntok

∑
t

ℓt

)

Interpretation: “effective number of equally likely tokens”. This should decrease as the model fits your data.
PPL is nonlinear; compare on the same dataset/tokenization.
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Training loss and validation loss

Operational note
In large runs you monitor both: (a) training loss for optimization health, and (b) validation loss/PPL for
generalization + data bugs.
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CLM vs MLM: why GPT-style stacks use CLM

CLM (causal / autoregressive)
Predict next token from past tokens
Natural for generation (decode is consistent)
Uses causal attention mask
Training uses teacher forcing

Compute shape implication
Attention has O(L2) score matrices at training time.
Long-context training is expensive.

MLM (masked language modeling)
Predict masked tokens from bidirectional context
Great for representation learning
Less direct for left-to-right generation
Uses a masking scheme + special tokens

Course focus
We will primarily reason about CLM because it is the
dominant recipe for modern LLMs.
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Tokenization: your interface between data and compute

Why tokenization matters
Converts raw text → discrete symbols in V.
Determines sequence length L for a given text chunk.
Impacts:

throughput (more tokens ⇒ more compute),
model capacity allocation across languages/domains,
downstream behavior (e.g., code token boundaries).

Common choices
BPE / unigram (SentencePiece)
byte-level BPE
mixed text+code vocabularies

Engineering reality
Tokenization is often a top-3 cost in data preprocessing,
but should be near-zero cost in the hot training loop.

Scalable AI: Bridging Theory, Understanding, and Practice Spring 2026 19 / 81



Training Loop Fundamentals
Inside a step: memory, shapes, accumulation, and numerics



The training loop (single GPU, conceptual)

for step, batch in enumerate(dataloader):
tokens = batch["input_ids"] # shape: [B, L]
labels = batch["labels"] # shape: [B, L]

logits = model(tokens) # [B, L, |V|]
loss = cross_entropy(logits, labels, ignore_index=PAD)

loss.backward() # compute gradients
optimizer.step() # update parameters
optimizer.zero_grad(set_to_none=True)

if step % ckpt_every == 0:
save_checkpoint(model, optimizer, step)

What changes at scale
At large scale you add: gradient accumulation, distributed collectives, mixed precision, activation checkpointing,
checkpoint I/O, and evaluation.
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The training step timeline

The numbers are very rough estimates, and NOT to scale.

0ms 2ms 4ms 6ms 8ms 10ms

data wait / H2D forward backward opt

gradient comm (overlapped)

Goal: maximize overlap, minimize stalls, avoid stragglers

Step time decomposition
Tstep ≈ Tdata + Tfwd + Tbwd + Topt + Tnon-overlapped comm + Toverhead.
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What lives in memory during training?

Training state (typical)
parameters θ (bf16/fp16 or fp32 master copy)
gradients ∇θ (often fp16/bf16)
optimizer states (e.g., Adam moments m, v in fp32)
activations (for backward)

Why memory drives systems design
Memory pressure determines:

microbatch size
sequence length
activation checkpointing
sharding strategy (DP/ZeRO/FSDP/TP/PP)
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Global batch, microbatch, and gradient accumulation

Definitions (common in large-scale pre-training)
Microbatch: the batch processed in one forward/backward on a GPU before accumulation.
Gradient accumulation: do A microbatches before an optimizer step.
Data parallelism (DP): number of replicas R.

Token accounting per optimizer step
If microbatch has shape [B, L]:

Bstep
tok = (R) × (B) × (L) × (A).

Adjust for sequence packing, padding, and dropped tokens.

Engineering trade
Accumulation increases Btokper step without increasing activation memory (if microbatch fixed), but can change
optimizer dynamics (effective batch size).
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Sequence packing: turning padding into throughput

The problem
Many documents are shorter than your context length L. If
you pad, you waste compute on padding tokens.

The fix: pack multiple documents into one
sequence

Concatenate text chunks until you fill L tokens
Insert separators (e.g., <EOS>)
Use attention masks to prevent cross-document leakage
(lots of frameworks don’t do this, but it’s important)

Why it matters
Packing can increase goodput and MFU:

fewer “wasted tokens”
more uniform shapes (less kernel overhead)
better arithmetic intensity in practice

A subtlety
Packing changes the effective training distribution (document boundaries move). You must be explicit about
masking policy.
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Mixed precision and numerical stability (why bf16 is popular)

Why we use mixed precision
Tensor cores are fastest at fp16/bf16.
Training in full fp32 is often prohibitively slow.

fp16: narrower exponent
Risks: overflow/underflow in gradients/activations
Requires: dynamic loss scaling (often)

bf16: similar throughput, wider exponent
More stable numerics than fp16
Often eliminates need for loss scaling

Key monitoring signals
Overflow counters, NaN checks, gradient norm spikes, and sudden loss jumps.
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MXP Formats
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NVIDIA Hopper FP8 in practice: Tensor Cores + HYBRID formats

What Hopper (H100) made mainstream
Hopper Tensor Cores add native FP8 acceleration for Transformer workloads.
FP8 is typically used selectively (mostly GEMMs) via NVIDIA’s Transformer Engine (TE) modules.

Two FP8 formats, one common recipe
TE exposes FP8 formats E4M3 and E5M2, plus a practical default:

HYBRID: E4M3 in the forward pass, E5M2 in the backward pass.
Motivation: some tensors (especially gradients) need more dynamic range ⇒ E5M2.

Pointers: Hopper + TE overview https://developer.nvidia.com/blog/nvidia-hopper-architecture-in-depth/; TE formats &
HYBRID definition https://docs.nvidia.com/deeplearning/transformer-engine/user-guide/api/common.html.
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Transformer Engine FP8

Why NVIDIA TE does per-tensor scaling (not one global loss scale)
FP8 needs distinct scale factors per tensor:

xfp8 = round
(x

s

)
, x̂ ≈ s · xfp8, s tracked per tensor.

TE’s common workhorse is delayed scaling: compute the next scale from a history of recent max |x | values
(amax).

Distributed detail that matters at scale
To avoid rank-to-rank drift, TE can reduce amax across a group so all GPUs use consistent FP8 scales.

Pointers: TE FP8 primer (delayed scaling)
https://docs.nvidia.com/deeplearning/transformer-engine/user-guide/examples/fp8_primer.html; recipe options incl. amax
history + reduction https://docs.nvidia.com/deeplearning/transformer-engine/user-guide/api/common.html.
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Blackwell MXFP8: NVIDIA-style block scaling to keep E4M3 more often

Why MXFP8 exists
Classic FP8 uses one FP32 scale per tensor, which can force E5M2 for some tensors. MXFP8 reduces the
scaling granularity:

assign a separate scale to each block (e.g., blocks of 32 values),
reduce dynamic-range stress so E4M3 can be used more broadly.

Operational takeaway
Hopper-era: FP8 often means per-tensor scaling + HYBRID formats.
Blackwell-era: FP8 increasingly means block scaling (MXFP8-style) to improve stability/accuracy at low
precision.

Pointers: MXFP8 overview https://docs.nvidia.com/deeplearning/transformer-engine/user-guide/examples/fp8_primer.html;
TE MXFP8 recipes https://docs.nvidia.com/deeplearning/transformer-engine/user-guide/examples/fp8_primer.html.
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NVIDIA Blackwell FP4: NVFP4 + micro-block scaling (the 4-bit story)

What’s NVIDIA-specific about Blackwell FP4
Blackwell 5th-gen Tensor Cores implement NVFP4 and handle:

micro-block grouping,
dynamic scaling,
4-bit matrix operations in hardware.

A key idea is micro-block scaling:
each group of 16 FP4 values shares a scale factor (tighter than older 32-wide blocks),
improves robustness to outliers and reduces quantization error.

What NVFP4 recipes add
To make 4-bit training viable, you need recipe-level choices for dynamic range, gradient volatility, and stability.
NVIDIA reports NVFP4 recipes improving end-to-end training performance on Blackwell at scale, and modern
research targets fully-NVFP4 pre-training.
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From MFU to End-to-End Tokens
Consumed

From MFU to tokens/day



MFU recap: what it measures

Definition (one common form)

MFU ≡ achieved model FLOPs/s
peak hardware FLOPs/s

What MFU captures
kernel efficiency (are you using tensor cores?)
operator fusion / overhead
shape effects (batch, sequence, hidden size)

What MFU ignores
time not spent doing model compute (data stalls,
checkpoint IO)
failures/restarts
“wasted” tokens (padding, dropped batches)
learning quality (stability, data quality)

Takeaway
MFU is necessary but not sufficient. To ship a model, you care about end-to-end tokens/day and stable loss.
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FLOPs per token: a practical approximation

Dense Transformer rule of thumb
For many GPT-style dense Transformers (ignoring attention L2 terms), total training compute is often
approximated as:

Training FLOPs ≈ 6 Nparams Ntok.

Intuition: forward ∼ 2NparamsNtok, backward ∼ 4NparamsNtok. Exact constants vary.

When the approximation breaks
Very long context: attention score/value matmuls add O(Ntok · L) terms.
Non-dense architectures: MoE (activated params ̸= total params).
Heavy “glue ops”: layernorm, embeddings, softmax, routing, etc.

Why we still use it
It is accurate enough to connect MFU and tokens/sec at planning time.
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From MFU to tokens/sec

Start with hardware peak
Let Cpeak be peak FLOPs/s per GPU (for your chosen precision), and let achieved compute be:

Cach = MFU · Cpeak.

Convert to tokens/sec
If training uses Ftok FLOPs/token (for your model + sequence length):

tokens/sec/GPU ≈ Cach

Ftok
.

For the rule of thumb Ftok ≈ 6Nparams, we get:

tokens/sec/GPU ≈ MFU Cpeak

6Nparams
.
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Goodput: the missing multiplier

Definition (operational)
goodput measures the fraction of wall-clock time spent doing useful training work.

goodput ≡ useful training time
wall-clock time ∈ [0, 1].

Examples of “not useful” time
dataloader stalls (IO / CPU tokenization bottlenecks)
non-overlapped communication (stragglers)
checkpoint writing and validation (necessary, but reduces tokens/sec)
failures and restarts
idle time from scheduling / preemption

Mental model
MFU tells you how fast you go when you are driving. Goodput tells you how often you are actually driving.
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End-to-end tokens/day: putting it together

Effective tokens/day (per GPU)

tokens/day/GPU ≈ goodput︸ ︷︷ ︸
time fraction

· MFU Cpeak

Ftok︸ ︷︷ ︸
tokens/sec while computing

·86400.

Cluster-level (for G GPUs)

tokens/day (cluster) ≈ G · goodput · MFU Cpeak

Ftok
· 86400.

The two levers you always have
Increase MFU (kernel/operator/parallelism optimizations) and increase goodput (data pipeline, resilience,
overlap).
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Step-time accounting: where tokens/sec is lost

A practical breakdown
Tstep = Tcompute + Tcomm + Tdata + Tckpt + Tmisc.

If MFU is low
kernel shapes are bad (microbatch too small)
attention/MLP kernels not optimal
too many small ops / poor fusion
long-tail ops dominate (layernorm/softmax)

If goodput is low
dataloader stalls (I/O or preprocessing)
stragglers / poor overlap
frequent failures / slow restarts
frequent checkpoint/eval

Debugging workflow
Use profiling to improve MFU. Use run-level KPIs to improve goodput.
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Time-to-train is a product of 3 budgets

Pre-training planning equation
Let Ntarget

tok be your target training tokens.

days ≈
Ntarget

tok
tokens/day (cluster) .

Compute budget
GPUs & wall-clock

Data budget
unique, high-quality tokens

Stability budget
how much rollback / restart you can
tolerate

What changes from small-scale experiments
At scale, 1% improvements to goodput can be worth weeks of wall-clock.
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Compute budget couples parameters and tokens

A simple but powerful constraint
Using the dense-Transformer approximation:

Training FLOPs ≈ 6 Nparams Ntok.

For a fixed compute budget C :

6 Nparams Ntok ≤ C ⇒ Ntok ≤ C
6Nparams

.

Interpretation
If you make the model bigger (increase Nparams) while holding compute fixed, you must reduce tokens. This is why
pre-training is an optimization problem over:

architecture
data (tokens)
compute (hardware + wall-clock)
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Compute-optimal pre-training (conceptual)

Empirical scaling laws (high level)
Across many families of LMs, the validation loss tends to follow predictable trends with:

model size Nparams

number of training tokens Ntok

compute C ≈ 6NparamsNtok

For a fixed compute budget, there is typically a sweet spot trading off parameters vs tokens.

Under-trained vs over-trained
Under-trained: large Nparams, too few tokens.

poor utilization of capacity
unstable optimization (large gradient noise)
easy to overfit to duplicates

Over-trained: small Nparams, too many epochs over the same data.
diminishing returns
memorization risks
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Token budget planning: a concrete workflow

Inputs you choose
Model: Nparams, context length L, architecture (dense vs MoE)
Cluster: GPU type (Cpeak), GPU count G
Execution: expected MFU and goodput
Target: Ntarget

tok (and desired “unique tokens”)

Workflow
1 Estimate Ftok (FLOPs/token) for your model.
2 Estimate tokens/day using:

tokens/day ≈ G · goodput · MFU Cpeak

Ftok
· 86400.

3 Compute days-to-target: days ≈ Ntarget
tok /tokens/day.

4 Validate that your dataset has enough unique, high-quality tokens.
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Training Stability: What to Watch
Avoid expensive failures: divergence, silent corruption, and the minimal dashboard



Training can fail in 3 ways

Hard failure
Job crashes

node/GPU failure
NCCL timeout
OOM

Divergence
Loss blows up

too high LR
unstable mixed precision
bad batch statistics

Silent corruption
Model trains “fine” but quality
degrades

data leak / mixing bug
broken masking / packing
label shift bug
optimizer state desync

Why silent corruption is the worst
You only detect it after spending millions of GPU-hours. Prevention requires instrumentation + invariants.
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A stability dashboard: minimal signals to always log

Optimization health
training loss (smoothed + raw)
validation loss / PPL (fixed eval set)
learning rate schedule
gradient norm (global)
optimizer step magnitude (e.g., ∥∆θ∥)

Numerics
NaN/Inf checks (activations, grads)
overflow/underflow counters
grad scaler value (if fp16)

Data health
token distribution stats (length, language ID)
duplication rate (exact + near-dup)
top n-grams / repetition indicators
document source mix (by dataset/component)

Systems context (always join with)
step time, tokens/sec
dataloader wait
failure/restart events
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Loss pathologies: divergence vs data spikes

Divergence signature
loss increases rapidly and does not recover
gradient norms explode
NaNs/Infs appear
often correlated with LR / precision changes

Typical fixes
lower LR, adjust warmup/decay, enable grad clipping, use
bf16, check optimizer hyperparams.

Data spike signature
isolated loss spikes that recover
often repeats at shard boundaries
correlated with certain sources/domains

Typical fixes
investigate offending documents, add filters, improve
dedup, validate packing/masking.

Why this is in Lecture 6
Pre-training stability is as much about data engineering as it is about optimizer math.
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Gradient norm monitoring: a simple invariant

Global grad norm
∥g∥2 = ∥∇θL∥2

A stable run typically has grad norms in a characteristic range (for a fixed recipe).

What to watch
sudden spikes (potential divergence)
sudden drops to 0 (overflow/underflow or communication
bug)
drift over long windows (recipe mismatch or data
distribution shift)

Best practice
Log grad norms:

globally
per-layer (cheap summary)
per-tensor group (attention vs MLP)

Scalable AI: Bridging Theory, Understanding, and Practice Spring 2026 44 / 81



Learning rate schedules: warmup is not optional at scale

Why warmup exists
Early in training, weights are poorly calibrated; large updates can destabilize activations and gradients. Warmup
gradually increases step size.

Common recipe
linear warmup to ηmax for W steps
cosine or linear decay thereafter
sometimes: constant LR for a while, then decay

Debug tip
When a run diverges, first check:

actual LR vs intended LR
scheduler state after resume
effective batch size changed?
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Checkpointing is part of stability (and goodput)

What a checkpoint must contain
model parameters θ

optimizer state (e.g., Adam m, v)
RNG states (dropout, data order)
scheduler state (learning rate)
data loader position (or a reproducible sampling seed)

Two competing goals
Frequent checkpoints ⇒ lower rollback cost but lower goodput.
Infrequent checkpoints ⇒ higher goodput but expensive failures.

Rule of thumb
Checkpoint interval should be tied to your failure rate and restart cost (we will quantify this with MTBF).
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Operational KPIs for Pre-Training
Run-level scoreboard: throughput, tokens/day, goodput, and resilience/MTBF



KPIs: you need a scoreboard for a multi-week run

Why KPIs exist
You need a small set of numbers that:

summarize end-to-end health,
decompose into actionable components,
allow comparisons across days/runs.

We will group KPIs into 3 buckets
1 Performance: how fast do we process tokens when running?
2 Goodput: what fraction of time is spent doing useful training?
3 Resilience: how often do we fail, and how expensive are failures?
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Interesting KPIs during Pre-Training

KPI Operational meaning

Throughput
(TFLOPs/s/GPU)

Achieved model compute rate while the job is running. Often derived from step time
and a FLOP model.

Tokens/day End-to-end progress: how many training tokens were consumed per day (cluster-level).
Goodput (%) Fraction of wall-clock time spent doing useful training work (not stalled, not restart-

ing).
Failures/day How often the job experiences crashes/preemptions/timeouts.
Resilience / MTBF Mean time between failures, often measured in GPU-hours to account for scale.
Researcher interventions Count of manual actions (debugging, restarts, parameter tweaks) — the real cost

metric.

Be explicit in your team
Different teams define these differently. Always write down the exact computation (especially for goodput).
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A useful KPI equation: tokens/day as throughput × goodput

Start with “running throughput”
Let throughputrun be the token throughput while the application is actively training (excluding downtime).

Multiply by goodput
tokens/day ≈ throughputrun · (86400 s/day) · goodput.

Why this matters
If tokens/day is low, ask:

1 is throughputrun low? (MFU/comm/data stalls while running)
2 or is goodput low? (failures, restarts, scheduling, checkpoint/eval overhead)
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Resilience as MTBF in GPU-hours

Why GPU-hours
On a 6k-GPU run, even rare per-node issues become frequent at the job level. Measuring MTBF in wall-clock
alone hides scale effects.

Definition (one common form)

MTBFGPU-hrs ≡ (total GPUs) × (wall-clock hours)
#failures .

Interpretation
If MTBFis 10k GPU-hrs on a 6000-GPU job, that’s roughly one failure every ≈ 10,000/6000 ≈ 1.7 hours.

Scalable AI: Bridging Theory, Understanding, and Practice Spring 2026 50 / 81



Checkpoint interval from failure rate: a back-of-the-envelope

A simple expected waste model
If failures arrive every τ hours on average (job-level MTBF in hours) and you checkpoint every ∆ hours:

expected rollback per failure ≈ ∆/2
expected wasted time per hour ≈ 1

τ
· ∆

2

Implication
When failures are frequent, long checkpoint intervals can destroy goodput. But very frequent checkpoints also
destroy goodput. You pick ∆ to minimize total overhead.

Reality check
Real systems also include restart time, replay cost, partial node failures, and corrupted checkpoints. But this
model gives you intuition.
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A triage matrix: which KPI moved?

Symptoms & likely causes
Throughput drops, goodput stable

shape change, kernel regression
comm overlap regression
dataloader is slower while running

Goodput drops, throughput stable
failures/restarts
checkpoint/eval overhead increased
scheduler/preemption

Worst case
Tokens/day stable but validation loss degrades

data mixture bug
leakage / contamination
silent corruption

This is why the scoreboard must include model metrics.
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Data for Pre-Training: Corpora and
Case Studies

Corpora as pipelines: sources, filters, dedup, mixing (and what’s new)



Data is the product (and the biggest lever)

Rule of thumb
For frontier models, data curation quality is often as important as architecture changes. Bad data can waste
compute faster than any systems inefficiency.

Why data engineering is now part of “systems”
Pre-training is limited by:

how fast you can stream tokens,
how clean/unique/high-quality those tokens are,
and how well you can control mixtures over time.
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Where do pre-training tokens come from?

Common public sources
Web crawl: Common Crawl, curated web datasets
Wikipedia (multilingual)
Books (public domain, licensed)
Academic: arXiv, PubMed abstracts (depending on
license)
Forums: StackExchange, Reddit (license-sensitive)
Code: GitHub-derived datasets, The Stack

Non-technical constraint
Licensing and consent constraints can dominate what
you can use. Engineering reality: you must track
provenance.

A practical view
Most corpora are mixtures with weights tuned for
model goals (generalist vs code vs multilingual).
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Common Crawl 101 (why it is both gold and garbage)

What it is
A large-scale web crawl released as periodic snapshots (WARC files). It is massive, diverse, and noisy.

What you get “for free”
scale (orders of magnitude more than curated corpora)
diversity of domains and writing styles
broad language coverage

What you must engineer
boilerplate stripping (HTML extraction)
language ID
quality filtering
dedup / near-dedup
toxicity / PII removal
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Case study: C4 (Colossal Clean Crawled Corpus)

What it is (and why it mattered)
C4 is a large English web-text corpus built by applying filters to a single Common Crawl snapshot and was
introduced alongside T5. It helped establish the idea that web-scale pre-training can work if you clean
aggressively.

What makes C4 distinct
Single-snapshot pipeline: one crawl → many heuristics.
Heuristic quality gates: remove incomplete/noisy text;
language filtering; dedup.
Blocklists: coarse safety/noise removal that is easy to
implement and easy to miscalibrate.

What we learned the hard way
Even after filtering:

sources can be surprising (domain mix
matters),
machine-generated text exists (and grows
over time),
benchmark contamination can slip in,
blocklists can create distributional bias.

Engineering lesson
Heuristics are a great first pass, but you still need: provenance, audits, and regression tests on the data build.Scalable AI: Bridging Theory, Understanding, and Practice Spring 2026 56 / 81



Case study: FineWeb / FineWeb-Edu

What it represents
FineWeb is a large refined web dataset derived from many Common Crawl snapshots with explicit documentation
and ablations. FineWeb-Edu is a specialized subset filtered for educational quality.

What makes it unique (vs classic CC-cleaning)
Multi-snapshot scale: FineWeb is built from 96 Common Crawl snapshots (2013+), yielding web diversity
plus temporal coverage.
Ablation mindset: filtering and dedup choices are treated as research variables (documented +
benchmarked).
FineWeb-Edu: learned selection: an educational quality classifier trained from Llama3-70B-Instruct
annotations is used to select a smaller, higher-signal subset.
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C4 vs FineWeb?

Axis C4 (T5-era “clean CC”) FineWeb / FineWeb-Edu (“decanted
web”)

Raw source Single CC snapshot; English-focused. 96 CC snapshots (2013+); web at much
larger scale.

Selection philosophy Heuristics + blocklists; dedup to remove ob-
vious junk.

Documented filtering/dedup ablations;

What it optimized “Clean enough” + reproducible for transfer
learning baselines.

Quality-first at scale + targeted subsets (Edu)
to boost knowledge/reasoning signal.

Known gotchas Blocklists can disproportionately remove
minority-related text; domain mix surprises;
some contamination risk.

Thresholds can shift capability trade-offs;
scoring drift/regressions matter; subsets are
objectives disguised as datasets.

Best used for Baselines, controlled ablations, and “web-
cleaning 101” lessons.

Strong open reference for modern web cu-
ration; a high-quality web component in a
larger mixture.
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Trend (2024–2026): post-training style data moves into pre-training

What changed
Instead of reserving instruction/dialog data for SFT/RLHF only, many stacks now:

mix instruction-response pairs into pre-training / continued pre-training,
reformat raw text into tasks (Q&A, extraction, summarization) and train with the same CLM loss,
treat “chat format” and tool traces as another mixture component.

One concrete pattern: Instruction Pre-Training
synthesize large-scale instruction-response pairs (hundreds of millions, many task types),
concatenate with raw corpora and train like vanilla pre-training (loss on all tokens),
often improves later instruction tuning and can be used for domain-adaptive continual pre-training.

Engineering implication
Instruction-like tokens are high-leverage but high-risk: they help format-following early, but can reduce diversity
and increase leakage/contamination risk if not deduped and monitored.
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Trend (2023–2026): synthetic data becomes first-class pre-training fuel

What “synthetic pre-training” looks like
Use a strong generator model or pipeline to create:

“textbook” explanations + exercises,
reasoning problems with verifiable answers,
code tasks + unit tests,
translations / paraphrases to densify rare distributions.

Then filter, dedup, and mix like any other source.

Why it can work
Synthetic text can be denser than the open web:
more supervision per token, fewer ads/boilerplate,
more intentional coverage.

Key failure modes
Feedback loops / collapse if synthetic
dominates and is low-diversity.
Over-specialization (great on “school”
tasks, worse on messy real-world text).

Example
Phi-style “textbooks” training mixes a smaller amount of high-quality natural data with synthetic
textbooks/exercises generated by a stronger model.
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If you add synthetic or post-training-style data: treat it like a production
dependency

Three guardrails
1 Version + provenance: record generator model/version, prompts, filtering thresholds.
2 Dedup + decontam: dedup synthetic against raw sources and against eval/benchmarks.
3 Mixture controls: cap synthetic fraction; do ablations (e.g., 5%, 20%, 50%) and watch for regressions.

helpful metrics
synthetic fraction (tokens) over time
diversity (repetition / n-gram entropy)
per-source loss/PPL and spike detection
acceptance rate drift (scorers/filters)
contamination overlap rates
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A corpus is a pipeline: ask these 8 questions

1 Sources: what raw inputs are included (web snapshots, books, code)?
2 Extraction: how is text extracted (HTML boilerplate removal)?
3 Language ID: how are languages detected and segmented?
4 Quality filters: rules, classifiers, perplexity filters?
5 Dedup: exact vs near-dup; within-source vs cross-source; at what granularity?
6 Safety: toxicity/PII filtering, policy constraints?
7 Mixing: how are components weighted / sampled over time?
8 Provenance: can you trace tokens back to sources for audits?

Engineering mindset
Treat the dataset as code: version it, test it, monitor it.
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How Data is Curated: Filtering,
Dedup, Mixing, Augmentation

Filtering, dedup, mixing, augmentation: the standard curation pipeline (with KPIs)



The standard curation pipeline (high level)

Raw crawl
WARC/HTML

Extract
boilerplate remove

Language ID
+ normalization

Quality filter
rules + classifier

Dedup
exact + near

Mix + shard
weights, packing

Continuous tests: dup rate, language distribution, toxicity rate, avg length, PPL stats, source mix drift

Scalable AI: Bridging Theory, Understanding, and Practice Spring 2026 63 / 81



Extraction: HTML boilerplate removal is not optional

Why HTML extraction is hard
Web pages contain menus, cookie banners, navbars, ads, and templated junk. If you naively strip tags, you train
on garbage.

Typical approaches
DOM-based heuristics (keep main content blocks)
text density / link density heuristics
use existing libraries (e.g., readability-style extraction)
remove repeated boilerplate patterns across pages

Stability angle
Boilerplate creates extreme duplication, which can lead to memorization and training instability signals (loss
spikes).
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Language identification (LID) at scale

A practical LID pipeline
document-level LID (fast, coarse)
segment-level LID (handle mixed-language pages)
script detection (quick sanity check)
normalize Unicode (NFC/NFKC), remove control chars

Failure modes
short docs are misclassified
code/math blocks confuse LID
transliterated text (Latin script) hides language

Operational metric
Track language proportions over time; sudden drift usually indicates a pipeline regression.
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Quality filtering: heuristics are the first line of defense

Common rule-based filters (examples)
length thresholds (min/max chars or tokens)
ratio of alphabetic to non-alphabetic characters
stopword / dictionary overlap heuristics
URL/email/boilerplate frequency
repeated line detection (spam)
“badword” lists (coarse toxicity filtering)

Why heuristics still matter in 2026
They are cheap, interpretable, and catch catastrophic junk before expensive models see it.
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Quality filtering: classifier-based scoring

Modern approach
Train a lightweight classifier to predict “high-quality” vs “low-quality” documents. Signals can include:

n-gram features / text statistics
embeddings from a small LM
metadata (domain, URL patterns)

Then keep documents above a threshold (or sample proportional to quality score).

Key design choice
Hard filtering (drop) vs soft weighting (downsample). Soft weighting often yields smoother distributions.

Operational metric
Track the score distribution and the acceptance rate. Large shifts often indicate upstream extraction bugs.
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Perplexity filtering: using a reference model as a quality signal

Idea
A well-trained reference LM assigns high perplexity to gibberish, boilerplate, and malformed text. You can filter by
document-level or chunk-level perplexity.

Why this can work
Perplexity correlates with:

linguistic well-formedness
“naturalness” of text
degree of repetition/junk

Caveat
Perplexity filtering can remove valuable data (e.g., code, math, low-resource languages) unless you use
domain-specific reference models.
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Deduplication: the highest-leverage data cleaning step

Why dedup matters
The web is full of mirrors, quote farms, and template repetition.
Duplication increases memorization risk and reduces effective data diversity.
Duplicates can cause training artifacts (loss spikes, overfitting to boilerplate).

Two levels
Exact dedup: identical documents/chunks.
Near dedup: small edits, formatting changes, quoted text.
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Near dedup in practice: shingling + MinHash (conceptual)

A common pipeline
1 Convert document into a set of shingles (e.g., 5-grams).
2 Hash shingles and compute a compact signature (MinHash).
3 Use LSH (locality-sensitive hashing) to find near-duplicate candidates.
4 Keep one representative per cluster (or downweight duplicates).

Engineering trade
Aggressive dedup improves diversity, but risks removing legitimate repeated structures (code templates, legal text).
Tune by domain.
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Contamination and leakage: dedup is also about evaluation integrity

The problem
If your training data contains your evaluation benchmarks (or near-duplicates), you get inflated results. This is
contamination.

Mitigation
Build a benchmark “do-not-train” set and dedup against it.
Dedup at the n-gram level, not just document level.
Track provenance so you can remove sources retroactively.

Course mindset
Evaluation is part of the data pipeline.
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Safety filtering: toxicity, PII, and policy constraints

Common targets
personally identifiable information (PII): emails, phone numbers, addresses
explicit content / hate / harassment
policy-specific restricted categories

Common tools
regex + pattern matching (PII seeds)
classifier-based toxicity scoring
allowlists/denylists by domain
removal of exact spans (redaction) vs dropping entire documents

Stability note
Safety filters can change distribution abruptly if thresholds drift. Monitor acceptance rates and score distributions.
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Mixing and sampling: dataset weights are a training hyperparameter

Why mixing exists
Different sources contribute different skills:

code improves structured reasoning and programming
books improve long-form coherence
academic improves formal language
web improves breadth and recency

The simplest mixture model
Sample source i with probability wi and draw a chunk from that source. You tune wi like any other
hyperparameter.

Common advanced trick: temperature sampling
To avoid huge sources dominating, sample proportional to pα

i for α ∈ (0, 1).
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Augmentation: adding tokens that are not in the crawl

Why augment
Augmentation can improve:

coverage of rare tasks/domains
safety behaviors (counterexamples)
reasoning traces (synthetic chain-of-thought style data)
multilingual coverage (translation)

Two categories
Offline augmentation: add synthetic documents to the corpus.
Online augmentation: transform batches during training (rarer in LLM pre-training).

Risk
Synthetic data can create feedback loops if it dominates or is low-diversity. Track synthetic fraction.
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Data curation KPIs (yes, data has metrics too)

Coverage / diversity
unique document count
unique token count (approx)
domain distribution
language distribution

Duplication
exact dup rate
near-dup cluster size distribution
n-gram overlap with eval sets

Quality / safety
classifier score distributions
toxicity rate
PII hit rate
perplexity distribution (by domain)
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Putting It Together: An End-to-End
Pre-Training Runbook

Runbook mindset: efficiency + data + stability, with daily checklists



An end-to-end view: what you must get right simultaneously

System efficiency: MFU, comm overlap, IO, goodput, resilience

Data quality: filters, dedup, mixture weights, provenance, safety

Learning stability: loss, grad norms, LR schedule, precision stability, eval integrity

Goal: maximize useful tokens/day subject to stable learning and policy constraints.
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A practical pre-training checklist before you train

Before you spend real compute
1 Reproducible data build: dataset version, hashes, provenance.
2 Unit tests:

tokenization matches expected
packing/masking correctness
no NaNs in a small run

3 Instrumentation: loss, grad norms, MFU, tokens/sec, dataloader wait, failure logging.
4 Golden eval sets: fixed validation set + key benchmarks to detect silent corruption.
5 Checkpoint + resume test: verify LR scheduler and RNG state continuity.

If you skip this
Your first multi-week run will be an expensive debugging exercise.
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A practical pre-training checklist during training

Systems
tokens/day vs target
throughput vs MFU vs step time
dataloader wait time
failure rate + restart time
checkpoint overhead

Model/data
training + validation loss trends
grad norm distributions
NaN/overflow counters
data mix drift and acceptance rates
contamination checks on new data

Key habit
When a metric shifts, always ask: what changed? (code, data version, cluster, schedule)
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Debugging playbook: tokens/day drops

Step 1: decompose tokens/day
tokens/day ≈ throughputrun · 86400 · goodput.

If throughputrun dropped
MFU regression? (kernel shapes, fusion)
comm regression? (overlap, stragglers)
dataloader slower while running?

If goodput dropped
more failures/restarts?
slower checkpoint I/O?
more eval time?
cluster scheduling/preemption?

Step 2
Join the system metrics with model metrics. Sometimes throughput drops because training became unstable and
hit NaN recovery paths.
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Debugging playbook: validation loss regresses

Step 1: eliminate instrumentation bugs
Verify: eval data unchanged, tokenization unchanged, masking unchanged, eval code uses correct model
checkpoint.

Step 2: suspect data pipeline
Did mixture weights change?
Did a new data source enter?
Did dedup/filter thresholds drift?
Did you accidentally include low-quality shards?

Step 3: suspect training dynamics
Effective batch size change? LR schedule mismatch after resume? Precision mode changed?
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Key takeaways

1 Pre-training is supervised learning at scale (CLM is the core objective).
2 The end-to-end unit is tokens; performance matters because it controls tokens/day.
3 MFU measures compute efficiency while running; goodput measures how much you actually run.
4 Stable training requires instrumentation: loss, validation, grad norms, numerics, and data health.
5 Data curation is a pipeline: sources → extraction → filtering → dedup → mixing.
6 A production-scale run needs a scoreboard: throughput, tokens/day, resilience/MTBF, and interventions.

If you remember one sentence
Maximize useful tokens/day subject to stable learning and clean data.
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