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What you’ll learn today

The five main parallelism strategies — DP, EP (MoE experts), FSDP/ZeRO, TP, PP: what each one
cuts, and what it buys.
The communication each strategy introduces, and first-order models for its cost.
What fills GPU memory in training and in serving, and which strategy relieves which part.
How the strategies compose into multi-dimensional meshes, and how to map them onto a cluster.
Practical recipes and failure modes, for training and for serving.

Context parallelism (CP), which shards the sequence dimension, is covered next lecture.
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Roofline thinking, extended to distributed

Recap (Lectures 2–3): a step is bounded by its slowest resource

T ≳ max

 Tcompute︸ ︷︷ ︸
FLOPs/Cpeak

, THBM︸ ︷︷ ︸
bytes/BWHBM


Do the accounting (FLOPs and bytes); the max term tells you the bottleneck.

This lecture: communication becomes a third term

T ≳ max

Tcompute, THBM, Tcomm︸ ︷︷ ︸
α (startup) + β·bytes


Every parallelism strategy shifts pressure among these three terms. The recurring question of this lecture: which
term is on the critical path, and what did your strategy do to it?
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Foundations
Scaling Transformers Across Many GPUs, Nodes, and Clusters



What parallelism is really buying you (three objectives)

1 Capacity (“does it fit?”): avoid OOM by sharding state across devices.
2 Throughput (“tokens/sec”): keep GPUs busy (high MFU) and reduce step time.
3 Latency (“one request finishes fast”): minimize critical-path synchronization.

Rule of thumb
Capacity is mostly a memory problem; throughput is mostly a utilization problem; latency is mostly a
critical-path communication problem. Rough, but a useful first-order map.
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Training and serving weight the objectives differently

Training Serving

Unit of work optimizer step: forward + backward + gradi-
ent sync + update

request: prefill the prompt (batch-friendly),
then decode one token at a time (sequential)

Optimizes throughput, cost per token, scaling efficiency latency (TTFT, TPOT), then aggregate
throughput across requests

Capacity pressure weights θ + saved activations (scale with B ·L
and depth) + gradients ∇θ + optimizer state
m, v

weights θ + KV cache (grows with nlayers and
cached length); no optimizer state

Consequence for this lecture
Both use the same strategies, but a choice that is good for training throughput can be bad for serving latency. We
keep the two columns separate as each strategy comes up.
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Where can you cut a transformer?

1 batch

6

sequence (CP)
[next lecture]

Blk 1
At
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Blk L
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tn

FF
N

· · ·

2 experts (FFN)

3 state: every stored tensor

At
tn

FF
N

4 inside layers

5 depth

Key idea
A parallelism strategy is a choice of seam:
where you cut determines what each GPU
stores and who must talk to whom.

1 batch → DP
2 experts (FFN) → EP (needs MoE)
3 stored state → FSDP/ZeRO
4 inside each layer → TP
5 depth, between blocks → PP
6 sequence → CP [next lecture]

The next five slides show this same figure with one cut at a time, drawn for N = 4 GPUs.
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Data parallelism: cut along the batch

batch (4 sequences)
Blk 1
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· · ·

one full copy of the model per GPU

GPU 0 GPU 1

GPU 2 GPU 3

At a glance
Cut: the batch, between sequences
Each GPU holds: a full copy of the model,
plus 1/N of the batch
Buys: throughput — tokens/sec scales
with the number of GPUs N
Price: the N copies must stay identical, so
the GPUs average their gradients at the
end of every step

Per-GPU memory is unchanged: DP buys no capacity. If the model does not fit on one GPU, DP alone cannot help.
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Expert parallelism: cut the FFN into experts

batch (4 sequences)
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· · ·

Expert 0 Expert 1 Expert 2 Expert 3

each MoE layer: its FFN becomes many experts, spread over the GPUs

GPU 0 GPU 1

GPU 2 GPU 3

At a glance
Cut: each FFN, width-wise, into experts —
this cut follows an architecture change
(MoE)
Each GPU holds: a few experts of every
layer, plus a copy of everything that is not
an expert
Buys: capacity for parameters: far more
weights at roughly fixed per-token compute
Price: every MoE layer, each token travels
to the GPUs owning its experts and back;
unlucky routing overloads one GPU while
others idle

No token is processed faster: it still touches roughly the same FLOPs. EP adds parameters, not per-token speed.
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FSDP/ZeRO: cut the training state

batch (4 sequences)
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zoom: any one tensor (params, grads, optimizer state)

GPU 0 GPU 1

GPU 2 GPU 3

At a glance
Cut: every stored tensor — parameters,
gradients, optimizer state — split N ways
Each GPU holds: a 1/N slice of every
tensor, plus 1/N of the batch
Buys: capacity for training state, at
DP-style throughput
Price: weights are reassembled on demand,
layer by layer — more traffic, largely
overlappable with compute

The computation is exactly DP (same batch split); only the storage is cut. The cut runs through the tensors, not through
the network.
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Tensor parallelism: cut inside every layer

batch (4 sequences)
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At a glance
Cut: inside every layer: the attention heads
and the FFN neurons are divided across
GPUs
Each GPU holds: a 1/N slice of every
weight matrix; it computes a slice of every
layer
Buys: capacity (per-GPU weights and
activations shrink) and latency (N GPUs
cooperate on each matmul, so a single layer
finishes faster)
Price: partial results are exchanged inside
every single layer — viable only over the
fastest links, i.e. within a node

Not free throughput: the per-layer exchange sits on the critical path. TP is the tool for fitting large layers and for serving
latency.
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Pipeline parallelism: cut along the depth

batch (4 sequences)
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GPU 0 GPU 1

GPU 2 GPU 3

At a glance
Cut: between blocks: contiguous layers
form stages, one stage per GPU
Each GPU holds: a contiguous slab of
layers — 1/N of the depth
Buys: capacity across nodes, with the
cheapest traffic pattern: each stage hands
its activations to the next, neighbor to
neighbor
Price: a stage idles unless it is kept fed, so
you need many microbatches in flight; a
single request’s latency gets worse, since it
must traverse the stages in order

Only the activations at one block boundary cross each cut, neighbor to neighbor — the one cut that is comfortable over slow
links between nodes.

Scalable AI: Bridging Theory, Understanding, and Practice Fall 2026 11 / 107



The five seams side by side

Seam Strategy Buys Price

batch DP throughput average gradients every step
experts (FFN) EP parameter capacity tokens travel to their experts and back
stored state FSDP/ZeRO capacity (training state) reassemble weights layer by layer
heads and FFN neurons TP capacity + latency exchange partial results inside every

layer (fastest links only)
depth, between blocks PP capacity over slow links keep stages fed; per-request latency

gets worse

Rule of thumb
DP is the only cut that leaves the model whole, and the only one whose main product is throughput. The other four buy
capacity of some kind; TP alone also buys latency. Every cut pays in communication — making those patterns precise is the
rest of this lecture.
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The Big Mental Model

Capacity is a Memory Problem.

Throughput is a Utilization Problem.

Latency is a Critical-Path Communication Problem.

A warning for the rest of the talk
Training and serving use the same parallelism words, but optimize different objectives.
Many good training tricks are actively risky for serving latency.
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Data Parallelism (DP)
Scaling Transformers Across Many GPUs, Nodes, and Clusters



The natural starting point: split the batch

Suppose the model fits on one GPU, and training is simply too slow. With N GPUs — one worker process per
GPU, called a rank — the obvious approach:

keep a full copy of the model on every rank,
split each global batch into N shards, one per rank,
run forward and backward locally — no rank needs another rank’s tokens.

Why this still requires communication
Each replica computes gradients on different data. If every rank applied its own gradient, the replicas would drift
apart — we would no longer be training one model. The gradients must be averaged across ranks before the
update. Operations that a group of ranks executes together are called collectives; this first one is AllReduce.
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Baseline: DDP

Data Parallelism:
Replicate model on every rank (a replica).
Split batch across ranks.
Synchronize gradients with AllReduce every optimizer step.

The limiting resource
Memory: every GPU stores full θ + ∇θ + optimizer m, v (+ activations).
Communication: reduce full-model gradients once per step (often bucketed).
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Visualizing AllReduce
Every rank starts with its own same-shaped tensor x (r); every rank ends with the same reduced result x ′ =

∑
r x (r)

(divide by the group size to average).

Before After

AllReduce

x ′ =
∑

r
x (r)
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x ′
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x ′
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x (3)

A′ B′ C ′ D′

x ′
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Communication cost model (the α–β view)

A first-order lens
Tcomm(n bytes) ≈ α + β · n

α — Latency (startup cost)
Fixed overhead per message
Includes: kernel launch, driver overhead, routing
setup, synchronization
NVLink/NVSwitch: ≲1 µs
InfiniBand: ∼2–5 µs
Ethernet (RoCE): ∼5–20 µs

β — Inverse bandwidth
Time per byte transferred
β = 1/BW (s/byte)
NVLink (H100): ∼900 GB/s ⇒ β ≈ 1.1 ps/B
(1.1 ns/KB)
IB NDR 400G: ∼50 GB/s ⇒ β ≈ 20 ps/B
(20 ns/KB)
Bottleneck link determines β

When does each term dominate?
Small messages (n ≪ α/β): Latency-bound — reduce #messages (batch/fuse)
Large messages (n ≫ α/β): Bandwidth-bound — compress or shard data
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The primitive says what; the algorithm decides how
AllReduce only specifies what each rank must end up with. The library (e.g. NCCL) chooses how the bytes
actually move, and that choice sets the cost:

0

1

2

3

Ring
split the tensor into p chunks; each
step, every rank passes one chunk to
its neighbor
2(p−1) steps total
every link busy every step:
bandwidth-optimal, but α is paid per
step

0 1 2 3

step 1, then step 2

Tree
pairwise reduce toward a root (log2 p
steps), then broadcast back down
∼2 log2 p steps total
far fewer α terms: wins for small
payloads

node 0 node 1

0 1 2 3

Hierarchical
reduce within each node first
(NVLink), then across nodes, then
broadcast back
most bytes never leave the fast local
links
the default shape on multi-node
clusters

Same result, different cost
Large tensors: bandwidth decides, ring wins. Small tensors (decode!): the step count decides, tree wins.
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Ring AllReduce cost model (a useful back-of-the-envelope)

Apply the α–β model to the ring algorithm from the previous slide: p ranks, tensor of n bytes.

Classic approximation
Ring AllReduce performs a reduce-scatter + all-gather, each in (p − 1) steps:

Tring(n) ≈ 2(p − 1)α + 2p − 1
p βn

For large n, the bandwidth term dominates and scales like ≈ 2βn.
For small n, the startup term ≈ 2(p − 1)α dominates: bigger groups hurt latency.

Scalable AI: Bridging Theory, Understanding, and Practice Fall 2026 19 / 107



DDP: communication volume in one line

If gradients are stored in bg bytes/param and the model has P parameters:

bytes∇θ ≈ P · bg

That payload is reduced once per optimizer step (typically as several bucketed AllReduce calls).

Why it scales well (when it fits)
Compute is local (full weights per rank).
Gradient comm overlaps naturally with backprop.
The only frequent comm is within DP (once per step, not per layer).
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DDP scaling intuition: when does AllReduce show up?

Let Tbwd be backward compute time and TAR total gradient reduction time.

Overlap view
Tstep ≈ Tfwd + max(Tbwd, TAR) + Topt + overheads

If TAR ≪ Tbwd, comm is mostly hidden ⇒ near-linear scaling (up to other limits).
If TAR ≳ Tbwd, you become comm-bound ⇒ scaling efficiency collapses.

Translation
DDP “works” when the gradient reduction can be overlapped and the network is fast enough for your model size.
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Bucketization: turning many small messages into fewer big ones

Most models have many parameter tensors (per-layer, per-projection). If you allreduce each gradient tensor as it
arrives, you pay α for each one.

Gradient buckets (DDP-style)
Pack gradients into buckets of size (say) 25–100 MiB.
Launch AllReduce per bucket (fewer messages).
Overlap bucket reduction with later backprop compute.

Read this as an optimization objective
You want: large enough buckets to amortize α but small enough to start early and overlap.
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Overlap: when communication is “free” (and when it isn’t)

Training (backward gives you a natural pipeline)
Gradients appear layer-by-layer in backward. You can begin reducing early gradients while later layers are still
computing.

Serving (decode gives you a serial dependency)
Decode step t produces token t and updates KV. Step t + 1 cannot start until t completes. So any collective on
the decode path is hard to hide.

The diagnostic
If you see comm time in training, ask “why didn’t it overlap?” If you see comm time in decode, ask “can I remove
it or localize it?”
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Gradient accumulation vs DP scaling

In training, you can increase the effective global batch without increasing DP replicas by accumulating gradients.

Key idea
Accumulate over A micro-steps locally, then synchronize once:

comm frequency ↓ by factor A but optimizer step frequency ↓

Great when network is the bottleneck (reduce comm frequency).
Interacts with PP (later this lecture): pipeline training already uses microbatches; accumulation can be “free”
if you already have them.
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Timeline: DDP (replicated state)

time →
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DDP (DP group)
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Figure: DDP: params are always Full (F). Only gradients synchronize.
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Serving-time “DP” is replicas (not gradient sync)
In inference, “data parallel” usually means multiple replicas of the model (each replica may itself be sharded by
EP/TP/PP from this lecture).

What replicas buy you
Higher aggregate throughput (serve more requests).
Better tail latency via less queueing (load balancing).
No per-layer synchronization between replicas.

Replica sizing intuition
Given a fixed GPU pool, replicas trade single-request latency vs system throughput:

more replicas ⇒ smaller per-replica shard groups ⇒ fewer per-layer collectives ⇒ better TPOT,
but less memory per replica for KV/cache ⇒ lower max context unless you shard KV.

Request routing should also be KV-cache aware: send a request to the replica that already holds a matching prefix
cache, rather than balancing on load alone.
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When the model no longer fits on one GPU

DDP assumes every rank stores the full model and its full training state. Once that assumption fails, there are two
independent responses, and both are used in practice.

1) Split the model across GPUs (next section)
In an MoE model (Lecture 4), most parameters sit in the FFN experts, and each token uses only k of them.
Nothing requires all experts to live on the same GPU: place different experts on different ranks. This is expert
parallelism.

2) Shard the training state (the section after)
Keep the architecture, but stop replicating parameters, gradients, and optimizer state across DP ranks — shard
them instead. This is ZeRO/FSDP.
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Expert Parallelism (EP)
Scaling Transformers Across Many GPUs, Nodes, and Clusters



Why EP exists (MoE changes the systems problem)

MoE (Lecture 4) increases total parameters without increasing activated compute per token. But it forces a new
distributed pattern:

Dense vs MoE
Dense: every token touches all FFN parameters (one big GEMM).
MoE: every token touches only k experts, but experts may live on different ranks.

Consequence
Tokens must be routed to expert-owning ranks. This introduces AllToAll and makes topology and load balance
first-class.

Scalable AI: Bridging Theory, Understanding, and Practice Fall 2026 28 / 107



MoE workflow: router → dispatch → experts → combine

A typical MoE layer:
1 Router computes top-k expert IDs per token.
2 Dispatch: AllToAll token activations to expert-owning ranks.
3 Experts compute local FFNs (often grouped GEMMs).
4 Combine: AllToAll results back and mix with routing weights.

What EP shards and introduces
Shards: expert parameters and expert compute across ranks.
Introduces: AllToAll per MoE layer + straggler risk from imbalance.
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Visualizing AllToAll
Rank r cuts its tensor into p chunks and sends chunk j to rank j , receiving one chunk from every rank in return —
a distributed transpose. Color marks the destination rank: afterwards, rank r holds exactly the chunks of its color
(chunk r of every rank). This is exactly MoE dispatch and combine.

Before After

AllToAll

y (r)[s] = x (s)[r ]

Rank 0 A0 B0 C0 D0

x (0)

A0 A1 A2 A3

y (0)

Rank 1 A1 B1 C1 D1
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B0 B1 B2 B3

y (1)

Rank 2 A2 B2 C2 D2

x (2)

C0 C1 C2 C3

y (2)

Rank 3 A3 B3 C3 D3

x (3)

D0 D1 D2 D3

y (3)
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Why AllToAll dominates EP cost (volume model)

With hidden dim D, activation bytes ba, token batch Btok, and top-k routing:

bytesdispatch ∼ Btok · D · ba · k

Dispatch + combine per MoE layer:
bytesMoE comm ∼ 2BtokDbak

AllToAll is many-to-many: more participants, more contention.
Harder to overlap perfectly than a single big AllReduce.
Extremely topology sensitive: cross-node AllToAll can dominate.
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Load balancing: the “slowest expert” sets step time

If one rank gets too many tokens, it becomes a straggler and everyone waits.

A simple utilization proxy:
utilization ≈ Ebatch[tokens per rank]

max(tokens per rank)

Low utilization ⇒ lots of idle GPUs.
This is both a router/training issue and a systems issue (throughput/latency).
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Capacity factor and token dropping

Many MoE implementations enforce a per-expert capacity to keep worst-case imbalance bounded.

Concept
Each expert i has capacity Ci ≈ ⌈cf · Btok

Nexperts
⌉. If routing assigns more than Ci tokens to an expert, you either:

drop extra tokens (quality risk),
or reroute them (extra compute/comm).

Interpretation
MoE throughput is often set by worst-case per-expert load, not by average load.
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EP group sizing and placement

When choosing EP configuration:
1 Pick Nep so AllToAll stays on the fastest links you have.
2 Assign experts evenly: experts per rank ≈ E/Nep.
3 Profile:

distribution of tokens per expert/rank,
time in dispatch/combine AllToAll,
expert GEMM efficiency (are expert batches large enough?),
overlap effectiveness.

Rule
Scale to more GPUs via DP/PP rather than making Nep huge, unless your fabric can handle it.
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EP in inference: why it can hurt TPOT

In inference, MoE still requires dispatch/combine AllToAll in the forward pass.

Decode is the danger zone
token batches are small ⇒ AllToAll becomes α-dominated,
cannot hide the collective behind future steps (sequential generation),
cross-node EP is often catastrophic for TPOT.

Practical serving strategy
Keep EP local (within node) when possible; if not possible, reduce EP size and add replicas.
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EP key takeaways

EP is MoE’s native parallelism: distribute expert capacity.
Dominant costs: dispatch/combine AllToAll + imbalance (stragglers).
Topology sensitivity is extreme: treat EP like TP for placement.
Load balancing is central to scalability (not just a modeling detail).
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What EP does and does not shard

Sharded by EP
Expert FFN weights, with their gradients and optimizer state — in modern MoE models, the large majority of all
parameters.

Still replicated on every rank
attention, embeddings, and norms — including their gradients and optimizer state,
everything, if the model is dense (EP only applies to MoE).

Sharding this remaining replicated state is a general systems problem, independent of the architecture. That is
what ZeRO and FSDP address.
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Sharding the Training State: ZeRO /
FSDP

Scaling Transformers Across Many GPUs, Nodes, and Clusters



Where DDP breaks: memory

DDP stores full state on each GPU:

bytestrain state ≈ P · (bθ + bg + bm,v + bmaster)

For AdamW mixed precision, the canonical rule-of-thumb is ≈ 16 bytes/param.

Implication
If the model is too large, DDP cannot run, even if you have infinite network bandwidth. This is a capacity failure.
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The ZeRO idea (why sharding helps)

Key observation: In DDP, the dominant tensors are replicated across Ndp replicas. So we shard them and
reconstruct only when needed.

ZeRO stages (what is sharded?)
ZeRO-1: shard optimizer state (m, v).
ZeRO-2: shard optimizer + gradients.
ZeRO-3 / FSDP: shard optimizer + gradients + parameters.

First-order memory
Replicated Θ(P) per GPU → Sharded Θ(P/Ndp) per GPU.
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Visualizing ReduceScatter
The same reduction, but the result stays sharded: rank r keeps only shard r of x ′. Nothing ends up replicated —
this is the memory-friendly half of AllReduce.

Before After

ReduceScatter

x ′ =
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r
x (r)
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Visualizing AllGather

The reverse of sharding: each rank starts with one shard, and afterwards every rank holds the full tensor.

Before After

AllGather
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AllReduce vs ReduceScatter + AllGather: equivalence and trade

Equivalence
An AllReduce can be implemented as:

AllReduce(x) ≡ AllGather(ReduceScatter(x))

Many libraries implement ring AllReduce exactly this way.

Why you might prefer ReduceScatter
If your next step only needs a shard (e.g., sharded optimizer, sharded output), stop after ReduceScatter
and avoid reconstructing full tensors.
This is one of the key ways ZeRO-2/3 reduce peak memory and bandwidth.
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ZeRO stages: what they introduce (comm patterns)

Stage Shards New communication Where it lands

ZeRO-1 m, v none beyond DDP grads step-level AllReduce
ZeRO-2 m, v , ∇θ ReduceScatter grads + All-

Gather (as needed)
backward / optimizer

ZeRO-3 / FSDP m, v , ∇θ, θ AllGather params (forward+bwd)
+ ReduceScatter grads

per-layer path

Immediate consequence
FSDP moves some communication from “once per step” to “many times per step” (per layer). That is fine in training if you overlap it; it is
risky in serving latency.
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FSDP / ZeRO-3: the core loop (conceptually)

For a given parameter shard θ[shard r ] on rank r :
1 Forward: AllGather full params for the next module, run compute, optionally free full params (reshard).
2 Backward: re-AllGather full params if needed, compute local grads, ReduceScatter to keep reduced

grad shards.
3 Optimizer: update local shard using local optimizer state shard.

Two knobs that dominate
Prefetch / overlap: start AllGather for layer ℓ + 1 while computing layer ℓ.
Granularity: how big is each “FSDP unit” (single layer vs block of layers)?
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Timeline: FSDP / ZeRO-3 (sharded state)

time →
At rest AllGather Fwd Reshard AllGather

+ Bwd
ReduceScatter Update

FSDP/ZeRO-3 (DP group)
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Figure: FSDP: params sharded (S) at rest; gathered to full (F) for compute; grads reduced and remain sharded.
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FSDP knobs that decide performance (in practice)

1) Sharding strategy
shard gradients + optimizer (ZeRO-2-like),
shard everything including parameters (ZeRO-3-like).

2) Prefetching and overlap
if AllGather for layer ℓ is not overlapped, it becomes visible and can dominate.
many implementations prefetch next-layer parameters during current-layer compute.

3) Wrapping granularity
wrap too small: too many collectives (α tax), bad overlap.
wrap too big: peak memory spikes, less concurrency, worse balance.
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HSDP: hierarchical sharding across nodes

Idea: apply sharding hierarchically to match topology.

Within a node: leverage NVLink/NVSwitch for frequent collectives.
Across nodes: reduce cross-node communication frequency or use higher-level reduction trees.

Two-level picture
Inner group: shard+reduce within node (fast).
Outer group: reduce aggregated results across nodes (slower, but fewer operations).

Why this matters
Cross-node collectives are expensive; structure your groups so the “hottest” comm stays local.
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DP vs FSDP vs HSDP: decision rubric

If the model fits with optimizer state: start with DDP (simplicity, often fastest).
If optimizer/grad/param state is the bottleneck: move to FSDP / ZeRO-style sharding.
If you are multi-node: consider HSDP (hierarchical group mapping).

Common pitfall
Assuming FSDP is good for training implies FSDP is good for serving latency. Often false.
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DP failure modes (what you see in profiles)

Symptom Likely cause Fix / lever

AllReduce dominates step comm not overlapped; too many buck-
ets; slow fabric

tune bucket size; overlap; hierarchical
allreduce; fewer ranks per DP group

OOM with DDP optimizer+grads too big ZeRO/FSDP; offload; reduce precision
FSDP slow despite fitting per-layer AllGatheron critical path larger wrap units; prefetch; overlap; re-

duce sharding aggressiveness
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Tensor Parallelism (TP)
Scaling Transformers Across Many GPUs, Nodes, and Clusters



What FSDP does not shard

FSDP shards parameters, gradients, and optimizer state at rest. Two things remain full-size on every rank:

1) Weights at compute time
Each layer is gathered back to full size for its GEMM. A layer whose weights do not fit on one GPU still cannot run.

2) Activations
Every rank computes and stores full-width activations for its tokens: LayerNorm inputs, attention scores, and the
Btok × F MLP intermediates. FSDP never shards these, and adding more FSDP ranks does not shrink them.

Tensor parallelism removes both limits at once: it shards the weight matrices, the compute, and the resulting
activations across ranks.
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Why TP? (beyond what FSDPfixes)

Sometimes sharding optimizer state (ZeRO) isn’t enough:
1 Single layer doesn’t fit: one layer matrix can be too large to materialize on one GPU.
2 You can’t afford tiny microbatches: shrinking Bµ hurts GEMM efficiency and throughput.
3 Serving capacity: weights fit only if you shard them; and you want to avoid per-layer gather.

TP solution
shard weight matrices and associated compute across Ntp ranks,
pay frequent per-layer communication (within a TP group),
therefore: TP wants fast intra-node links (NVLink/NVSwitch).
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Linear layer refresher: shapes and the sharding axis

Zoom into one linear layer:

Y = XW , X ∈ RBtok×D , W ∈ RD×F , Y ∈ RBtok×F

With tensor-parallel size p:
Column-parallel: shard output features (F/p per rank) ⇒ Y naturally sharded.
Row-parallel: shard input features (D/p per rank) ⇒ partial Y then reduce.

What TP really chooses
Which activation becomes sharded vs replicated at the layer boundary, and therefore which collective you pay for.
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Column-parallel (shard output features)

X replicated W col-sharded Y sharded Y full

AllGather

optional

Rank 0 A B C D

X
W0

local GEMM
Y0 = XW0

A B C D

Y0

A B C D

Y

Rank 1 A B C D

X
W1

local GEMM
Y1 = XW1

A B C D

Y1

A B C D

Y

Rank 2 A B C D

X
W2

local GEMM
Y2 = XW2

A B C D

Y2

A B C D

Y

Rank 3 A B C D

X
W3

local GEMM
Y3 = XW3

A B C D

Y3

A B C D

Y

Figure: Each rank owns a column stripe of W . Forward produces sharded Y ; AllGather only if next op needs
full Y .
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Row-parallel (shard input features)

X sharded W row-sharded partial Ỹ (r) Y full

AllReduce
Y =

∑
r

Ỹ (r)

Rank 0 A B C D

X0
W0

local GEMM
Ỹ (0) = X0W0

A0 B0 C0 D0

Ỹ (0)

A′ B′ C′ D′
Y

Rank 1 A B C D

X1
W1

local GEMM
Ỹ (1) = X1W1

A1 B1 C1 D1

Ỹ (1)

A′ B′ C′ D′
Y

Rank 2 A B C D

X2
W2

local GEMM
Ỹ (2) = X2W2

A2 B2 C2 D2

Ỹ (2)

A′ B′ C′ D′
Y

Rank 3 A B C D

X3
W3

local GEMM
Ỹ (3) = X3W3

A3 B3 C3 D3

Ỹ (3)

A′ B′ C′ D′
Y

Figure: Each rank owns a row stripe of W and matching X shard. AllReduce sums partials to form full Y .
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The Megatron strategy (synchronize where the tensor is small)

We combine col/row sharding to minimize communication.

Transformer-block pattern

D expand (Col-Par)−−−−−−−−−→ F (≈ 4D) contract (Row-Par)−−−−−−−−−−→ D

Expand (D → F ): column-parallel to keep the large Btok × F activation sharded.
Contract (F → D): row-parallel so the reduction is on the smaller Btok × D output.

Principle
Keep the biggest activations sharded; put the unavoidable synchronization on the smallest boundary tensor.
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Where TP collectives appear inside a decoder block

A common mapping (Megatron-style):
Attention

Wqkv : often column-parallel (shard heads / output features)
Wo : often row-parallel so output is replicated for the residual add

MLP (SwiGLU)
Wup, Wgate : D → F column-parallel (big intermediate stays sharded)
Wdown : F → D row-parallel (reduce on small D)

Residual boundary as the “replication point”
Most implementations want a full Btok × D tensor to do residual adds and norms efficiently. This is why many TP
reductions land at D-sized tensors.
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TP communication volume: first-order scale

A rough activation payload scale:
bytesact ≈ Btok · D · ba

Many TP collectives are O(BtokD) per layer, and happen in both fwd and bwd in training (the exact fwd/bwd
pattern is a backup slide).

Training (large Btok): collectives tend to be bandwidth-bound.
Decode (small Btok): collectives tend to be latency-bound.
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AllGather vs ReduceScatter inside TP (why frameworks differ)

Two ways to “make a full tensor” from shards:
AllGather: shards → full tensor on every rank.
ReduceScatter: reduce + shard; often used to keep tensors sharded while still aggregating.

Why ReduceScatter is a big deal
If you can keep tensors sharded longer, you:

reduce peak activation memory,
reduce redundant HBM traffic (less replication),
sometimes reduce communication volume (depending on next ops).

This is where SP enters: shard those boundary activations along the sequence. The general form (CP) is covered
next lecture.
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TP group size: a training vs serving trade

Training view
Larger Ntp reduces per-rank weight memory.
Helps keep Btok large (avoid tiny microbatches) ⇒
efficient GEMMs.
If intra-node bandwidth is strong, per-layer comm
is tolerable and partially overlappable.

Serving view (decode)
Larger Ntp increases number of participants in
per-layer collectives.
For small tensors, startup dominates ⇒ TPOT can
increase sharply.

Rule
Use the smallest Ntp that fits your weights per shard while meeting latency/throughput goals.
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Advanced aside: 2D tensor parallelism

Classic TP is a 1D group: you shard a matrix along one dimension (rows or columns). But you can also shard
along two dimensions (a 2D process grid) and use SUMMA-like communication.

Why do this?
Smaller per-rank memory for very large matrices.
Better scaling beyond a single 8-GPU node (but more complex comm).

Practical note
2D TP is powerful but can be latency-risky; it typically appears in very large training jobs with strong fabrics, not
in latency-sensitive serving.
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TP failure modes

Not exhaustive, but representative:
Symptom Likely cause Fix / lever

TPOT grows with Ntp α-dominated collectives on decode
path (small messages)

keep TP within node; reduce Ntp; add
replicas

Low throughput despite TP microbatches too small; kernels
inefficient

increase Btok via DP/accumulation;
reduce PP bubbles

Cross-node TP is terrible slow links in per-layer collectives;
topology-unaware rank mapping

move TP intra-node; use PP across
nodes; topology-aware placement

OOM in activations with TP replicated tensors / all-gathers too
costly; no SP/CP

enable SP/CP; use ReduceScatter;
checkpointing
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TP failure modes (cont.)

MFU drops as Ntp grows per-rank GEMMs become “skinny”
→ worse tensorcore utilization;
launch overhead

reduce Ntp ; increase per-rank work
(Btok); fuse ops / better kernels

NCCL time doesn’t overlap compute collectives on critical path; poor
stream scheduling / no async
overlap

enable overlap (async collectives);
fuse/reorder comm; tune NCCL
alg/protocol

Sawtooth utilization / stragglers load imbalance across TP ranks
(seq-length variance, attention
work); noisy node / throttling

bucket/pack by length; enforce
affinity; check clocks; reduce
imbalance

Intermittent hangs / timeouts collective mismatch; flaky fabric;
aggressive timeouts

validate collective ordering; enable
async error handling; verify
network health

Scalable AI: Bridging Theory, Understanding, and Practice Fall 2026 62 / 107



Pipeline Parallelism (PP)
Scaling Transformers Across Many GPUs, Nodes, and Clusters



Why pipeline parallelism exists

PP shards the model depth into Npp ordered stages.

Two separate facts
Shards: parameters/optimizer state per rank shrink ∼ 1/Npp (stage-local layers).
Introduces: a schedule (microbatches) + SendRecv activation transfers at boundaries.

When PP is attractive
the model is too deep to fit even with TP + sharded optimizer,
you want to scale to more GPUs without making TP groups huge,
you can tolerate stage-to-stage serialization (training) or must accept it (serving).
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Visualizing SendRecv

Not a collective: a plain point-to-point copy from one rank to another. This is all PP needs at a stage boundary.

Before After

SendRecv

Sender A B C D

x

A B C D

x

Receiver no data A B C D

x
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The pipeline bubble (GPipe intuition)

Pipelining only helps when multiple items are in flight: in training, that means splitting the batch into M
microbatches.

Classic bubble approximation
With Npp stages and M microbatches:

bubble fraction ≈ Npp − 1
M + Npp − 1

Larger M fills the pipeline ⇒ less idle time.
But larger M often means smaller microbatches (if global batch fixed) ⇒ worse GEMM efficiency.
And larger M increases activation storage (more in-flight microbatches) unless you checkpoint.
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Visualizing the bubble (GPipe)

F F F F F F F F

F F F F F F F F

F F F F F F F F

F F F F F F F F

BBBBBBBB

BBBBBBBB

BBBBBBBB

BBBBBBBB

Stage 0

Stage 1

Stage 2

Stage 3

Figure: Gray areas are idle bubbles; microbatches fill them.
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1F1B schedule (why people use it)

1F1B interleaves forward and backward in steady state to cap activation storage: each stage holds at most Npp
in-flight microbatches (fewer for later stages), instead of all M as in GPipe.

F F F F F F F F

F F F F F F F F

F F F F F F F F

F F F F F F F F

B B B B B B B B

B B B B B B B B

B B B B B B B B

B B B B B B B B

Stage 0

Stage 1

Stage 2

Stage 3

Figure: 1F1B: same bubble as GPipe (for equal F/B times) — the win is memory: at most Npp microbatches
buffered per stage, not M.
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Activation memory in PP: Cost of more microbatches

In PP training, each stage may need to store activations for in-flight microbatches.

First-order peak memory (per stage, rough)
bytesacts,stage ≈ κ · Minflight · Btok,µ · D · ba

where Minflight depends on schedule (GPipe vs 1F1B vs interleaving).

GPipe (fill then drain) stores more activations.
1F1B reduces the number of stored activations (more “online” backward).
Interleaving + checkpointing are often required at very large scales.
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PP communication: point-to-point and activation-sized

A common boundary payload estimate:

bytessend ≈ Btok,µ · D · ba

per boundary per microbatch (and similarly in reverse for activation-gradients during backprop).

Boundary rule
Prefer cuts at transformer-block boundaries; avoid cutting inside MLPs where F ≈ 4D or inside attention where
multiple tensors would be needed.

Interpretation
PP comm volume is often smaller than full-gradient DP comm, but it happens many times (per microbatch) and
can be serialization-critical.
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PP checklist: fit → cut → balance → fill

A practical checklist:
1 Fit (memory first): pick Npp so stage-local state fits (after considering activation memory).
2 Cut (boundary choice): cut where boundary tensors are small (usually Btok,µ × D).
3 Balance: avoid a slow stage becoming the straggler (profiling often required).
4 Fill: choose (Bµ, M) and schedule (GPipe/1F1B/interleaving) to reduce bubbles.

The core PP failure
If one stage is slow, everyone waits. Stage balance is as important as bubble reduction.
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Interleaving and “zero bubble” (intuition)

Modern PP implementations support:
Interleaving: each physical rank hosts multiple pipeline chunks. This increases scheduling flexibility and can
reduce bubbles.
Zero-bubble variants: try to schedule weight-gradient computation into bubble slots under certain balance
assumptions.

Trade-offs
interleaving can increase memory pressure (more modules per rank),
zero-bubble schedules rely on careful balance and may increase complexity/debug cost,
both are most valuable at very large scale where bubbles are costly.
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How PP composes with TP and DP

In practice, PP is rarely used alone:
Within each stage: use TP to shard large matrices/heads.
Across replicas: use DP or FSDP across pipeline copies.

Composition heuristic (topology)
Because PP edges are point-to-point, you can often place PP across slower inter-node links, while keeping the
most frequent collectives (TP/EP) within fast intra-node fabrics.

Translation
Scale “outward” with PP/DPacross nodes; keep “inside-the-layer” comm local.
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PP in inference: throughput helper, latency risk

PP can help fit very large models by sharding depth across GPUs/nodes.
But it introduces stage-to-stage serialization on the critical path.
For decode, that serialization can noticeably increase TPOT.

Serving rule of thumb
Use PP in serving when you must for capacity, and compensate with replicas/batching.
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PP failure modes

Symptom Likely cause Fix / lever

Low utilization despite many GPUs bubbles (too few microbatches) increase M; 1F1B; interleave; zero-
bubble

OOM with PP too many in-flight activations checkpointing; reduce M; smaller
Bµ

Stage imbalance uneven layer assignment / kernel
differences

rebalance layers; profile; move ex-
pensive layers

Serving latency high stage serialization dominates reduce Npp; use TP/quantization;
add replicas
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The remaining dimension: the sequence

So far we have sharded the batch (DP), the experts (EP), the training state (FSDP), the layer width (TP), and
the depth (PP). The sequence dimension can be sharded as well — this is context parallelism (CP).

When it becomes necessary
Training at long context: activation memory scales with B · L, and B cannot go below 1.
Serving: the KV cache of a single long request can exceed one GPU.

Why we defer it to next lecture
Token-wise operations (norms, MLPs) shard trivially along the sequence. Attention does not: each query needs
K/V from positions held by other ranks. Efficient CP implementations are built directly on blockwise attention
kernels — the subject of next lecture (FlashAttention + SonicMoE), where we introduce CP.
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Putting It Together: 3D → 6D +
Recipes

Scaling Transformers Across Many GPUs, Nodes, and Clusters



3D parallelism (training baseline)

Classic training recipe:
NGPUs = Ndp · Ntp · Npp

TP: inside a node (fast fabric). Handles wide layers / weight capacity.
PP: across nodes if needed. Handles extreme depth and avoids huge TP groups.
DP: across replicas. Scales throughput; comm once per step (often overlapped).

Why it works
It matches the “hotness” of communication to the topology: TP is hottest, DP is coldest.
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Beyond 3D: add EP, CP (next lecture), and sometimes offloading

A common “mesh” shorthand:
NGPUs ≈ Ndp · Ntp · Npp · Ncp · Nep

ZeRO/FSDPare often policies inside DP (what is replicated vs sharded), not always a new mesh axis.
Offloading/streaming can be viewed as a “6th knob” when HBM capacity is the limit.

Order-of-operations mindset
Pick parallelism to satisfy fit first, then tune for throughput, then validate latency (if serving).
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Mapping the mesh to the cluster

How often does each axis talk?
Hot — every layer: TP collectives, EP
AllToAll (and CP exchange, Lecture 6).
Latency-critical, especially on the decode path.
Warm — every microbatch: PP boundary
SendRecv (serial for a request).
Cold — every step: DP gradient sync
(overlappable); checkpoint I/O, weight loading.

Placement (8-GPU nodes, slower network
between)

TP (and usually EP) within the node, on
NVLink/NVSwitch.
PP across nodes when depth or capacity requires
it.
DP/FSDP across nodes; prefer hierarchical
collectives (HSDP).

One-line principle
Frequent collectives → local links; infrequent → can span nodes. Keep the hottest collectives inside the smallest
domain that still fits the model.
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Summary: the communication primitives

Everything in this lecture is built from a small set of collective operations (typically via NCCL):
Primitive First needed by Concept

AllReduce DP Sum/Avg across ranks; everyone gets full result.
AllToAll EP Many-to-many “transpose” of shards (MoE dis-

patch/combine).
ReduceScatter ZeRO/FSDP Reduce then shard output (each rank keeps a slice).
AllGather FSDP, TP Gather shards so everyone gets full tensor.
SendRecv PP Point-to-point (pipeline stage boundaries).
Broadcast, Gather, Scatter — Rooted collectives (init, checkpoints; see backup).

Why this matters
If you can name the primitive, you can predict: payload size, topology sensitivity, and whether cost is α- or
β-dominated.
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A “cheat sheet” matrix: what each knob buys and costs

Knob Shards what? Dominant win Dominant comm

DP batch / requests throughput (scale-out) AllReduce (train) / none (serve)
FSDP/ZeRO training state memory capacity AllGather / ReduceScatter
TP per-layer weights/heads fit big layers; keep GEMMs big AllReduce /AllGather
PP depth (layers) fit deep models; scale nodes SendRecv
CP/SP (next lecture) sequence dimension extreme context regimes attention exchange
EP experts (MoE) capacity at fixed active compute AllToAll

Interpretation
Different knobs target different bottlenecks; composition is normal.
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A practical recipe for training configuration

1 Capacity: choose sharding so weights+grads+optimizer+acts fit (FSDP/TP/PP/CP).
2 Throughput: make Btok large enough for efficient GEMMs (avoid tiny microbatches).
3 Topology: map hottest collectives (TP/EP/CP) on fast fabrics; push DP/PPoutward if needed.
4 Validate: profile overlap, stage balance (PP), and router imbalance (EP).
5 Iterate: adjust mesh sizes and granularity (wrapping, pipeline chunks, bucket sizes).
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A practical recipe for serving configuration

1 Fit: weights + KV cache (TP/PP/CP, quantization, selective offload).
2 Meet SLOs: minimize critical-path collectives for TPOT (decode).
3 Separate prefill vs decode: batching and parallel groups may differ (TTFT vs TPOT).
4 Scale throughput: add replicas (serving “DP”) and use good load balancing.
5 Watch tail latency: avoid cross-node TP/EP on decode; keep groups compact.
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Wrap-Up
Scaling Transformers Across Many GPUs, Nodes, and Clusters



Final checklist: configuring a run

Before launching a distributed run, write down:
1 Objective: training throughput vs serving latency SLOs (TTFT/TPOT).
2 Memory budget: what must fit concurrently (state + activations or weights + KV).
3 Mesh factorization: (Ndp, Ntp, Npp, Ncp, Nep) and how groups map to topology.
4 Collective inventory: which primitives occur per layer vs per step.
5 Overlap plan: which comm is overlapped (and by what compute).
6 Risk list: PP bubbles, EP imbalance, decode α-domination.

If you do this, debugging becomes much faster.
You can explain a profiler trace in terms of the plan.
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Final wrap-up

Parallelism trades among compute, HBM, and communication budgets.
Each strategy removes a specific constraint: throughput (DP), parameter capacity under MoE (EP),
training-state memory (FSDP), layer size and activation memory (TP), depth (PP).
Each strategy has a characteristic collective: AllReduce, AllToAll, ReduceScatter/AllGather,
SendRecv. Knowing which one sits on the critical path is most of performance debugging.
Put frequent collectives on fast links; avoid α-dominated collectives on the decode path.
Composition is normal: DP + TP + PP baseline, plus EP/offload when required.

Next lecture: FlashAttention + SonicMoE
Attention and MoE at the kernel level — plus context parallelism (CP), the sequence-sharding strategy we
deferred today.
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Backup Slides
More details, derivations, and worked examples



Worked example: training memory budgeting (rule-of-thumb)

Suppose a model has P parameters and uses AdamW mixed precision.

Model-state memory
bytesstate ≈ 16P (bytes)

Why this is useful
If the model-state alone exceeds your available HBM per device, you must shard state (FSDP/ZeRO) or
shard weights (TP/PP).
If model-state fits but activations don’t, you likely need checkpointing and/or PP/CP.
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Worked example: KV cache per token (serving budgeting)

KV cache grows linearly with cached length Skv.

Per decode step per layer
Each decode step adds keys and values for each of the B sequences in the batch:

∆bytesKV ≈ 2 · B · K · H · b

Across layers:
∆bytesKV,total ≈ 2 · nlayers · B · K · H · b

Interpretation
If your context target doubles, your KV memory doubles. This is why long-context serving often needs CP (shard
the sequence) or KV compression (Lecture 4).
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Choosing group layouts: “mesh thinking”

A job has G total ranks. You choose a factorization:

G = Ndp · Ntp · Npp · Ncp · Nep

Two questions decide the layout
1 Which axis is on the critical path (per-layer or per-token)? Put it on fast links.
2 Which axis communicates infrequently? It can span nodes.

Typical mapping
TP/EP/CP inside node; DP/PP across nodes (when needed).
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Deep dive: when FSDP AllGather becomes visible
Suppose a wrapped unit has parameter size bytesθ and compute time Tcomp.

Overlap condition (rule-of-thumb)
If you can prefetch the next unit’s parameters during current compute, then AllGather is hidden when:

TAllGather(bytesθ) ≲ Tcomp

If not, you pay:
Tvisible ≈ TAllGather(bytesθ) − Tcomp (clipped at 0)

Practical implication
If AllGather is visible, the fix is usually not “make the network faster” but:

increase compute per wrapped unit (wrap bigger),
enable prefetch/overlap in the runtime,
reduce the number of wraps (reduce α events),
or reduce sharding aggressiveness if memory allows.
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Deep dive: attention sharding under TP (head partitioning)

For multi-head attention with N query heads and head dim H (so D = N · H), a common TP strategy is to shard
heads.

Per-rank shapes (head-sharded)
With TP size p and N/p heads per rank:

Qr , Kr , Vr ∈ RBtok×(N/p)×H

Each rank can compute attention for its heads independently:

Attn(Qr , Kr , Vr ) is local.

Where communication enters
The output projection Wo typically produces a D-wide tensor for the residual stream. Implementations often use
row-parallel Wo and an AllReduce (or ReduceScatter) on a Btok × D tensor.
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Deep dive: SwiGLU MLP sharding (why two “up” matrices matter)

Many modern decoders use SwiGLU:

MLP(x) = Wdown (σ(Wgatex) ⊙ (Wupx))

with Wgate, Wup : D → F and Wdown : F → D.

Megatron-style TP mapping
Wgate, Wup are column-parallel: keep the large F activation sharded.
Elementwise nonlinearity and multiply are local (operate within the shard).
Wdown is row-parallel: reduction happens on the small D output at the residual boundary.

Takeaway
SwiGLU increases MLP compute but does not fundamentally change the “communicate where the tensor is small”
principle.
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Deep dive: TP communication in the backward pass

Each TP linear has a conjugate communication pattern: whatever the forward does at a boundary, the backward
does the opposite there (Megatron’s f /g operators).

The conjugate pairs
Column-parallel (X replicated): forward needs no collective at the input; backward must AllReduce
∂L/∂X , since each rank only has its shard’s contribution.
Row-parallel (X sharded): forward ends in an AllReduce of partial outputs; backward needs no collective
there — the output gradient is already full on every rank.

Per transformer layer (Megatron col→row pairing)
2 AllReduces in forward (after row-parallel Wo and Wdown) and 2 AllReduces in backward (at the inputs of
column-parallel Wqkv and Wup/Wgate) — all on Btok × D tensors at the residual boundary.

This is why training pays roughly twice the per-layer TP volume of a forward-only inference pass.
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Deep dive: pipeline stage time and bubble with imbalance

The bubble formula assumes balanced stages. Real pipelines have stragglers.

Stage clock model
Let stage i have steady compute time ti per microbatch. Then the pipeline throughput is limited by:

tclock ≈ max
i

ti

Even if bubble fraction is small, a single slow stage forces all others to idle.

Practical diagnostic
If utilization is low:

first check bubble (M too small),
then check imbalance (ti uneven),
then check comm on boundaries (SendRecv or NCCL contention).
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Deep dive: interleaving intuition (more pipeline “virtual stages”)

Interleaving assigns multiple pipeline chunks to one physical rank.

Why it helps
You can increase effective pipeline depth without increasing physical PP ranks.
Smaller per-chunk compute time can reduce bubbles (more granular scheduling).
Helps when you want many stages (for memory) but have limited devices per replica.

Why it hurts
More chunks per rank increases:

memory pressure (more module state resident),
scheduling complexity,
and can introduce more communication events.
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Deep dive: CP as “distributed KV cache” (serving perspective)

For serving long context, CP can be understood as distributing the KV cache across ranks.

Memory view
If you shard the cached length Skv across p = Ncp ranks, then per rank:

bytesKV,rank ≈ 1
p bytesKV,total

Latency view
Sharding introduces attention exchange during decode. So you trade:

KV fits ↔ extra per-step communication.

This is why systems often pick smaller CP groups for decode than for prefill.
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Deep dive: EP imbalance as a tail-latency amplifier
In EP, both compute and communication are gated by the busiest expert/rank.

Critical-path view
Dispatch AllToAll must complete before experts run; combine AllToAll must complete before the next layer.
If one rank has many tokens, it:

sends/receives more data,
runs bigger expert GEMMs,
and becomes the barrier for the whole group.

Practical mitigation knobs
router regularization and auxiliary load-balance losses,
capacity factor and token dropping policies,
expert placement (keep EP intra-node),
add replicas instead of increasing EP group size.
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Worked topology recipe: 8-GPU nodes, multi-node training

A common, topology-friendly layout:
Choose Ntp to fit weight shards within a node (e.g., 2–8).
If MoE, choose Nep within node as well (e.g., 2–8), possibly sharing the same intra-node group.
Use Npp to span nodes if model depth/state still doesn’t fit.
Use Ndp across remaining nodes for throughput; enable hierarchical AllReduce (HSDP) if available.

The goal
Make the hottest collectives (TP/EP/CP) never leave the node.
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Visualizing Broadcast (rooted)

The root sends its full tensor to every rank (weight init, distributing a loaded checkpoint).

Before After

Broadcast (root=0)

Rank 0 A B C D

x

A B C D

x

Rank 1 no data A B C D

x

Rank 2 no data A B C D

x

Rank 3 no data A B C D

x
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Visualizing Gather (rooted)

Rooted variant of AllGather: every rank contributes its shard, but only the root receives the full tensor.

Before After

Gather (root=0)

Rank 0 A B C D

x [shard 0]

A B C D

x

Rank 1 A B C D

x [shard 1]

no datano output

Rank 2 A B C D

x [shard 2]

no datano output

Rank 3 A B C D

x [shard 3]

no datano output
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Visualizing Scatter (rooted)

Inverse of Gather: the root distributes one shard to each rank.

Before After

Scatter (root=0)

Rank 0 A B C D

x

A B C D

x [shard 0]

Rank 1 no data A B C D

x [shard 1]

Rank 2 no data A B C D

x [shard 2]

Rank 3 no data A B C D

x [shard 3]
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Backup: Context Parallelism (SP/CP)
Covered in Lecture 6 (FlashAttention); slides kept here for reference



Why long-context parallelism exists

At very large L:
activations scale with B · L,
attention work scales with L (or L2 for full attention),
KV state in inference scales with cached length,
you often cannot increase B to keep GPUs busy.

Conclusion
Shard the sequence dimension: use CP (or SP) when batch can’t grow.
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SP vs CP (Megatron terminology)

Sequence Parallelism (SP): shard only selected activations along sequence length to reduce redundant
activation storage and make TP composition cheaper.
Context Parallelism (CP): shard inputs and all activations along the sequence dimension; attention requires
cross-rank coordination.

Mental model
SP is a targeted trick to make TP cheaper; CP is full sequence-dimension model parallelism.
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CP: what shards cleanly vs what doesn’t

Most transformer submodules are token-wise:
linear layers, MLPs, RMSNorm/LayerNorm operate independently per token position,
so if you shard tokens across ranks, these ops are embarrassingly parallel.

Attention is special
Each query token needs access to keys/values across many positions. Under full attention, that is global access to
K/V. So CP introduces attention-specific communication.
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CP attention exchange: two common patterns

Let CP group size be p = Ncp. Each rank owns a block of tokens.

Pattern A: ring exchange (blockwise attention)
keep local queries Q,
circulate K/V blocks around the ring,
accumulate partial attention outputs.

Ring-like patterns can have good bandwidth utilization but expose α per step.

Pattern B: (hierarchical) AllGather of K/V
AllGather K/V so each rank can compute attention locally,
expensive in memory and bytes; often infeasible for extreme L.
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First-order CP communication model

Assume each rank holds L/p tokens in a CP group of size p. A single exchange of a K/V block of size
(B · L/p) · K · H elements costs:

bytesKV-block ≈ 2 · B · L
p · K · H · b

If you do p − 1 exchanges in a ring, total bytes per layer is roughly:

bytesCP,layer ∼ (p − 1) · 2B L
p KHb ≈ 2BLKHb ·

(
1 − 1

p

)

Interpretation
CP keeps per-rank memory smaller (∼ 1/p tokens), but attention introduces near-full-KV exchange work unless
you exploit sparsity/structure.
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Serving long context: prefill vs decode may use different groups

Serving systems often treat:
Prefill (large prompt) as bandwidth-heavy and batch-friendly,
Decode as latency-critical and sequential.

Practical implication
You may choose different CP group constructions for prefill vs decode to meet TTFT/TPOT targets:

prefill can tolerate larger groups and bandwidth-heavy collectives,
decode often needs smaller groups to avoid α explosion.
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CP/SP ecosystem (where you see it in practice)

Several ecosystems expose sequence/context parallelism:
Megatron-Core: SP and CP variants (CP is the stronger form).
DeepSpeed-Ulysses: sequence parallelism.
Serving systems: context parallel deployment modes (separate prefill/decode groups).

Systems caveat
CP is extremely kernel- and layout-sensitive. The idea is simple (shard tokens), but the attention exchange must
match your attention kernel and cache format.
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CP/SP key takeaways

CP is “sequence is the sharding dimension”; it is critical for extreme long context.
Non-attention modules are easy under CP; attention is where the comm happens.
CP should be designed with topology in mind (prefer local exchange when possible).
Training: introduced because batch can’t grow (activation memory).
Inference: introduced because KV cache and/or prefill becomes too large for one device.
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