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Lecture 3: Performance Strikes Back
Profiling, MFU, and bottlenecks
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Learning goals (what you should be able to do)

By the end of this lecture you should be able to:
1 Name the launch hierarchy: grid, block (Triton program), warp, thread—and say what occupancy

is for.
2 Explain fusion: why glue ops are bandwidth-bound, and how one kernel changes the byte count.
3 Measure the right things: end-to-end metrics and an operator/kernel breakdown.
4 Diagnose a bottleneck: turn achieved FLOPs/s and bytes/s into compute / bandwidth / overhead

/ comm.
5 Compute and interpret MFU: a symptom metric, not a diagnosis.
6 Name the active bottleneck (MLP, decode KV, or L2) and convert FLOPs + utilization into

wall-clock.

Meta-skill
Lecture 2 taught (count) → (predict). Today we close the loop: (measure) → (hypothesis) →
(intervention) → (re-measure).
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Roadmap for today

How a kernel actually runs
Grid, block, warp, thread — and warp scheduling / occupancy
Operation fusion as a change in HBM bytes
Assignment 1 kernel (a) as the concrete picture (not the homework)

Profiling mindset
What to measure; how to read a timeline
Worked examples: large GEMM, residual add, decode

From diagnosis to action
MFU, the three headline bottlenecks, token economics
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Last time (Lecture 2): the model we
will measure against

Profiling, MFU, and bottlenecks



Last time: the two roofs and the decision rule

An operator that does FLOPsop math and moves bytesop cannot beat

Top ≥ max
(

FLOPsop

Cpeak
,

bytesop

BWHBM

)
.

Arithmetic intensity and the knee:

AI = FLOPs
bytes , AI⋆ = Cpeak

BWHBM
.

Decision rule (keep this in your head today)
Actual AI < AI⋆ → bandwidth-bound.
Actual AI > AI⋆ → compute-bound is possible.
If the byte count is only a lower bound, the computed AI is only an optimistic upper bound.
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Last time: notation, H100 numbers, transformer split

Shapes we reuse today

B, L batch, sequence length
Btok = B · L token-batch
D, F width, MLP hidden
N, H, NKV heads, head dim, KV heads
b bytes/element (BF16: b = 2)

H100 SXM (dense BF16)
Cpeak ≈ 989 TFLOP/s, BWHBM ≈ 3.35 TB/s, AI⋆ ≈ 295
FLOPs/byte.

Where time goes in a decoder block

Attention projections and MLP: large GEMMs; AI rises with
Btok via weight reuse.
Quadratic attention: O(L2D) math; naive S, P traffic is
O(BNL2).
Glue (norm, residual, softmax, elementwise): low AI, usually
bandwidth-bound unless fused.

Today’s job
Lecture 2 predicted the bottleneck. Today we measure it, name it, and
pick the matching lever.
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How a kernel actually runs
Profiling, MFU, and bottlenecks



Lecture 2 showed the hardware. Today we need the launch.

Last time: a GPU is SMs + Tensor Cores + an HBM roof. That does not yet tell you how work is chopped up
when you launch a kernel.

The programming-model vocabulary
grid ⊃ blocks ⊃ warps ⊃ threads

Triton calls a block a program. Assignment 1’s tl.program_id is “which block am I?”

Why this is in a profiling lecture
“Both far from peak” is usually occupancy, launch overhead, or missing fusion—not a wrong Cpeak. You cannot
diagnose those with FLOPs and bytes alone.
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The launch hierarchy (one picture)

one GPU · H100: 132 SMs · work arrives as a grid of blocks

SM SM SM · · ·

block block · · ·

warp = 32warp warp

What gets scheduled where
The grid is all the blocks you launched. Blocks are independent.
An SM runs one or more blocks at a time (as many as registers / shared memory allow).
Inside a block, work moves in warps of 32 threads, in lockstep.
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A block is Triton’s program

When you write

pid = tl.program_id(0), offs = pid * BLOCK + tl.arange(0, BLOCK),

you are saying: this block owns BLOCK consecutive elements.

The launch
If the tensor has N elements and each program covers BLOCK of them:

#blocks =
⌈ N

BLOCK

⌉
(triton.cdiv in Assignment 1).

The GPU is allowed to run many of those blocks at once, on many SMs.

Masking
The last block usually overshoots N. mask = offs < n_elements is what makes odd sizes correct. That is why
Assignment 1 tests non-powers-of-two.
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A warp is 32 threads that share an instruction stream

NVIDIA GPUs execute a block as warps:

#warps in a block = #threads in the block
32 .

In Triton this is the num_warps launch parameter (default is often 4 ⇒ 128 threads).

SIMT, in one sentence
All 32 lanes issue the same instruction. If some lanes take the other side of a branch, the warp runs both sides and
masks lanes off. Divergent branches waste issue slots; contiguous arange tiles usually do not.

When num_warps matters
Elementwise add: almost insensitive past a reasonable BLOCK. Each thread is independent.
Reductions (RMSNorm, softmax / cross-entropy): threads in a block must combine values, so more warps
change how the reduction is staged and how busy the SM stays.
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Warp scheduling is how the SM hides memory latency

An HBM load can take hundreds of cycles. The SM does not wait politely. It parks that warp and issues a ready
one.

time

warp 0

warp 1

warp 2

compute waiting on HBM compute

compute waiting compute

compute waiting

The requirement
Latency hiding needs enough eligible warps on the SM. If only one warp is resident, every HBM miss becomes
idle time—and both roofs look empty.
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Occupancy: how many warps can actually live on the SM

Occupancy is the fraction of the SM’s warp slots that are filled. It is limited by registers per thread, shared
memory per block, and the block size.

Two ways to underfill the machine
Not enough work: a decode GEMM with Btok = 1 launches a tiny grid. Most SMs get nothing.
Oversized programs: a huge BLOCK (or too many registers) means few blocks fit per SM, so few warps are
around to hide latency.

How this shows up in a profile
Achieved FLOPs/s and achieved BW are both well below peak, even though the roofline said one of them should
bind. First question: is the GPU busy, or are warps just missing?
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Two knobs you will turn: BLOCK and num_warps

Assignment 1 asks you to sweep or autotune these. They are occupancy knobs, not accuracy knobs.

What each one does
BLOCK: how many elements (or a tile of a row) one program owns. Larger ⇒ fewer programs in the grid,
more work per program.
num_warps: how many warps that program is allowed to use. More warps can help reductions; they also cost
registers and can lower occupancy.

A useful prior, not a prescription
Elementwise kernels often flatten out near BLOCK ≈ 1024. Row reductions (RMSNorm, cross-entropy) are the ones
that care about num_warps. Very large BLOCK per program hurts occupancy. Measure, don’t memorize.
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Operation fusion: stop writing the intermediates to HBM

Eager PyTorch is a sequence of kernels. Each one typically reads inputs from HBM → computes → writes
outputs to HBM.

Unfused SwiGLU (the Assignment 1 story)
u = SiLU(a), y = u ⊙ b

is two kernels unless you fuse it: read a, write u; read u and b, write y . The tensor u did not need to hit HBM at
all.

Fusion is a bytes intervention
You keep the same FLOPs and delete round-trips. AI = FLOPs/bytes goes up because the denominator shrinks.
That is why fusion is the lever for glue, and why FlashAttention is fusion + tiling for S, P.
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Fusion, in bytes (same FLOPs, fewer trips)

Standalone residual add Y = X + R from later today:

bytesunfused ≳ 3b · BtokD (X , R in; Y out).

If the producer of R writes Y = X + R directly, you drop the extra read/write of R and Y as separate kernels.

Cross-entropy (Assignment 1 kernel (d), conceptually)
A naive backward materializes softmax(z) ∈ RB×V in HBM. A fused kernel can keep the probabilities in registers
/ on-chip tiles and write only ∂ℓ/∂z . Same math, much less traffic—and much less peak memory at V = 128,256.

Office hours: how to implement (b)–(d). Lecture: why the byte count moves.
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Assignment 1, kernel (a): the canonical memory-bound op

c = a + b, a, b, c ∈ RN .

One add per element. Traffic is 2N reads + N writes.

Arithmetic intensity (fp32, b = 4)

AI ≈ N
3 · 4 · N = 1

12
FLOPs

byte ≪ AI⋆ ≈ 295.

This must be bandwidth-bound. The question is what fraction of 3.35 TB/s you actually hit.

Why we walk through (a) and not the rest
The notebook ships the launch, the autograd wrapper, and a stub body. The pattern—grid, block, mask, load /
compute / store—is the template for RMSNorm, SwiGLU, and CE. We will not fill in the TODO.
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Kernel (a): one program, one tile, a mask

The provided skeleton (body left as a stub on purpose):
pid = tl.program_id(0)
offs = pid * BLOCK + tl.arange(0, BLOCK)
mask = offs < n_elements
# TODO: load a[offs], b[offs] → add → store c[offs]
tl.store(out_ptr + offs, zeros, mask=mask)

The launch (also provided)
BLOCK = 1024, grid = (triton.cdiv(N, BLOCK),), then add_kernel[grid](...). Each program
covers 1024 contiguous elements; the last one is masked.

What to notice, not what to type
program_id ↔ block. arange(0, BLOCK) ↔ the threads in that block. The wrapper’s .contiguous() is itself a
bytes cost—a strided kernel could avoid it.
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Profiling and MFU (Turning
Measurements into Action)

Profiling, MFU, and bottlenecks



What profiling should answer (three questions)

1 Where is time spent? (module/kernel breakdown)
2 Why is it slow? (compute-bound, bandwidth-bound, overhead-bound, comm-bound)
3 What do we do about it? (kernel, schedule, or architecture change)

A disciplined loop

measure → hypothesis → intervention → re-measure

If you cannot clearly state the hypothesis, you are not done diagnosing.
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What to measure (end-to-end vs kernel-level)

End-to-end metrics
Training: step time, tokens/sec, samples/sec
Inference: latency (TTFT + per-token), throughput (tokens/sec)

Kernel/operator metrics
Time per kernel (ms)
Achieved compute throughput (FLOPs/s)
Achieved memory bandwidth (bytes/s)
Launch/overhead indicators (many tiny kernels, poor fusion)

Why both matter
End-to-end metrics tell you if you are improving. Kernel metrics tell you why.
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Example: Nsight Systems timeline (Llama 2 7B SFT)

Read top → bottom: CPU cores, process, CUDA HW (kernels + memory), then pt_main_thread / pt_autograd. Gray in the GPU row is
idle. Orange/green on CPU threads is launch and wait.

What to look for
(1) Is the CUDA HW row dense or gappy? (2) Which named kernels own the area? (3) Do CPU
pthread_cond_wait / NCCL bars line up with GPU idle?

Image: NVIDIA, “Profiling LLM Training Workflows on NVIDIA Grace Hopper” (2025), GH200, NeMo SFT. Same capture command shape
you will use: nsys profile -t cuda,nvtx,osrt,cudnn,cublas.
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Same trace: the kernel list is the Part C decomposition

How to read this one
sm90_xmma_gemm_bf16... ≈ 50% of GPU time: Hopper BF16 Tensor-Core GEMMs (MLP / projections). elementwise_kernel +
vectorized_elementwise_kernel ≈ 16%: unfused glue. Kernels 99.5%, CPU↔GPU memcpy 0.5%: interconnect is not the story; HBM vs
compute still might be.

Image: NVIDIA, same Llama 2 7B SFT report. “31 kernel groups hidden” is the long tail of tiny glue.

Scalable AI: Bridging Theory, Understanding, and Practice 21 / 43

https://developer.nvidia.com/blog/profiling-llm-training-workflows-on-nvidia-grace-hopper/


Which tool answers which question

You do not need a GUI tutorial. You need to pick the tool that matches the question.

Question Tool What you read

Is the step faster? wall clock / tokens/s end-to-end only
Where is the time? Nsight Systems or PyTorch profiler timeline + kernel list
Why is this kernel slow? Nsight Compute achieved FLOPs/s, BW, occupancy
Are we near model peak? MFU from step time symptom, not a kernel diagnosis

Assignment 1, Part B
The report wants Nsight screenshots that support a hypothesis. A pretty trace with no claim (“GEMM is 40%
because AI vs AI⋆”) is not a diagnosis.
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Example: Nsight Compute roofline (one kernel)

This is the GUI version of today’s decision rule. Point to the right of the knee, near the flat roof ⇒ compute-bound is possible. Point on the
diagonal, far left ⇒ bandwidth-bound. Far below both ⇒ occupancy / latency (the “both far from peak” slide). The bottom bars are

Speed-of-Light: SM% vs Memory% — the same two numbers as achieved FLOPs/s and achieved BW.
Image: NVIDIA, “Accelerating HPC Applications with NVIDIA Nsight Compute Roofline Analysis.” Collect with ncu –set detailed

(includes SpeedOfLight_RooflineChart). The kernel here is HPC FP64, not a transformer GEMM; the chart is the same one you will open.
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A transformer profile is last lecture with timestamps

Lecture 2’s decomposition is the map you use to read a profile. Typical kernel names fall into three buckets:

Where the time is
Large GEMMs (cuBLAS / CUTLASS / Triton): attention projections and MLP up/gate/down.
Attention kernels (FlashAttention / FMHA): the QK⊤ / softmax / PV work, hopefully without
materializing S, P.
Glue (elementwise, LayerNorm/RMSNorm, residual add, embeddings): low-AI kernels, often many of them.

First question, before any optimization
Does most time sit in the big matmuls (as the accounting predicted), or has glue / launch overhead /
communication become visible? If the latter, fusion and batching usually beat micro-optimizing a GEMM that is
already near the roof.
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From profiler numbers to a bottleneck hypothesis

For an operator with known FLOPs and bytes:

Achieved FLOPs/s ≈ FLOPsop
Top

Achieved BW ≈
bytesop

Top
.

Compare against ceilings
BW near peak, FLOPs far from peak → bandwidth-bound
FLOPs near peak, BW far from peak → compute-bound
Both far from peak → another efficiency limit is active; investigate small shapes/occupancy, launch
overhead, dependencies/stalls, fusion, synchronization, or communication

Roofline is the mental model
You are always asking: Is my point stuck under the memory roof or under the compute roof?
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Worked example: a large training GEMM

MLP up-projection, Y = XW , with Btok = 8192, D = 4096, F = 4D = 16384, b = 2 (BF16).

FLOPs ≈ 2BtokDF = 240 ≈ 1.10 × 1012, bytes ≳ b(BtokD + DF + BtokF ) ≈ 470 MB.

Optimistic AI ≈ 2340 ≫ AI⋆ ≈ 295: compute-bound is possible.

Suppose the profiler reports Top = 1.20 ms

achieved FLOPs/s = 1.10 × 1012

1.20 × 10−3 ≈ 917 TFLOP/s (93% of Cpeak),

achieved BW ≈ 470 MB
1.20 ms ≈ 0.39 TB/s (12% of BWHBM).

Hypothesis
Near the compute roof, far from the memory roof ⇒ compute-bound, matching the AI prediction. Further
speedup here means a better GEMM (layout, dtype, kernel), not fusion of this op with a neighbor.
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Worked example: a residual add

Same token-batch: Y = X + R with Btok = 8192, D = 4096, b = 2.

FLOPs ≈ BtokD = 225 ≈ 3.36 × 107, bytes ≳ 3bBtokD ≈ 201 MB, AI ≈ 1
3b = 1

6 ≪ AI⋆.

Suppose the profiler reports Top = 70 µs

achieved BW ≈ 201 MB
70 µs ≈ 2.87 TB/s (86% of BWHBM),

achieved FLOPs/s ≈ 0.48 TFLOP/s (far below the Tensor-Core roof; this is not Tensor-Core work).

Hypothesis
Near the memory roof ⇒ bandwidth-bound. The lever is fusion: fold the add into the producer/consumer kernel
so X and R never round-trip through HBM. Making the add “compute faster” is not available.
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Worked example: decode makes the same GEMM bandwidth-bound

Same MLP up-projection, but now Btok = 1 (one generated token):

FLOPs ≈ 2DF = 227 ≈ 1.34 × 108, bytes ≳ b(D + DF + F ) ≈ 134 MB, AI ≈ 1 ≪ AI⋆.

Weight read DF dominates. Tmem,min ≈ 134 MB/3.35 TB/s ≈ 40 µs.

If Top = 50 µs
Achieved BW ≈ 2.7 TB/s (∼80% of peak); achieved compute ≈ 2.7 TFLOP/s.

Same operator, different shape, different roof
Training/prefill at large Btok sat under the compute roof. Decode sits under the memory roof because the weights
are streamed and barely reused. This is why “just look at the kernel name” is not a diagnosis: you still need the
shapes.
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When both are far from peak

If achieved FLOPs/s and achieved BW are both well below their roofs, the roofline is not the active limit.

Common other limits (especially in transformers)
Launch / grid overhead: many tiny kernels (unfused glue) whose launch time rivals the work.
Occupancy / wave quantization: shapes too small to fill the SMs (decode GEMMs, narrow heads).
Dependencies and stalls: a later kernel waits on a previous one; the GPU is idle.
Communication: Tcomm ≥ bytes/BWinterconnect (Lecture 2 node slide), invisible if you only look at local
FLOPs and HBM bytes.

What to do
Do not try to “raise MFU” yet. First ask: is the GPU busy? If not, the intervention is fusion, larger batches, a
better schedule, or less communication—not a faster Tensor Core kernel.
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MFU (Model FLOPs Utilization): definition and limits

Definition
Let G be the number of accelerators and let Cpeak be the per-accelerator relevant peak:

MFU ≈ model FLOPs/step
Tstep G Cpeak

.

Equivalently: system-wide achieved model FLOPs/s divided by GCpeak. If the numerator is per accelerator, omit G.

What MFU tells you
A compact summary of “how close to peak compute” you are.
Useful for comparing systems or configurations when the FLOP-counting convention and peak definition are
held fixed.

What MFU does not tell you
Low MFU could be caused by bandwidth limits, kernel launch overhead, unfused ops, communication, or
imbalance. MFU is a symptom metric, not a diagnosis.
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MFU worked example

Dense 7B model, P ≈ 7 × 109 non-embedding parameters, global token-batch Ntok/step = 216 = 65536, G = 8
H100s, Cpeak = 989 TFLOP/s. Use last lecture’s heuristic model FLOPs/step ≈ 6PNtok:

6 · 7 × 109 · 65536 ≈ 2.75 × 1015.

If Tstep = 0.70 s:

MFU ≈ 2.75 × 1015

0.70 · 8 · 989 × 1012 ≈ 50%.

How to read 50%
The numerator is a model-FLOP convention (dense matmuls). Glue, optimizer, comm, and extra HBM
traffic are not in it, so even a clean run is < 100%.
50% says you are halfway to that convention’s peak. It does not say whether the missing half is bandwidth,
launch overhead, or communication. That is what the kernel breakdown is for.
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MFU is not the same as “this kernel hit the roof”
Two different utilizations, easy to mix up:

Kernel utilization
FLOPsop/Top

Cpeak
or

bytesop/Top

BWHBM
.

This is the roofline question for one operator.

Model FLOPs utilization

MFU = model FLOPs/step
Tstep G Cpeak

.

This averages over GEMMs, glue, optimizer, comm, and idle time, using a conventional FLOP count.

A legal combination
A training GEMM at 93% of Cpeak and an MFU of 50% can both be true. The missing MFU is the other kernels
and the gaps, not that GEMM.
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The Three Bottlenecks (and Typical
Fixes)

Profiling, MFU, and bottlenecks



Three headline bottlenecks for dense Transformers

Bottleneck 1
MLP / FFN

compute + params

Bottleneck 2
Attention

memory + bandwidth

Bottleneck 3
Sequence length

L2 attention
quadratic scaling

All three can matter, but which one dominates depends on
(i) model width D, (ii) context length L, and (iii) phase: training/prefill vs autoregressive decode.

Goal
For any workload, you should be able to say which bottleneck is currently active and which knob changes
it.
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Bottleneck 1: The FFN/MLP bottleneck (dense compute + parameters)

What the accounting told us
For a 3-matmul gated MLP and standard MHA:

PMLP ≈ 3DF vs Pattn proj ≈ 4D2.

For F = 4D, this is 12D2 vs. 4D2; for a parameter-matched gated width F ≈ 8D/3, it is 8D2 vs. 4D2. So the
MLP still typically carries more parameters than the attention projections.

Why this becomes a bottleneck
Dense MLP means every token pays for every parameter (no conditional computation). That is great for
simplicity, but expensive at large D and many layers.

Typical architectural fix
Mixture-of-Experts (MoE): increase total parameters while activating only a subset per token. Trade-offs:
routing overhead, communication, load balancing.
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Bottleneck 2: The Attention / KV-cache bottleneck during decode
This is especially important during autoregressive decoding: each step has very few new query tokens, while the
model reuses the growing history through the KV cache.

The core problem
For one sequence, the stored keys and values across all layers are approximately:

KV bytes per sequence ≈ 2 Lctx nlayers NKVH b.

During token generation, these cached K , V values are repeatedly streamed from HBM to attend over the existing
context.

Decode can also make the linear layers weight-bandwidth-sensitive because the effective token-batch BL is small and weight reuse is poor.

Typical fixes
Reduce NKV (MQA/GQA)
Reduce b (KV quantization)
Cache lower-dimensional representations (latent/compressed caches)
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Bottleneck 3: The L2 attention bottleneck (very long context)

The scaling (forward; standard-MHA projections, full-square attention baseline)

FLOPsL2 ≈ 4BL2D, FLOPslinear ≈ 8BLD2 + 6BLDF ,

so
FLOPsL2

FLOPslinear
≈ 4L

8D + 6F .

The crossover is L ∼ 2D + 3
2 F (for example, 8D when F = 4D and 6D when F ≈ 8D/3).

With an optimized causal triangular kernel, quadratic FLOPs are roughly halved and this crossover moves to L ∼ 4D + 3F .

Match the fix to the active resource
If exact attention is I/O-limited: FlashAttention-style kernels reduce HBM traffic, but keep the
O(L2D) arithmetic.
Quadratic arithmetic itself is the bottleneck: change the algorithm, e.g.
sparse/selective/hierarchical attention.
Hybrid models: use linear-time sequence modules and invoke full attention selectively.
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Summary table: bottlenecks, symptoms, and interventions

Bottleneck What you observe Typical lever

MLP / FFN High compute + many params per token MoE / conditional compute
Attention High HBM usage due to KV caching and band-

width during generation
GQA/MQA, KV quant, compression

L2 attention Cost explodes with long context I/O: FlashAttention; arithmetic:
sparse/selective/hybrid attention

Core takeaway
Good performance work is: (count) → (predict) → (measure) → (change the right thing).
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Economics of Tokens and Wall-Clock
Time

Profiling, MFU, and bottlenecks



Turning FLOPs into wall-clock time (training)

Use the dense parameter-led compute heuristic (with P interpreted as approximately non-embedding
dense parameters):

Training FLOPs ≈ 6PNtok.

If you train on G GPUs, each with peak Cpeak, and you achieve utilization u:

Ttrain ≈ 6PNtok

G · u · Cpeak
.

What changes wall-clock time the most?
More GPUs G (parallelism and scaling efficiency matter)
Higher utilization u (kernel quality, bandwidth limits, communication)
Better algorithms (change P or effective FLOPs per token)
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Inference: two clocks, two roofs
Generated-token cost is not one number. Split it:

Time-to-first-token (prefill)
The prompt is a large-Btok forward. MLP / projection GEMMs often look like the training GEMM example: high
AI, compute-bound is possible.

Time-per-output-token (decode)
Btok ≈ 1 per sequence. Weight reads and the KV cache dominate. Same linear layer as prefill, now under the
memory roof (today’s decode example).

Token economics
cost/token ≈ (GPU-seconds/token) × ($/GPU-second).

Batching raises decode Btok and improves weight reuse; it also raises latency. Prefill and decode want different
knobs. Do not quote one MFU for both.
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How today maps onto Assignment 1

Assignment piece Lecture idea it is testing

Kernel (a) add grid / block / mask; AI ≈ 1/12; fraction of 3.35 TB/s
RMSNorm, CE reductions warps, num_warps, occupancy
SwiGLU + CE fusion delete HBM intermediates; peak-memory as evidence
BLOCK / autotune occupancy knobs, not accuracy knobs
Part B MFU + Nsight measure → hypothesis → intervention; MFU is a symptom

Division of labor
Lecture: why the roofs, warps, and fusion move the numbers. Office hours: how to write kernels (b)–(d), Triton
API, and the Nsight buttons.
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Putting it all together

When you see a performance issue, ask in this order:

1 What is the dominant operator? (attention matmuls? MLP matmuls? norms? KV reads?)
2 What are its shapes? (B, L, D, F , N, NKV)
3 Compute FLOPs and bytes. (even approximate is useful)
4 Compute AI and compare to AI⋆. Remember: lower-bound bytes give an optimistic upper bound

on AI.
5 Form a hypothesis. (compute-bound vs bandwidth-bound vs overhead-bound)
6 Pick the matching lever. (fusion, better kernel, batching, architecture change)

If you cannot do steps 2–4, you are guessing
Lecture 2 gave you steps 2–4. Today is about measuring step 1 and acting on step 6.
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Key takeaways

1 A launch is grid ⊃ block ⊃ warp ⊃ thread. Triton program_id is the block. Occupancy is “are
there enough warps to hide HBM latency?”

2 Fusion raises AI by shrinking bytes, not by inventing FLOPs. That is the glue-op lever.
3 Measure end-to-end and kernels. Convert Top to achieved FLOPs/s and bytes/s; same kernel,

different shapes, different roof.
4 If both roofs are missed: occupancy, launch overhead, stalls, or comm—not a faster Tensor Core.
5 MFU is a symptom over a conventional FLOP count. It is not kernel utilization.
6 Headline bottlenecks: MLP compute, decode KV bandwidth, L2 attention. Prefill and decode

are different clocks.
7 Loop: measure → hypothesis → intervention → re-measure.
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