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Lecture 2: All About Performance

Hardware ceilings, roofline thinking, and transformer bottlenecks
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Learning goals (what you should be able to do)

By the end of this lecture you should be able to:

@ Know the machine: name the parts of an Al system (GPU, node, interconnect) and of a GPU (SM,
Tensor Core, HBM), and know the memory hierarchy between them.
Count compute: estimate FLOPs for matrix multiplies and transformer submodules.
Count data movement: build an explicit model of bytes moved to/from HBM and recognize when
it is only a lower bound.
Use arithmetic intensity: compute Al = FLOPs/bytes, interpret it, and distinguish actual Al from
an optimistic bound.
Understand the input shapes: understand how input-shape changes affect compute vs. bandwidth
bottlenecks for transformers.
Use roofline reasoning: predict when an operator can be compute-bound vs. when it must be
bandwidth-bound.
Decompose a transformer layer: map {params, FLOPs, bytes} to attention vs MLP vs “glue ops”.

© 6 0 © oo

We are building a repeatable workflow: (symptom) — (resource bottleneck) — (intervention).
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Roadmap for today

Part A: Performance primitives

@ What “performance” means (latency / throughput / cost)

@ The two limiting resources: compute vs memory bandwidth

@ Interlude: anatomy of the hardware, a zoom tour (GPU — die — SM — node)
@ How to do back-of-the-envelope accounting: FLOPs and bytes

@ Arithmetic intensity (AI) as the key summary statistic

Part B: Roofline thinking

@ The roofline model: compute roof vs memory roof
@ The “knee” (AI*) and the decision rule
@ How shapes and batching move an operator across regimes
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Roadmap for today

Part C: Transformers as an engineering system

Decompose a decoder block into: attention, MLP, and glue

Use {FLOPs, bytes, AI} to predict which parts are compute- vs BW-limited
Understand how the input shapes change when things are compute- vs BW-limited
Understand why long context changes bottlenecks (training vs inference)

Identify the three headline bottlenecks and the knobs that move them

Part D: Profiling mindset

@ What to measure (end-to-end + operator breakdown)
@ How to interpret results with roofline reasoning
@ MFU and wall-clock/token economics: connecting theory to reality
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Part A: Performance = Compute +
Data Movement

Hardware ceilings, roofline thinking, and transformer bottlenecks



What do we mean by “performance”?

In systems work, performance is always tied to a user-visible metric.

Common metrics

e Training: step time (ms/step), tokens/sec, samples/sec, cost per training token

o Inference: latency (ms), throughput (tokens/sec), time-to-first-token, time-per-output-token, cost
per generated token

Key idea

No matter which metric you care about, the dominant question is usually:

Are we limited by math throughput (compute)
or by moving bytes (memory bandwidth / communication)?
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Two Preliminary Hardware Ceilings

A modern accelerator has two headline peak capabilities (there are others, but let’s focus on these for
now):

@ Peak compute throughput (how fast we can do math)
GCoeak  [FLOPs/s]
@ Peak memory bandwidth (how fast we can move data to/from HBM)

BWupMm  [bytes/s]

Why these dominate

If a kernel must (a) do some fixed amount of math and (b) move some fixed amount of data, then no
optimization can beat the physical ceilings of compute and bandwidth.
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A universal lower bound on runtime

Consider an operator (kernel) that performs:
o total compute = FLOPs,,
e total data movement (to/from HBM) = bytes,,

Two unavoidable time lower bounds:

- FLOPs,p - bytes,,
math = Cpeak ) mem = BWHBM
Therefore the runtime is bounded by:
byt
Top > maX<FLOPSOPa Y esop >
Cpeak BVVHBM

Interpretation

If you know (i) how many FLOPs you must do and (ii) how many bytes you must move, you can already
predict the limiting resource.

™ i = — >yt
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Interlude: Anatomy of the Hardware

Hardware ceilings, roofline thinking, and transformer bottlenecks



The NVIDIA H100 GPU (SXM5 module)

HBM stacks
80 GB total

GH100 compute die
814 mm?, 80B transistors

power delivery
up to 700 W

Cpeak =~ 989 TFLOP/s dense BF16 (=~ 2x for FP8) . BWgpym ~ 3.35 TB/s - 80 GB HBM3
NVIDIA also quotes 2x these FLOP rates “with sparsity” (2:4 structured); we use dense numbers throughout.

Image: NVIDIA, “NVIDIA Hopper Architecture In-Depth,” developer.nvidia.com.
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Zoom in: inside the package, a compute die surrounded by its memory

reads:
weights W, activations X,
KV cache during generation

writes:
outputs Y,
new KV entries

Node GPU Die SM

~
HBM HBM [ HBM
read x f wrme)/'
GH100 die
compute happens at < Cpeak
e.g. Y = X W (a linear layer)
HBM HBM [ HBM
J

bytes cross this boundary
at < BWugMm

Weights, KV cache, and activations
must fit in the 80 GB of HBM
if not sharded/offloaded

HBM is stacked DRAM; you will also hear “device memory” or just “DRAM" for it. The module has 6 HBM sites, but on the 80 GB H100
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Zoom in again: the die, one SM, and where the memory levels live

Node }—(GPU sM

the memory levels

Registers

256 KB/SM - fastest j

zoom into one SM
256 KB/SM combined

shared-memory carveout up to 228 KB/SM

L1 / texture / shared pool
the GH100 die

Y

= = e | R e R e e e e | | e e e e ] [P ===z = o L2 cache
50 MB ]

Y

HBM
80 GB - 3.35 TB/s
on package, off-die

Capacities: NVIDIA Hopper Tuning Guide
HBM bandwidth: NVIDIA H100 specifications. Images: NVIDIA.

132 SMs (of 144), L2 in the middle, HBM controllers on the edges,
NVLink at the bottom, PCle on top
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Zoom in once more: the Tensor Core, where the FLOPs come from
Node GPU Dic —(sM)

Tensor Cores: for matrix multiplication

@ One instruction multiplies one small tile: D = A- B+ C with matrices on the
order of 16 x 16.

@ Large matmuls are built from these tiles: a 4096 x 4096 matmul decomposes
[ omensTen into millions of tile operations.

@ 4 per SM x 132 SMs = 528 per GPU; they supply essentially all of Cpeak.

@ Tile operands are often staged through shared memory; accumulators live in
registers.

CUDA cores: for everything else

TENSOR CORE TENSOR CORE.
4" GENERATION 4 GENERATION

@ CUDA cores execute scalar arithmetic per thread across warps: elementwise
math, softmax internals, index arithmetic.

‘Tensor Memory Accelerator

@ 128 per SM, a.k.a. SPs (streaming processors).

@ Peak ~67 TFLOP/s FP32, about 15X below the BF16 Tensor-Core peak.
Image: NVIDIA. Scalar/elementwise work should not be compared against the quoted
Tensor-Core peak.
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Example: an 8-GPU DGX/HGX H100 node

GPU Die = SM
8x cluster ConnectX-7 HCAs to the
[ 2x CPU + ~2 TB DRAM } [N h} -

DR InfiniBand, up to 400 Gb/s eac|

- fabric
PCle Gen5
\ 4
H100 H100 H100 H100 H100 H100 H100 H100
80 GB 80 GB 80 GB 80 GB 80 GB 80 GB 80 GB 80 GB
.
[ 4x NVSwitch: each GPU < the fabric at 450 GB/s each way ]

A new resource appears: interconnect bandwidth

GPU <> own HBM: 3.35 TB/s >

~TX

GPU <> NVSwitch fabric: 450 GB/s/dir > one NDR 400 Gb/s HCA: 50 GB/s nominal/dir
~9x

H100 NVLink aggregate: 900 GB/s bidirectional = 450 GB/s per direction. 400 Gb/s = 50 GB/s by unit conversion; application payload is

lower. Eight cluster interfaces provide up to ~400 GB/s nominal one-direction aggregate if all rails are used.
Work that spans GPUs gains a third lower bound next to Tiath and Tmem:  Tcomm > bytes exchanged/BWinterconnect  (We will see this later
in the parallelism lectures)
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Part A continued: GEMM and FLOPs
Counting

Hardware ceilings, roofline thinking, and transformer bottlenecks



Global notation (used consistently for the rest of the lecture)

Symbol Meaning (and units)
B Batch size = number of sequences processed in parallel
L Sequence length = number of tokens in a sequence

Biok = B- L  Token-batch size (a very common reshape in implementations)
D Model width / embedding dimension (dmodel)

N Number of query attention heads

H Head dimension, defined so that D = N - H

Ngv Number of key/value heads (MHA: Nkv = N; GQA/MQA: Nky < N)

F MLP hidden dimension (architecture-dependent; classic 2-matmul FFNs often use F = 4D, while parameter-matched
3-matmul gated MLPs often use F =~ 8D/3)

% Vocabulary size (number of discrete token IDs)

b Bytes per element (BF16: b =2, FP8: b =1, FP32: b = 4)

Coeak Relevant peak compute throughput for the operator/dtype (FLOPs/s)

BWusMm Peak HBM bandwidth (bytes/s)

Zero-ambiguity rule

If a symbol appears on a slide, it is either defined on this slide or locally, very explicitly, in that slide. Please refer to this slide often.
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Why matrix multiplication dominates deep learning

Transformers are linear-algebra machines. Their largest learned transformations are linear layers:

@ Attention projections: Wq, Wi, Wy, Wop

o MLP/FFN projections: typically 2 or 3 large linear layers

@ Output projection / LM head

@ Token embedding is usually a lookup/gather, not a GEMM

Consequence

Training and prefill are typically dominated by highly optimized matrix multiplies (GEMMs). During
autoregressive decode, small token-batches can instead make weight reads and the growing KV cache
strongly bandwidth-sensitive.
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What is a FLOP? (and how we count them)

A FLOP is one floating-point operation (e.g., one multiply or one add).

Dot product example
For vectors x,y € R", the dot product

r
xTy= ZX:'}/;
i=1

uses:
o r multiplies
o (r—1) adds

So it is approximately 2r FLOPs (the standard approximation).

Why we use approximations
For performance reasoning we usually ignore +1 terms and keep leading-order scaling.
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FLOPs for matrix multiplication (GEMM)

Let C = AB where:
AeR™ B e R™" C e R™",

Each entry of C is a dot product of length r:

Compute count

There are m - n output entries, each costs about 2r FLOPs:

‘FLOPS(C = AB) ~ 2mnr. ‘

This formula is the backbone of almost every compute estimate in this lecture.

) T ——— — Ty
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Linear layers in Transformers are just GEMMs

A linear layer Y = XW typically uses:

X € RBoxD W e RPXF .y € RBroixF,

Where does B, come from?

Transformer activations are often stored as X € REXLXP For GEMM efficiency, implementations
reshape:

(B,L,D) — (Biok, D) where Biox = B - L.

Forward FLOPs:

‘ FLOPSforward ~ 2Bt0k DF.
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Training compute: forward + backward for a GEMM

For C = AB with A € R™*" and B € R™*":
e Forward: compute C

@ Backward: compute V4 and Vg

Standard rule for dense matmul

FLOPStorward &~ 2mnr

FLOPSpackward =~ 4mnr

‘ FLOPStain total = 6mnr ‘

Practical takeaway

For large dense matmuls, training costs about 3x the forward pass compute.
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The famous dense-transformer training estimate

A widely-used back-of-the-envelope estimate:

‘Training FLOPs ~ 6- P - Nk

where:

@ P = approximately the number of non-embedding dense parameters participating in the large matmuls

@ Niox = number of training tokens processed

Why this is reasonable

Most parameter-led training compute comes from dense linear-layer matmuls. So “6 - P - Niok" is a compact
approximation to forward + backward matmul work per token.

But do not over-trust it

This heuristic omits quadratic attention compute, vocabulary/embedding effects, optimizer work, softmax,
normalization, activation recomputation, communication, and kernel overheads. Use it for budgeting, not for
exact predictions.
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Part A continued: Bytes Moved and
Arithmetic Intensity

Hardware ceilings, roofline thinking, and transformer bottlenecks



The other half of performance: moving bytes

Compute is only half the story. Performance also depends on data movement.

A simple HBM-traffic model

For a standalone, unfused operator, an optimistic accounting often starts by counting:
@ input tensors that must be fetched from HBM
@ weights fetched from HBM

@ outputs written back to HBM

Cache hits and fusion can keep some operands on-chip; tiling, evictions, intermediates, and unfused kernels can add traffic.

Critical direction of the bound

If our byte count is a lower bound, then
FLOPs

bytes‘lcvwer bound
is an upper bound on the true HBM arithmetic intensity. Therefore:

Almodel =

@ if even this optimistic Al odel < AI*, the operator must be bandwidth-bound;

@ if Al odel > AI*, compute-bound is only possible. Measure the real traffic.

Scalable Al: Bridging Theory, Understanding, and Practice 21/75



Arithmetic intensity (Al): one number that predicts regimes

Arithmetic intensity measures how much math we do per byte moved:

FLOPs FLOPs
Al =
bytes moved byte

Interpretation

@ Large AL lots of reuse — compute-bound is possible.

@ Small AL little reuse — bandwidth-bound is likely.

We will use Al repeatedly

Every time we change a shape (B, L, D, F), we can change AI. That is why “shape reasoning” is core to
performance engineering.

Important: whenever the denominator is only a lower bound on HBM bytes, the computed Al is an optimistic
upper bound.

Preview: we will compute Al for attention, MLP, and common glue ops later (and contrast naive vs
FlashAttention).

™ i =
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Example: Al for a linear layer Y = XW (forward pass)

Assume:
X € RBoxxD \y ¢ RDXF -y ¢ RBroixF,

Compute (forward):
FLOPS ~ 2B, DF.

HBM bytes (optimistic lower-bound model, element size b bytes):

>
bytes 2> b(BiokD+ DF + BiokF).

read X read W rite Y

Arithmetic intensity from this byte model (optimistic upper bound)

2B.xDF

Al inear ~ .
| b(BioD + DF + BiokF)
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Interpreting the linear-layer Al: two clear regimes

The expression
2B,k DF

Al inear ~
| b(Beok D + DF + BeocF)

has two important regimes.

Regime 1: small token-batch (weights dominate bytes)

If Biok is small, then DF can dominate the denominator:

2B ,xDF 2
AIinear ~ ———— = —Biok.
! b(DF) ~ b "k

For BF16 (b =2): Al = Biox.

Interpretation: small batches do not reuse weights enough — bandwidth pressure.
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Interpreting the linear-layer Al: two clear regimes

Regime 2: very large token-batch (activations dominate bytes)

If Biox is huge, activation terms dominate:

AL~ _2BoDF __ 2DF
e = bBio(D+ F) ~ b(D+ F)’

Interpretation: at some point, increasing Bk stops increasing Al because you must still stream
activations.
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From Al to time: compute time vs memory time

For the actual operator work and traffic, compare the idealized time lower bounds:
FLOPs bytes
Here Cpeak must be the relevant compute roof for this operator and dtype.
Divide the compute lower bound by the memory lower bound:

T math, min FLOPs/ Coeak Al

Tmem,min - bytes/BWupm - Coeak/BWaBM |

7—math,min =

Key threshold

Define the critical Al (the “knee"):

Cpeak

AT = =2
BWaswMm

Then:
@ If the actual AI < AT* — bandwidth-bound

@ If the actual AT > AT* — compute-bound is possible; other limits can still reduce performance

A

— = = — >y
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Part B: The Roofline Model (How to
Predict Bottlenecks)

Hardware ceilings, roofline thinking, and transformer bottlenecks



The roofline model

—~A

)

© -

jo3 -

g Bandwidth-bound ke Perf = Coone
o (left of knee)

E Perf = BWHBM . A

o

—

L

Compute-bound
(right of knee)

I
I
I
I
I
|
|
|
|
|
@ an operator at A|:!OW
I
I
I
|

Performance

»

AT Arithmetic intensity Al (FLOPs/byte, Iog—scale)

How to read it
The roofline says: your performance cannot exceed the smaller of the two ceilings (memory roof vs
compute roof) at your operator's Al
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The decision rule

1) Compute the knee

AI* _ Cpeak
BWuBMm

This depends on the hardware and on which compute pipeline/dtype is relevant to the operator.

2) Compute the operator’s Al

FLOPs,,

Al = .
" bytes,,

This depends on the algorithm and the shapes.
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The decision rule

3) Compare

e With actual traffic: Al,, < AI* means the memory roof is lower; Al,, > AI* means the compute
roof is lower.

o With a lower-bound byte model: Al oqe < AI* certifies bandwidth-bound; Almegel > AI™ only says
compute-bound is possible.
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Concrete intuition: what does AI” look like?

H100 SXM example (dense BF16)
Using the hardware numbers from the H100 slide:

Cpeak ~ 989 x 10'2 FLOPs/s, BWapwm ~ 3.35 x 102 bytes/s.
So:

Meaning

For dense BF16 Tensor-Core GEMMs on an H100, the HBM knee is on the order of hundreds of FLOPs
per byte.
Do not treat ~300 as universal: other accelerators have different compute/bandwidth ratios, and

norms, softmax, exponentials, and scalar elementwise work use different compute pipelines with different
relevant compute roofs.
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Part C: Applying Roofline Thinking to
Transformers

Hardware ceilings, roofline thinking, and transformer bottlenecks



Decoder-only Transformer

A = - n Decoder block " N
Token IDs Token embedding Positional information Final norm LM head (linear) Softmax
€{1,..., V5%t S @ R architecture-dependent; e.g. RoPE in attention or additive embeddings EIREEE logits € REXLXV p(next token)

What we will do next
We will zoom into one decoder block and count:

(params, FLOPs, bytes) for attention vs MLP vs glue ops.
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One decoder block

This is a "Pre-LN" decoder block. There are others.

Y
Input X Masked MHA Output Y
[ c RBXLxD }[LayerNorm}[ <elfattn }O[LayerNormH MLP / FEN }GL} < REXLXD ]

Throughout the block: main activation shape is always B X L x D (residual stream)

Why this diagram matters

Performance is largely determined by the big matmuls inside attention and MLP, plus the memory traffic from the “glue”
ops (norms, softmax, elementwise).
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The attention module

Hardware ceilings, roofline thinking, and transformer bottlenecks



Self-attention: equations and shapes (let's zoom into standard MHA first)

Start with activations:
X € RBxLxD D=N-H.

Linear projections (per layer):
Q=XWq, K=XWk, V=XWy

where Wg, Wk, Wy, € RP*D,

Reshape into heads:
QGRBXLXNXH K VGRBXLXNXH.

Scaled dot-product attention (per head):

KT
S= QK € REXNxLXLE p — goftmax(mask(S)), A= PV € REXLXNxH,
VH
Output projection:
Yattn = concat(A) Wo, Wo € RP*P,
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Grouped-query attention (GQA/MQA): what changes, precisely?

Everything about queries stays the same:
Q c ]RBX LXNxH

The change is that keys/values have fewer heads:

K.V e RBXLXNKVXH7 with Nxv < N.

Why people do this

The KV cache stores past K and V. Its size scales with Nkv:
KV cache o« Nkvy - H.

Reducing Nxv is primarily a memory/bandwidth optimization for inference.

Important clarity point

GQA reduces KV bytes significantly, but the dominant attention compute terms still scale with the number of
query heads N (because every query head still produces outputs).
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Attention FLOPs per layer: standard MHA baseline

The formulas on this slide assume standard MHA, so Q, K, V, O all have model width D. The quadratic terms
below use a full L x L score-matrix convention.

© Projection matmuls: Q, K, V, 0
@ Quadratic attention matmuls: QK" and PV

Forward FLOPs (MHA)

Projection matmuls (4 matmuls of shape (BL x D)(D x D)):

FLOPS o), fwd ~ 8BLD?.

Quadratic matmuls (2 matmuls, each ~ 2BNL*H = 2BL?D):

FLOPSquad, fwd = 4BL>D.

Training FLOPs (MHA; matmul rule: ~ 3x forward)

FLOPSattention, train ~ 24BLD2 aF 128L2D

Optimized causal kernels can skip the masked upper triangle, using roughly half these quadratic FLOPs while retaining O(LQD) scaling.
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GQA/MQA correction: projection FLOPs and parameters

Define r = Nkv /N, so the K, V projection width is rD, while Q and the concatenated attention output remain
width D.

Projection accounting

’ Porojcan ~ 2(1 4 r)D?

| \ FLOPSpr0),confwd = 4(1 4 r)BLD? \

For MHA, r = 1, recovering 4p? parameters and 8BLD? forward FLOPs.

What does not shrink with Ny

The main QKT and PV work still scales with the query heads:

\ FLOPSquad.fwd ~ 4BL*D. ‘

Same full-L X L convention as the previous slide; optimized causal kernels can roughly halve this term.

GQA strongly reduces KV-cache bytes and K/V projection work, but not the query-head quadratic attention work.
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Attention bytes moved per layer: standard MHA baseline

The projection formulas in this subsection use the standard-MHA baseline (Nxv = N). GQA narrows the K, V
projection outputs and weights.

We mirror the FLOPs slide and split attention into:
© Projection matmuls: Q, K, V, 0
@ Quadratic attention: QK" , softmax, and PV

1) Projection matmuls (4 GEMMs of shape (BL x D)(D x D))

For one projection (e.g., @ = XWjy), a minimal forward bound is:

bytes, ,.; = b(BLD+ D’ + BLD) = b(2BLD + D?).
read X read W write Q

So for Q, K, V, O:

bytes, o fwa = 4b(2BLD + D?) = b(8BLD + 4D%).
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Attention bytes moved per layer

2) Quadratic attention (very naive full-square baseline; materialize S, P € REXNxLxL)

A straightforward implementation does:
S= QK" (write S), P = softmax(mask(S)) (write P), A= PV.

Count the unavoidable HBM reads/writes:

bytes uad. naive b( 4BLD + 4BNI> )

read Q,K,V  write S, read S
and write A write P, read P

So:

> b(4BLD + 4BNL?).

quad, naive ~v

bytes
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Attention bytes moved per layer

How to interpret these terms

@ BLD terms are residual-stream traffic: you are streaming the activations in and out.
e D? terms are weight reads: they dominate when BL is small (poor reuse of weights).
@ BNL? is the attention-matrix traffic: it is unique to naive attention and grows quadratically with L.
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Attention arithmetic intensity: projections (standard MHA baseline)

Keep in mind, we are still using a naive implementation here for everything. Things can be made much better with
fusion, etc.

From the FLOPs slide (forward):

FLOPSpro), fwd ~ 8BLD?,  FLOPSquad, fwd = 4BL’D  (since D = N - H).

Projection Al (forward, optimistic lower-bound HBM model)

Using bytes, . tva = b(8BLD + 4D?):

2
Aly ~ . SBLD _ 2BLD

b(8BLD + 4D%) ~ b(D + 2BL)’

Interpretation:

o If BL < D, weights dominate bytes = Al ~ BF16: Al ~ BL).

@ If BL > D, activations dominate bytes = Alr;
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Attention arithmetic intensity: quadratic

Quadratic attention Al (forward, naive full-square bytes)
b(4BLD + 4BNL?):

Using bytes,

Lo>
quad,naive ~~

4BL°D LD LH

Al ve & = - '
quad, naive b(4BLD + 4BNL?) b(D + NL) b(H + L)

Typical regime in Transformers: L > H so Alguad, naive =~ %.

Key takeaway (roofline intuition)

o Projections: you can push Al up by increasing BL (more weight reuse).

o Naive quadratic attention: when L > H, Al is roughly %, i.e. almost independent of L. Increasing
context increases FLOPs and materialized-intermediate bytes together (oc L?), so naive attention
does not naturally move rightward on the roofline. This is why reducing intermediate HBM traffic
through fusion is so important. Causal triangular kernels change constants, not this L? roofline conclusion.

T = = = ot
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FlashAttention intuition: removing the BNL? traffic term

Naive attention pays a large HBM cost because it materializes S and P. FlashAttention-style kernels use tiling
and online softmax so that score/probability tiles and softmax statistics can remain on-chip; they do not
materialize the full S or P matrices in HBM.

S = QKT c RBXNXLXL
VH ’

P = softmax(mask(5)),

S, PeREPMXE T  pytes D O(b - BNL?).

Idealized HBM lower bound if @, K, V are each read once

bytesgua fash = b(BLD+BLD+ BLD+ BLD) = | 4bBLD .
read Q read K read V write A

Scalable Al: Bridging Theory, Understanding, and Practice 42/75



FlashAttention intuition: removing the BNL? traffic term

Idealized Al upper bound from that byte model

4BL°D | L
AIquad, ideal ~ m = E -

For BF16 (b =2) and L = 4096: the idealized full-square upper bound is Al ~ 2048 FLOPs/byte. With causal
triangular FLOP counting, this same idealized byte model gives approximately L/(2b).

Important caveat
L/b is not a general formula for actual FlashAttention Al. Finite on-chip memory requires tiled algorithms that
may re-read K, V' and incur additional traffic; exact I/O depends on tile sizes and memory capacity.

The robust win is eliminating the BNL> HBM read/write of the full S and P matrices. This can move exact
attention substantially rightward on the roofline, but it does not remove the O(L?>D) arithmetic.

During autoregressive decoding, the dominant issue is often streaming the KV cache; FlashAttention is most directly associated with

training/prefill 1/O savings.
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The MLP/FFN block

Hardware ceilings, roofline thinking, and transformer bottlenecks



The MLP/FFN block: what it is and why it is expensive

A modern dense decoder block typically uses a gated MLP (e.g., SwiGLU).

A simple way to model it is three large matmuls:

U= XWupa G = XWgate; Z = (b(G) © U, lep = ZWdowm

with:

DxF FxD
Wup7Wgate€R X ) Wdown eR 7.

Parameter count (dominant term)

PMLP ~ 3DF.

For the simple F = 4D illustration, Pyip ~ 12D?. A parameter-matched 3-matmul gated MLP relative to
a classic 2-matmul F = 4D FFN instead uses roughly F ~ 8D/3, giving PuLp ~ 8D>.
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MLP FLOPs per layer

Reshape X € RE*LXD into (BL x D) for GEMM.

Forward FLOPs (three matmuls)

Each (BL x D)(D x F) matmul costs ~ 2BLDF. There are two of them (up + gate), plus one
(BL x F)(F x D):

FLOPswmip, fwd =~ 2BLDF + 2BLDF + 2BLFD = 6BLDF.

For the lecture's simple F = 4D illustration:

FLOPsup, fwd ~ 24BLD?.

Training FLOPs (again = 3x forward for matmuls)

FLOPSMLP, train ~ 18BLDF.
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MLP bytes moved per layer

We model a gated MLP as:
U:XWup, G:XWgate, Z:¢(G)® U, Y:ZWdown,

with Wip, Wiate € RP*F and Wioun € RF*P.
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MLP bytes moved per layer

Step-by-step bytes (forward, naive: intermediates stored in HBM)

Count read inputs + read weights 4+ write outputs for each sub-op:

bytes(U = XW,,) = bytes(G = XWjaee) = b(BLD+ DF + BLE )
read X read W  write U (or G)

_ >
bytes(Z = ¢(G) © U) 2 b(éL/E—i—EL/E%-\B\L’E)
read G read U write Z
— >
bytes(Y = ZWaown) 2 b(BLE + Qf, + EL,Q)
read Z read W write Y

Summing:

~

byteSMLP’ fwd > b( 3BLD + 6BLF + 3DF )

residual-stream traffic  hidden-activation traffic ~ weight reads
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MLP bytes moved per layer

How to interpret these terms
@ 3DF: you must stream the three weight matrices once per forward pass.
@ 6BLF: you pay extra bandwidth proportional to the hidden size because U, G, Z are large
tensors of shape BL x F.

@ For the F = 4D illustration, 6BLF = 24BLD: in a naive unfused implementation, hidden-activation
traffic can exceed residual-stream traffic.
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MLP arithmetic intensity (naive): what controls compute-bound vs
bandwidth-bound?

From the FLOPs slide (forward):
FLOPSMLP‘ fwd ~ 6BLDF.
From the bytes slide (naive forward lower bound):

bytesuip ta = b(3BLD + 6BLF + 3DF).

MLP Al (forward, naive)

6BLDF

Al = .
MP ™ b(3BLD + 6BLF + 3DF)

For the F = 4D illustration this becomes:

24BLD?

Alwe ~ §57BLD + 1207

Scalable Al: Bridging Theory, Understanding, and Practice 49 /75



MLP arithmetic intensity: two regimes

Two regimes (generic F)

@ Small token-batch, weight reads dominate:

0BLDF _| 2BL = BF16: Al ~ BL.

Alwe ~ =1 5E = 75

@ Large token-batch, activation traffic dominates:

2DF

Al | — |
M1 b(D + 2F)

For F = 4D, this is 8D/(9b).

Interpretation

Increasing BL improves weight reuse; the large-BL limit scales with model width, so wide MLP matmuls can
become compute-efficient when the hardware is well utilized.
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Per-layer accounting summary

Let X € REXLXD and D= N - H. Fis architecture-dependent; attention projection rows below use the standard-MHA baseline.
Quadratic-attention FLOPs use the full-L x L convention; optimized causal kernels can roughly halve those entries.

Component Params Forward FLOPs Training FLOPs
Attention projections (@, K, V,0)  ~ 4D? ~ 8BLD? ~ 24BLD?
Attention quadratic (QK ' + PV) ~0 ~ 4BL?D ~ 12BL*D

MLP (gated, 3 matmuls) ~ 3DF ~ 6BLDF ~ 18BLDF
Norms + residuals 4 elementwise O(D) O(BLD) O(BLD)

Interpretation

The big guys are the matmuls (potentially compute-efficient). The small “glue” ops are usually bandwidth-bound and become significant if not
fused.
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Per-layer bytes summary

Let X € REXLXD and D= N - H. F is architecture-dependent; attention projection rows below use the standard-MHA baseline. All
expressions are lower bounds to/from HBM for a naive implementation.

Component Forward bytes moved (naive, lower bound)

Attention projections (Q, K, V, O) bytes,,; 2 b(8BLD + 4D?)

Attention quadratic (QK T + softmax + PV)  bytes,, .4 2 b(4BLD + 4BNL?)

MLP (gated) bytesy, p 2 b(3BLD + 6BLF + 3DF)
Norms + residuals 4 elementwise bytes ~ O(b - BLD) (often multiple passes)

How to read this table

@ Everything is at most linear in BL except naive attention, which has a quadratic BNL? traffic term

@ When you are bandwidth-limited, the fastest wins come from identifying and shrinking the largest term in your current workload.
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Per-layer Al summary (naive forward): What Moves the Roofline?

Use AT = FLOPs/bytes with the forward FLOPs from the accounting slides. The quadratic-attention expression uses the
same full-square convention as above.

Naive Als (forward)

@ Attention projections (MHA baseline):
2BLD 2BL
Alproj # ———— BLL D: Alpoj = —.
P~ p(D12BL) < Pl & T
@ Naive quadratic attention:
LH H
Al vad, naive N Ty = L H: Al uad, naive = .
auad b(H+ L) > auad b
@ Naive gated MLP:
Al o A 6BLDF
MP ™ b(3BLD + 6BLF + 3DF)’

Scalable Al: Bridging Theory, Understanding, and Practice 53 /75



Per-layer Al summary: interpretation

Interpretation: which knob helps which component?

@ Increasing BL improves projection/MLP Al via weight reuse.

@ For naive quadratic attention, when L > H the Al is essentially capped at =~ H/b, so shape
changes alone do not naturally move naive attention into a high-Al regime. The key lever is to
reduce intermediate HBM traffic, for example with FlashAttention-style fusion and tiling.
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Glue op example 1: residual add is minimal compute but lots of BW

Inside a decoder block we repeatedly do residual updates of the form:

Y =X +R, X,R,Y € REXtXD,

Compute (forward)

One add per element:

\FLOPSadd ~ BLD. \

HBM bytes (standalone, unfused lower-bound model)

Read two inputs and write one output:
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Glue op example 1: Residual add

Al and interpretation

BLD 1
3bBLD ~ 3b°
For BF16 (b = 2): Al,yq ~ 1/6 ~ 0.17 FLOPs/byte.

Meaning: there is essentially no way for this to be compute-bound. If you see lots of time in residual
adds, it is telling you “we are paying HBM traffic and kernel overhead”

AIadd ~
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Glue op example 2: LayerNorm is multiple passes over the same bytes

LayerNorm / RMSNorm operates per token over the D features. A convenient mental model is: it needs to (i)
compute statistics and (ii) normalize.

Bytes moved (naive lower bound)

As a standalone HBM kernel, an optimistic bound is to read the input and write the output:

bytes,y = b(BLD + BLD) = 2bBLD.

read X  write Y

In many naive implementations, you effectively make multiple passes over X (e.g., one for mean, one for variance,
one for normalize), so the true traffic can be closer to:

bytes,  ~ k bBLD with Kk > 2.
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Glue op example 2: LayerNorm

How to interpret K

@ k is “how many times did we stream the residual stream through HBM?”
@ This is why norms are archetypal bandwidth ops: the math is O(BLD), but so is the streaming.

o If your matmuls are fast, these “small” ops become visible in the profiles because they are often stuck
under the memory roof.
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Glue op example 3: softmax is compute-light relative to its traffic

Softmax appears in attention as a normalization over length L. Think of one softmax “row"” as a length-L vector.

A rough per-row accounting

To produce probabilities you typically do something like: max-reduction, exp, sum-reduction, divide. That is O(L)
arithmetic. A coarse FLOP model is:

FLOPSsoftmax,row = € L for a small constant c.
For a standalone unfused softmax, an optimistic HBM model is “read scores, write probabilities”:

bytessoftmax,row Z b(L + L) = 2bL
So:

L
Alsoftmax,row ~ ;ﬁ = i (a small constant).
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Glue op example 3: Softmax

Interpretation

Scaling L alone does not move a standalone softmax rightward on the roofline. Both its arithmetic and
streaming traffic scale linearly with L, so its Al stays roughly constant. This is why softmax is another
“glue” op: it often sits under the memory roof unless fused with surrounding work.

Scalable Al: Bridging Theory, Understanding, and Practice 60 /75



But Wait! There is that L? term!

Notice the L2 term in the quadratic attention matmuls

These matmuls contain no learned parameters, but they still cost compute. As L grows, they can
eventually dominate the parameter-led linear-layer compute. Let's locate the crossover.
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Which term dominates? (MLP vs attention vs L?)

Use the standard-MHA baseline for attention projections and keep the gated-MLP width F explicit. The
first calculation uses the full L x L quadratic-attention convention.

Linear-in-L compute per layer (forward)

MLP + attention projections:
FLOPSjinear ~ 6BLDF + 8BLD?.
Quadratic attention:
FLOPs,> ~ 4BL°D.

Crossover (when does L? become comparable?)

FLOPs,» 4L
~ FLOPs;2 ~ FLOPSjipear = | L ~ 2D + 3F.
FLOPSinesr 8D + 6F e i T2

Examples: F = 4D = L ~ 8D; parameter-matched gated F ~ 8D/3 = L ~ 6D. For D ~ 7000, this is
roughly 42,000-56,000 tokens, depending on F.

Optimized causal kernels roughly halve the quadratic term, moving the crossover to L ~ 4D + 3F (16D or 12D in the examples).

il = = — SaRel
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Many transformer ops are bandwidth-bound (unless fused)

Therefore, common bandwidth-sensitive ops include:

o LayerNorm / RMSNorm: multiple passes over activations, low reuse

Softmax: reductions + exponentials, often memory-dominated

Elementwise activations (GELU/SwiGLU): low arithmetic intensity unless fused
Residual adds: pure bandwidth (read + read + write)

Embedding lookup: gather-like access pattern (bandwidth/cache sensitive)

Why fusion matters

If you can fuse several bandwidth ops into one kernel, you reduce intermediate reads/writes to HBM,
increasing effective Al.
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Part D: Profiling and MFU (Turning
Measurements into Action)

Hardware ceilings, roofline thinking, and transformer bottlenecks



What profiling should answer (three questions)

@ Where is time spent? (module/kernel breakdown)
@ Why is it slow? (compute-bound, bandwidth-bound, overhead-bound, comm-bound)
@ What do we do about it? (kernel, schedule, or architecture change)

A disciplined loop

measure — hypothesis — intervention — re-measure

If you cannot clearly state the hypothesis, you are not done diagnosing.
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What to measure (end-to-end vs kernel-level)

End-to-end metrics

e Training: step time, tokens/sec, samples/sec
o Inference: latency (TTFT + per-token), throughput (tokens/sec)

Kernel /operator metrics

e Time per kernel (ms)
@ Achieved compute throughput (FLOPs/s)
@ Achieved memory bandwidth (bytes/s)

@ Launch/overhead indicators (many tiny kernels, poor fusion)

Why both matter

End-to-end metrics tell you if you are improving. Kernel metrics tell you why.
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From profiler numbers to a bottleneck hypothesis

For an operator with known FLOPs and bytes:

FLOPs,,

bytes,,
Top ’

Achieved FLOPs/s ~ Achieved BW =~

op

Compare against ceilings

@ BW near peak, FLOPs far from peak — bandwidth-bound
@ FLOPs near peak, BW far from peak — compute-bound

o Both far from peak — another efficiency limit is active; investigate small shapes/occupancy, launch
overhead, dependencies/stalls, fusion, synchronization, or communication

Roofline is the mental model

You are always asking: Is my point stuck under the memory roof or under the compute roof?
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MFU (Model FLOPs Utilization): definition and limits

Definition

Let G be the number of accelerators and let Cyeak be the per-accelerator relevant peak:

model FLOPs/step

MFU =
Tstep G Cpeak

Equivalently: system-wide achieved model FLOPs/s divided by GCeak. If the numerator is per accelerator, omit G.

What MFU tells you

@ A compact summary of “how close to peak compute” you are.

@ Useful for comparing systems or configurations when the FLOP-counting convention and peak definition are
held fixed.

What MFU does not tell you

Low MFU could be caused by bandwidth limits, kernel launch overhead, unfused ops, communication, or
imbalance. MFU is a symptom metric, not a diagnosis.

T = = = ot
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The Three Bottlenecks (and Typical
Fixes)

Hardware ceilings, roofline thinking, and transformer bottlenecks



Three headline bottlenecks for dense Transformers

Bottleneck 3

Bottleneck 1 Bottleneck 2 Sequence leneth
MLP / FFN Attention s -
) L* attention
compute + params memory + bandwidth

quadratic scaling

All three can matter, but which one dominates depends on

(i) model width D, (ii) context length L, and (iii) phase: training/prefill vs autoregressive decode.

For any workload, you should be able to say which bottleneck is currently active and which knob changes
it.
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Bottleneck 1: The FFN/MLP bottleneck (dense compute + parameters)

What the accounting told us
For a 3-matmul gated MLP and standard MHA:

Pup =~ 3DF Vs Pittn proj ~ 4D°.

For F = 4D, this is 12D? vs. 4D?; for a parameter-matched gated width F ~ 8D/3, it is 8D? vs. 4D?. So the
MLP still typically carries more parameters than the attention projections.

Why this becomes a bottleneck

Dense MLP means every token pays for every parameter (no conditional computation). That is great for
simplicity, but expensive at large D and many layers.

Typical architectural fix

Mixture-of-Experts (MoE): increase total parameters while activating only a subset per token. Trade-offs:
routing overhead, communication, load balancing.
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Bottleneck 2: The Attention / KV-cache bottleneck during decode

This is especially important during autoregressive decoding: each step has very few new query tokens, while the
model reuses the growing history through the KV cache.

The core problem

For one sequence, the stored keys and values across all layers are approximately:

KV bytes per sequence = 2 Lcix Niayers Nixv H b.

During token generation, these cached K, V values are repeatedly streamed from HBM to attend over the existing
context.

Decode can also make the linear layers weight-bandwidth-sensitive because the effective token-batch BL is small and weight reuse is poor.

Typical fixes
@ Reduce Nxv (MQA/GQA)
@ Reduce b (KV quantization)

@ Cache lower-dimensional representations (latent/compressed caches)
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Bottleneck 3: The L? attention bottleneck (very long context)

The scaling (forward; standard-MHA projections, full-square attention baseline)

FLOPs;2 ~ 4BL°D, FLOPSjinear ~ 8BLD? + 6 BLDF,

SO
FLOPs. 4L

FLOPSjnear 8D +6F
The crossover is L ~ 2D + 3 F (for example, 8D when F = 4D and 6D when F ~ 8D/3).

With an optimized causal triangular kernel, quadratic FLOPs are roughly halved and this crossover moves to L ~ 4D + 3F.

Match the fix to the active resource

o If exact attention is 1/O-limited: FlashAttention-style kernels reduce HBM traffic, but keep the
O(L2D) arithmetic.

o Quadratic arithmetic itself is the bottleneck: change the algorithm, e.g.
sparse/selective/hierarchical attention.

o Hybrid models: use linear-time sequence modules and invoke full attention selectively.

— = = = ket
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Summary table: bottlenecks, symptoms, and interventions

Bottleneck  What you observe Typical lever

MLP / FFN  High compute + many params per token MoE / conditional compute
Attention High HBM usage due to KV caching and band- GQA/MQA, KV quant, compression
width during generation
L? attention  Cost explodes with long context 1/0: FlashAttention; arithmetic:

sparse/selective/hybrid attention

Core takeaway

Good performance work is: (count) — (predict) — (measure) — (change the right thing).
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Economics of Tokens and Wall-Clock
Time

Hardware ceilings, roofline thinking, and transformer bottlenecks



Turning FLOPs into wall-clock time (training)

Use the dense parameter-led compute heuristic (with P interpreted as approximately non-embedding
dense parameters):

Training FLOPs =~ 6 PNy

If you train on G GPUs, each with peak Cyeak, and you achieve utilization u:

6 PN, ok

Ttrain ~ A~
G-u- Cpeak

What changes wall-clock time the most?

@ More GPUs G (parallelism and scaling efficiency matter)

@ Higher utilization u (kernel quality, bandwidth limits, communication)
@ Better algorithms (change P or effective FLOPs per token)
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Putting it all together

When you see a performance issue, ask in this order:

@ What is the dominant operator? (attention matmuls? MLP matmuls? norms? KV reads?)
@ What are its shapes? (B, L, D, F, N, Nxv)
© Compute FLOPs and bytes. (even approximate is useful)

@ Compute Al and compare to AI*. Remember: lower-bound bytes give an optimistic upper bound
on AL

@ Form a hypothesis. (compute-bound vs bandwidth-bound vs overhead-bound)
@ Pick the matching lever. (fusion, better kernel, batching, architecture change)

If you cannot do steps 2—4, you are guessing

This lecture is about eliminating guessing.
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Key takeaways

@ On one GPU, the two headline resources are compute throughput and HBM traffic; distributed
execution adds communication.

@ Arithmetic intensity AT = FLOPs/bytes is a roofline coordinate. If the byte count is only a lower
bound, the computed Al is an optimistic upper bound.

© The roofline knee is AT = Coeak/BWrBM, using the relevant compute roof for the
operator/dtype.

© Dense MLP matmuls carry many parameters and can be compute-efficient at large token-batch, but
decode can make linear layers weight-bandwidth-sensitive.

@ The KV cache introduces a major autoregressive-decode bandwidth bottleneck at long context;
GQA/MQA reduce it.

@ Exact attention keeps O(L2D) arithmetic. FlashAttention reduces quadratic intermediate HBM
traffic; changing the arithmetic scaling requires an algorithmic change.

@ Profiling is a loop: measure — hypothesis — intervention — re-measure.
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