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Who Will You Be Building With This
Semester?

Large-Scale AI as an End-to-End Engineering Discipline



Course Instructors

Prof. Anant Sahai
Prof. Jiantao Jiao
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GSIs

Mayank Mishra Nathan Henry Hanchen Li
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NVIDIA infrastructure and technology

Venkat Srinivasan
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Compute Sponsor

Thank you, NVIDIA.
NVIDIA is the compute sponsor for Scalable AI: Bridging Theory, Understanding, and Practice.

Their support provides the GPU infrastructure that makes the course labs and projects possible.
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Course website — bookmark this

https://scalable-ai.eecs.berkeley.edu/

Treat this as the source of truth. Keep it bookmarked and
check it regularly.

What you’ll use it for
Slides, readings, and lecture-by-lecture schedule
Assignments, checkoff logistics, and deadlines
Links to tooling, compute access docs, and starter repos
Announcements and “source of truth” updates
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Enrollment & waitlist questionnaire (action required)

Action required
Fill this out to enroll; enrollment
decisions will be finalized by September
4.
Be concrete: name courses, projects,
and what you actually did
Include both AI/ML and systems
background (as applicable)
We are not looking for adjectives; we are
looking for evidence

Submit here
https://docs.google.com/forms/d/e/

1FAIpQLScdFfdLmIYCjjF_
bF2xiFr1F75rCPMEyXJTqsG15Sh5IqqW-A/

viewform
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How we use the questionnaire

Why we’re doing this
We have limited seating and limited compute capacity. We use the questionnaire to make enrollment decisions and
to build a cohort that can succeed in a fast, hands-on systems course.

What we evaluate (technical readiness)
AI/ML foundations:
math/probability/optimization + ML/DL/LLMs +
evaluation
Systems foundations: OS, architecture, distributed
systems, networking, data systems
Performance skills: parallel/GPU programming,
compilers, profiling/perf engineering
Engineering skills: Python (NumPy/PyTorch),
C/C++, Git + collaborative workflows

How decisions get made
We prioritize students whose background
matches the course’s technical demands.
We also aim for balanced coverage
across model + systems skills so project
groups can execute end-to-end.
You don’t have conflicting obligations
and can dedicate your time to the course

Answering well = specific evidence: course numbers/titles, repos, benchmarks, profiling results, systems you’ve shipped.
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Scalable AI: Bridging Theory,
Understanding, and Practice

Large-Scale AI as an End-to-End Engineering Discipline



Lecture 1: The questions we’ll keep coming back to

Central thesis
If you remember one thing from today: in 2026, “a training run” is not a system. Large-scale AI is end-to-end
engineering, and quality, cost, and reliability need co-design across stages. (so do latency, safety, tooling, and
monitoring).

What are we actually building?
A base model (pre-trained weights + tokenizer +
eval discipline).
A post-trained model (behavior:
instruction-following, alignment, specialization).
A usable system (serving + safety + tools +
monitoring + product constraints).

How do we build and ship it?
A lifecycle (Stages 0–6) that turns constraints
into artifacts.
A stack of software and hardware layers that runs
the system.

Two maps (lifecycle and stack) that we’ll reuse constantly in the course. If you’re sick of these diagrams by Week 3, that’s a
good sign.
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Roadmap for today

Part A — The mental model
Why “large-scale AI” is a full-stack engineering
problem
The two maps we’ll use: Lifecycle (time) and Stack
(layers)
Two viewpoints you must hold at once: Model vs.
Systems

Part B — The lifecycle (how we ship)
Stages 0–1: Targets & Architecture
Stage 2: Pre-training (industrial scale)
Stage 3: Post-training (behavior & alignment)
Stages 4–6: Inference, Applications, & Research
iteration

Part C — The stack (what runs it)
The modern AI stack layers and what each
layer “buys you”
Training frameworks vs. inference engines
(same weights, different physics)
Where bottlenecks come from (compute,
memory, bandwidth, communication)

Part D — Logistics & project
Modules, grading, labs, compute resources
Final research project: what we mean by
“impact” and how we evaluate it
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Two maps we’ll use all semester: Lifecycle and Stack
To avoid getting lost, you need two coordinate systems: a time map (lifecycle) and a layer map (stack).

Lifecycle: what happens next
Define

Stages 0–1
Targets & Architecture

Train
Stages 2–3

Pre-train & Post-train

Ship
Stages 4–5

Inference & Applications

Improve
Stage 6

Research iteration

Stack
Workloads

Data, training/post-training, eval, serving, safety

Frameworks /Serving Systems / Engines
PyTorch/JAX, NeMo AutoModel, Mega-

tron/FSDP/DeepSpeed, NVIDIA Dy-
namo, TRT-LLM/vLLM/SGLang/TGI

Distributed Compute
Ray/Spark/custom

Orchestration
Kubernetes/SLURM/VMs

Compute Substrate
GPUs, networking, storage, cloud/on-prem

Interpretation: when something is slow, expensive, or unreliable,
your job is to locate the bottleneck in this stack. Then choose the

minimal intervention at the right layer.

If you are sick of these diagrams by Week 3, that is a good sign.
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What Do We Build?
Large-Scale AI as an End-to-End Engineering Discipline



So what are we building in Scalable AI: Bridging Theory, Understanding,
and Practice?

Three deliverables (and where they come from)
1 Base model (Stage 2: pre-training)
2 Post-trained model (Stage 3: post-training)
3 Usable system (Stages 4–5: inference + applications)

Where the pain (and the value) lives
When a team says “we shipped a product,” most of the value (and most of the pain) is in (3). But you don’t get
(3) unless (1) and (2) are engineered correctly.

A model is not just weights. It’s a system: trained, specialized, evaluated, deployed, monitored, and iterated under hard
constraints.
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Why this course exists: small upstream mistakes get expensive downstream

In modern LLM development, problems rarely stay contained to one stage. In practice, it’s usually errors
compounding across the lifecycle.

Decisions propagate:
Architecture issues → unstable training or brutal serving
costs.
Pre-training issues → no headroom for post-training to
“fix” things.
Post-training issues → behavior that demos well and fails
in real apps.
Inference issues → latency/cost kills the user experience.
Application issues → users bounce even if the weights are
strong.

Architecture

Pre-training

Post-training

Inference

Applications

Tiny choices
turn into big
product failures

don’t design stages independently. Design them as a coupled system, then measure relentlessly.
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Constraint-driven engineering needs two consistent views

The Model View
Optimize for quality: loss, benchmarks, and behavior.

1 Choose architectures with good scaling on the
target distribution.

2 Curate data to drive specific capabilities (not just
“more tokens”).

3 Train within the compute/token budget while
monitoring learning and evaluation metrics.

4 Iterate with measurement and ablation (don’t
guess).

If this is your only view:
You end up with great weights that can’t hit latency,
memory, or cost budgets.

The Systems View
Optimize for constraints: latency, throughput, memory,
cost, and operational reliability.

1 Start from serving constraints (SLOs, budget,
memory ceilings).

2 Design architecture + deployment that can
actually satisfy them.

3 Train/post-train to reach the quality bar inside
that envelope.

If this is your only view:
You build an efficient model that can’t learn enough to
be useful.

Useful rule: if your discussion has no numbers (latency, throughput, memory, tokens, dollars, failure rates), you’re probably
not doing systems. If it has no evaluation design or dataset/task alignment, you’re probably not doing modeling.
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What artifacts does the full stack actually produce?

System artifacts
Model + training code: graph + optimizer +
configs (what you can reproduce).
Inference configuration: batching, scheduling,
quantization, caching (e.g., Dynamo/TRT-LLM;
vLLM/SGLang).
Safety/policy layer: guardrails, filtering,
moderation hooks, logging (e.g., NeMo
Guardrails; adversarial testing via Garak).
Application layer: context construction, tool use,
reliability patterns.
Monitoring: latency, cost, quality drift, safety
metrics, incident response.

Model/pipeline artifacts
Data pipeline: raw → validated examples (pre &
post) (e.g., NeMo Curator; NeMo Data
Designer).
Tokenizer + formats: tokenization, packing,
sampling, metadata.
Checkpoints: many candidates + a clear
selection story.
Eval suite: capability, robustness, and
contamination awareness.
Telemetry: loss curves, stability signals,
throughput, failure analysis.
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What Is The LifeCycle?
Large-Scale AI as an End-to-End Engineering Discipline



The lifecycle we’ll use

We’ll use the same stage language throughout the course — and we’ll be strict about it.

0
Targets

1
Architecture

2
Pre-train

3
Post-train

4
Inference

5
Apps

6
Research

Rule of thumb
Every stage emits artifacts you can point to, measure, and version. If you cannot name the artifact, you are not
done with the stage. It’s key to identify the bottleneck in each stage.
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Stage 0: Define the target (before you burn GPU-hours)

Goal: convert vague ambition into concrete success criteria.
Before we train anything, we have to get painfully concrete about success:

Target distribution: what do we want to be good at (chat, code, math, tool use, . . . )?
Quality definition: benchmarks + human feedback + app-specific metrics.
Cost envelope: training budget + throughput, and inference SLOs (latency/cost).

Recurring theme
You get what you measure. If you don’t measure a capability, you should expect it to quietly regress.

“We will measure it later” is a sentence that has never been helpful in science or engineering.
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Stage 1: Architecture (the computational graph you live with)

Goal: choose a model family that can plausibly meet the target inside the constraint envelope.

Architecture choices set both training dynamics and the economics of serving:
Layer structure (attention, MLP/FFN, normalization).
Context usage (full vs. sparse/linear attention).
Parameter allocation (dense vs. sparse/MoE).
Inference memory handling (KV cache, GQA, compression/MLA variants).

Artifact: a randomly initialized model definition with a specific architecture.
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Stage 2: Pre-training

Goal: produce a base model that learns general capabilities from large-scale data, with reproducible training
behavior.
Pre-training is industrial-scale self-supervised learning, and it is three coupled problems:

1 Data: acquisition, filtering, deduplication, decontamination (e.g., NeMo Curator).
2 Training: loss, schedule, stability, throughput (e.g., NeMo AutoModel).
3 Systems: distributed strategy, memory management, fault tolerance.

What you should have at the end:
Tokenizer + data format that are stable and versioned.
Many checkpoints and a rational selection strategy (not vibes).
Training telemetry (loss, stability, throughput, failure modes).
A base-model evaluation methodology (including contamination awareness).

Artifact: a base model.
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Stage 3: Post-training

Goal: convert “capable” into “controllable” and “useful,” under task and safety constraints.
This is where we turn “a capable model” into “a controllable model.”

SFT (supervised fine-tuning): instruction following, format discipline, tool schemas (datasets via NeMo
Data Designer).
Preference optimization / RL variants: optimize for helpfulness, safety, and task success (e.g., NeMo
RL/Nemo Gym).

What changes here:
Datasets become structured (instructions, preferences, environments).
Evaluation stops being “just perplexity” and becomes behavior-centric (task success/binary correctness of the
answer, refusal for harmful stuff, tool success, schema validity, etc.).
You aim for a checkpoint that is serving-ready (chat/tool use, stable outputs).

Artifact: a post-trained model.
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Stage 4: Efficient inference

Goal: serve the model under real traffic while meeting SLOs (latency, throughput) and cost constraints.

What is the cost per token?
What is the latency per request (including tail latency)?
How do we batch without breaking UX?
What happens when context length grows (KV cache pressure)?

Common tools and flows:
Compilation / graph capture and runtime optimization (e.g., torch.compile).
Quantization and reduced precision (often paired with TensorRT-LLM / TRT-LLM).
Deployment-prep efficiency work: pruning / NAS / related search (Puzzletron/Minitron/Flextron).
High-performance decoding engines (continuous batching, scheduling) (TRT-LLM, vLLM, SGLang).

Artifact: a production serving configuration (often with quantized variants).
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Stage 5: Applications

Goal: build a system that solves a task reliably for real users, not just for curated prompts. This is where most
users actually interact with the model.
Applications test the model in the wild.

Context engineering: retrieval, reranking, memory, compression.
Tool use: function calling loops, agents, planners, verifiers (e.g., NeMo Agent Toolkit).
Reliability: schema-constrained outputs, retries, validation, guardrails (e.g., NeMo Guardrails).

A single weak link upstream can make the model effectively unusable in production, even if the weights look great
in isolation.
Artifact: an end-to-end product you can measure and put in front of users.
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Stage 6: Research

Goal: make a credible claim that tightens the next lifecycle iteration.
Once the stack is understood, research questions get sharper and less hand-wavy:

Which bottleneck is fundamental vs. contingent on current hardware?
Which architectural changes reduce total cost without breaking quality?
What objectives unlock better reasoning, tool use, or robustness?

Artifact: evidence (positive or negative) that tightens the next lifecycle iteration.

Scalable AI: Bridging Theory, Understanding, and Practice 24 / 48



The Stack
Large-Scale AI as an End-to-End Engineering Discipline



The modern AI stack

A practical decomposition of what powers this discipline:

AI Workloads
Data, training/post-training, evaluation, serving, monitoring, safety

Frameworks & Engines
PyTorch/JAX; NeMo AutoModel; Megatron/FSDP/DeepSpeed; TRT-LLM/vLLM/SGLang

Distributed Compute Engine
Ray, Spark, custom distributed services

Container / Orchestration
Kubernetes, SLURM, VM-based deployments

Compute Substrate
GPUs, networking, storage, cloud providers, on-prem clusters
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Training frameworks vs. inference engines

Same weights, very different execution goals.

Training frameworks
Examples: NeMo AutoModel, Megatron, DeepSpeed,
FSDP

Optimize for throughput (eat tokens fast).
Numerical stability under backpropagation.
Large batches; gradient synchronization.
Distributed optimizer + activation memory
strategies.

Inference engines
Examples: TensorRT-LLM (TRT-LLM), vLLM,
SGLang

Optimize for latency and high concurrency.
Continuous batching and request scheduling.
KV cache management (memory is the boss
here).
Production concerns: timeouts, retries,
backpressure.

If you only ever train models, inference will surprise you. If you only ever serve models, training will surprise you.
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What the stack is optimizing

Across layers, we’re always trading off among three things:
1 Correctness: the computation matches the mathematical intent.
2 Performance: tokens-per-second at acceptable cost.
3 Reliability: reproducibility, fault tolerance, stable operation.

The classic scaling walls:
Compute (FLOPs)
Memory capacity (params + activations + optimizer state)
Memory bandwidth (feeding compute)
Communication (all-reduces, synchronization)
Data (feeding high-quality tokens efficiently)

In this course, you’ll learn to say which wall you’re hitting and how you know (from measurements, not vibes).
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NVIDIA MARS: running an AI/HPC fleet

MARS engineers build heterogeneous AI/ML clusters both on-premises and in the cloud, and they work across
global teams. The word “fleet” is meant literally, because MARS spans many clusters and environments whose
lifecycles all have to be managed together. Workloads are orchestrated across thousands of GPUs and petabytes
of storage in multi-region clusters, and that infrastructure is sized to train frontier models.

GPU Supercomputer Scheduling
MARS has a dedicated scheduling and efficiency improvement team. Its published responsibilities are resource
fairness, GPU occupancy, reducing GPU waste, application resilience, performance, power consumption, batch
workload management, and orchestration.

Recurring theme
Your group owns an H100 node outright, so you will not queue for a GPU this semester. That is a luxury. At fleet
scale nobody owns anything, and a GPU you are holding but not using is a GPU that somebody else needed.

A guest lecture later this semester goes inside a fleet like this one.
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Course Logistics
Large-Scale AI as an End-to-End Engineering Discipline



Where to be, and where to ask

Meetings
Lecture: Mon & Wed, 12:30–1:59pm
The Gateway Building B1022
Instructor OH: Wed 2:00–3:00pm (Gateway
B1009)
GSI OH: Mon 9:30–10:30am (Gateway B1009)
Venkat’s OH: by request
Checkoffs: slots by sign-up

Ed only
All course questions go on Ed. We do not use Slack or
any other channel for Q&A. Join code shared in
lecture.

Submissions
Everything goes through Gradescope (entry code
posted on Ed).
Letter grade only, and the course must be taken
for the maximum number of units.

Scalable AI: Bridging Theory, Understanding, and Practice 29 / 48



Course modules follow the lifecycle
The structure of Scalable AI: Bridging Theory, Understanding, and Practiceis intentionally aligned with the
lifecycle you’ll use in practice.

Module What you should walk away with

1. Architecture Transformers; scaling trade-offs; parallelism basics; why inference constraints shape
design.

2. Pre-training Data & tokenization; stability at scale; throughput engineering; base-model evaluation
discipline.

3. Post-training RLVR algorithms and environments; SFT / preference optimization intuition; dataset
engineering; alignment and task success evaluation; turning weights into behavior.

4. Efficient Inference Engine architecture; batching/scheduling; KV cache pressure; quantization; through-
put/latency trade-offs.

5. Applications Context engineering; tool use; reliability patterns; eval loops from product metrics
back to training.

6. Research Open directions; how to formulate hypotheses; how to run convincing experiments on
real systems.

Tooling we’ll use hands-on across modules (NVIDIA + industry): NeMo AutoModel; NeMo Curator; NeMo Data Designer;
NeMo RL/Nemo Gym; Puzzletron/Minitron/Flextron; Dynamo; TensorRT-LLM (TRT-LLM); vLLM; SGLang; NeMo
Guardrails; Garak; NeMo Agent Toolkit.
We’re not doing “random topics in LLMs.” We’re building one coherent mental model end-to-end.Scalable AI: Bridging Theory, Understanding, and Practice 30 / 48



Assessment at a glance

50%
Research Project

35%
Assignments

10%
Video

5%
Att.

Component What we’re optimizing for Format

Research Project (50%) Publication-quality research execution under real con-
straints.

Group (4)

Assignments (35%) Conceptual correctness + code; show and discuss
your results.

Group (4)

Explainer video (10%) A short whiteboard explainer that genuinely helps
your classmates.

Individual

Attendance & Participation (5%) Being present, contributing in class, and improving
course material via Ed.

Individual

Grading is structured to prioritize deep execution. Each component must be completed satisfactorily; failing a required
component fails the course.
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Assignments & participation (40% total)

Assignments (35%)
Structure: four group-based assignments.
What’s inside: conceptual questions + hands-on
experiments (implement, profile, scale, analyze).
How you’re graded: code correctness + written
reasoning + an in-person checkoff/presentation.

Attendance & participation (5%)
Attendance is required.
Participation includes in-class discussion
and project check-ins.
Course Q&A and discussion happens on
Ed.
We will solicit feedback threads on Ed;
improving notes/slides counts.
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Explainer video (10%)

What it is
Each student records a short explainer video on a topic from the course: record yourself at a whiteboard giving a
clear, simple explanation of a concept from lecture, where you go further than we had time to.

What earns full credit
These are made for your classmates, so make them as helpful as you can.
Full credit requires going into more depth on the topic than lecture does, not restating it.
No video editing is required.

Deadline
Each video is due a month after its topic is introduced in lecture.
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Assignments (35%)

Philosophy: assignments are where you build real competence with state-of-the-art tooling (e.g., NeMo
AutoModel, NeMo Curator, NeMo Data Designer, NeMo RL/NeMo Gym, Puzzletron/Minitron/Flextron, Dynamo
+ TRT-LLM, vLLM, SGLang, NeMo Guardrails, Garak).

What we reward: Good technical execution of the ideas, and good answers to conceptual questions.
Talk about it: you will be asked to defend your results in an in-person checkoff.
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Compute resources & group structure

We’re providing serious compute so you can run real experiments (not toy ones). But that compute is not infinite,
so please use it responsibly.

In total, we will have 8 H100 nodes available (8×H100 each = 64 H100s total). Each group receives one full
H100 node for the semester, with a static external IP for SSH access.

The hardware
Resource: 1 full H100 node (8×H100) per group.
Access: persistent for the duration of the course.
Login: each node has a static external IP (SSH).
Use responsibly: no crypto mining or non-course
workloads.

Group formation
Size: 4 students; 8 groups total (one
per node).
Deadline: Sep 2 (node assigned after
groups finalize).
Policy: course questions go on Ed.

Sep 2 is the deadline, but Assignment 1 is released on Aug 31. So please form groups early and claim your node.
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Final Research Project
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Why a research project?

We’re giving you real compute for one reason: to explore ideas that could plausibly matter and produce something
other people can use.

The goal
Produce a result that could support an arXiv preprint or a workshop paper. You do not have to publish, but the
work should meet publication-quality standards.

How the project is graded (50% total)
Technical quality (40%): clarity of hypothesis, correctness, experimental rigor, and the quality of the final
artifact (code + report + other tangible outputs).
Impact (10%): evidence the work is useful beyond this classroom (open-source, benchmark releases, public
writeups, etc.).
Peer review (required): each group submits a structured review of another group’s report; peer feedback is
incorporated into the Technical Quality grade.
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The tracks of exploration
We’ll provide a list of research directions, usually in two buckets:

Track A: Systems research
“Can we make it faster/cheaper/more reliable?”

Custom kernels for new operators.
Improving or extending existing DSLs.
Quantization / compression schemes.
Efficient serving strategies.
Training throughput improvements.
Others.

Track B: Model research
“Can we make it better/smarter/safer?”

Novel supervised training objectives.
Preference optimization and alignment
algorithms.
Novel architectures and their impact.
Pre-training data pipeline innovations.
Synthetic data for reasoning/tool use.
New benchmarks or evaluation methods.

How to pick
Aim for leverage. Start broad, then narrow into a crisp hypothesis you can actually test.
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What do we mean by “impact”?

We’re looking for measurable leverage on something that matters and some evidence that it’s useful beyond your
group.

High-impact outcomes
Capability gains on meaningful tasks over a
rigorous baseline.
Cost reductions at fixed quality (tokens/sec, $ /
1M tokens, GPU-hours).
Latency / memory wins that unlock new product
constraints.
Reliability wins (schema correctness, tool success
rate, fewer retries).
Safety wins shown with robust evaluation, not
prompt-only filtering.

High-impact community artifacts
A PR merged into a public open-source
repository.
A reproducible benchmark released so others
can compare fairly.
A public technical report that someone else
can build from.
An arXiv preprint (or similar public write-up)
with runnable artifacts.

Negative results can be impactful if the evidence is clean and the diagnosis teaches something real.
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Project grading: 50% total (40% technical + 10% impact)

Two things are graded separately, because they answer different questions:

What we grade
Technical quality (40%): Is the research claim correct,
well-tested, and executed cleanly?
Impact (10%): Is there evidence this is useful to the broader
community (not just “a cool idea”)?

Impact evidence (10%)
Proof of merge/acceptance in a public
repo.
A released benchmark with clear
instructions.
A public report or preprint with
runnable artifacts.
Anything else where “external
usefulness” is defensible.

Peer review is required and feeds into technical quality.

Scalable AI: Bridging Theory, Understanding, and Practice 39 / 48



Technical quality: breakdown of the 40%

Technical quality breakdown (within the 40%):

Category Weight What “excellent” looks like

Framing 35% Meaningful framing, crisp hypothesis, believable derisking plan.
Evidence & Rigor 30% Strong baselines, clean ablations, correct metrics, honest trade-offs.
Engineering Sophistication 20% End-to-end system that runs reliably; profiling-driven work; careful

measurement.
Communication & Reproducibility 15% Clear writing/figures; reproducible scripts/configs; coherent

narrative.

Weights above sum to the technical-quality portion (40%) of the final grade.
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Framing
Once you pick a direction, you’ll distill it into one hypothesis that we can evaluate.

What we look for
Novelty: is the specific problem meaningfully new (not just a rename)?
Importance: would success matter for real deployments or real research progress?
Magnitude: is the potential delta meaningful (not a tiny win on a toy metric)?
Generality: does it apply beyond one narrow dataset/prompt/model size?
Mechanism: can you articulate why it should work (not just “we tried it”)?
Constraints-aware framing: what do you hold constant, and what do you optimize?

Common pitfalls
Unclear motivation (“cool” but no concrete value).
Unfalsifiable claim (no crisp hypothesis / no measurable endpoint).
Overly narrow setting (works only on a cherry-picked demo).
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Evidence & rigor

This is where most projects win or lose credibility.

Minimum bar for “rigorous”
Strong baseline: a known reasonable method under comparable compute.
Ablations: isolate what caused the improvement (or the failure).
Correct metrics: task success, cost, latency, memory, robustness as appropriate.
Contamination awareness: discuss leakage risks when evaluating on public benchmarks.
Trade-offs: what got worse (quality vs. latency, memory vs. throughput, etc.)?
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Engineering sophistication

Your project should look like something that could survive outside a notebook.

Ways to demonstrate strong execution
End-to-end pipeline: data → training/inference → evaluation.
Profiling-driven work: show bottlenecks with evidence (don’t guess).
Reliability practices: deterministic configs, checkpointing, logging, recovery.
Good engineering taste: modular code, sensible interfaces, minimal fragile glue.

Scalable AI: Bridging Theory, Understanding, and Practice 43 / 48



Communication & reproducibility

If others can’t understand it or reproduce it, it won’t have impact.

Reproducibility checklist
A single command (or small set of commands) to reproduce key results.
Config files (hyperparameters, model version, dataset versions).
Clear metric definitions and evaluation scripts.
A results table/figure that matches what the code outputs.

Communication checklist
Clear hypothesis statement and experimental plan.
Figures that tell the story (not screenshots of logs).
Limitations and trade-offs stated plainly.
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Scoring guide: what performance work looks like

Band Typical characteristics

Good Outcome High-leverage framing plus convincing results. Strong baselines, clean ablations, and a
coherent mechanism story. Reproducible pipeline and a paper/presentation that reads like
a real submission.

Okay Outcome Solid engineering and evaluation, but impact is narrower or incremental; or impact is high
but evidence is incomplete (missing ablations, weak baseline, limited robustness checks).

Bad Outcome Vague framing, under-powered evaluation, or unclear claims. Often missing a baseline,
missing ablations, or relying on demos rather than metrics.

Important
You can earn a strong grade with a negative result if the methodology is sound and the analysis teaches something
real.
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Fail fast

Research is stochastic. We do not punish failure. We do punish unclear thinking and weak evidence.

What a good negative result includes
A hypothesis that was plausible and well-motivated.
A correct and fair test against a baseline.
A diagnosis: what broke (optimization? data? hardware? evaluation?) with evidence.
A refined hypothesis or follow-up direction that is narrower and more testable.

Bad negative result
“We tried many things and nothing worked” with no baselines, no ablations, and no diagnosis.
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Project lifecycle: milestones and what we expect

The project is paced with milestones so you don’t discover “we can’t test this” in Week 12.

Research directions released (Aug 31)
Brainstorming begins; pick a direction with leverage.
Group formation (Sep 2)
Groups of 4; node assigned.
Hypothesis statement v1 (Sep 23)
One paragraph hypothesis + success metric.
Project proposal v2 (Oct 7)
2–3 pages: method, evaluation plan, risks.
Midterm check-in (Nov 9)
Milestone report; pivot if needed.

Draft report (Dec 7)
Submitted for peer review (Gradescope).
Final presentations (Dec 9)
Short talks.
Peer review due (Dec 10)
Structured reviews submitted (Gradescope).
Poster session (Dec 11)
In-person poster session.
Final deliverables (Dec 16)
Code + final report.
Impact update close (Dec 18)
Proof of merge/acceptance or submission to arXiv,
etc.
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Project evaluation: teaching staff + peer review (required)

Teaching staff and peer reviewers use the same rubric, providing complementary evaluations.

Peer review is a core skill. We expect you to write reviews that are specific, fair, and evidence-based.
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